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Sunday, June 26
Sunday, June 26 9:30 - 12:30
Tutorial T1: Causal Inference: Past, Present and (maybe) Future
Anish Agarwal, Devavrat Shah and Dennis Shen
Room: U1
Data-driven decision-making fundamentally requires answering counterfactual questions of the form:
What will happen to Y if we do A?
Examples abound: What will happen to a data center's latency if a new congestion control protocol is used? What
will happen to the probability of a power outage if a new transmission line is introduced in the electric grid?
What will happen to a patient's health if they are given a new therapy?
Answering such counterfactual questions requires thinking carefully about the causal relationship between A and
Y. The key challenge in doing so is tackling confounding, i.e., the hidden correlation between A and Y that might
be present in observed data - colloquially, we refer to this challenge as “correlation does not imply causation”.
In addition, modern datasets are inherently high-dimensional, noisy, and sparse, which adds to the challenge of
building reliable causal models.
The purpose of this tutorial is to provide a formal introduction to causal inference and do a survey of the rapidly
growing modern statistical toolkit to learn causal relationships from data. The goal is to connect ideas from two
fields: (i) Econometrics which focuses on learning causal relationships from observational data by carefully correcting for confounding. (ii) Machine learning (ML) and high-dimensional statistics which focuses on designing
estimators that deal with high-dimensionality, noise, and sparsity. In this tutorial, we will introduce some of the
canonical frameworks to define and learn causal relationships such as the Neyman-Rubin potential outcomes
model, randomized control trials, instrumental variables, synthetic controls, regression discontinuity, etc. We
will then provide one unified modern lens to view these various frameworks - in particular, through tensor completion. Open questions pertaining to the fundamental statistical & computational tradeoffs in causal inference,
and possible connections to other modern developments in ML and statistics such as mixture modeling, learning
dynamical systems, stochastic block modeling, etc. will be presented.

Tutorial T2: Advancement in Coding for Privacy and Security in Distributed Systems
Rawad Bitar and Sidharth Jaggi
Room: U3
Privacy and security of sensitive data is of paramount importance, but it is facing serious challenges mainly due
to the distributed nature of current information systems. Researchers are extensively investigating coding techniques that allow data distribution (whether in storage, computation or communication) while maintaining privacy and security of the data at hand. Variants of those problems are known as coded computing, private and
secure distributed storage, stealth communication, private information and private function retrieval (PIR and
PFR), federated learning and private coded caching. Information-theoretic privacy schemes designed for those
problems generally rely on secret sharing. In terms of security, significant improvements over error-correcting
codes can be made by leveraging potential weaknesses of the adversary. Thus, understanding the theory of secret sharing and coding for security against weak adversaries is of extreme importance and would allow significant improvement in the research on private and secure distributed systems.
In this tutorial, we cover the fundamentals of threshold and communication-efficient secret sharing. We then
detail how to manipulate this powerful tool to obtain fast, private and secure distributed computing schemes in
the master/worker setting. The designed schemes are deemed fast since they can tolerate a flexible number of
stragglers. In fact, two of them are rateless schemes that allow the master to assign different number of tasks to
the workers, depending on their average computing time. Security against malicious workers is then explained
as an add-on to the introduced private schemes. In terms of communication, we consider the problem of reliable,
information-theoretically private, and stealthy communication over multipath networks. We provide information-theoretically optimal rates and computationally efficient codes asymptotically achieving these rates for
both reliable as well as private transmission against additive and overwrite non-causal adversaries, causal
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adversaries, and causal adversaries with passive feedback to the transmitter. Finally, we demonstrate schemes
that in addition to privacy and reliability, also provide “stealth”, which ensures that an eavesdropper who does
not observe all the links being used is unable to infer whether the transmitter is communicating something innocent (say humming a song), or something secret (say state secrets).
In addition to the several open problems that arise from the topics discussed, we conclude with a new research
direction: Creating secret sharing schemes that maintain desirable properties of the input data. More precisely,
secret sharing outputs dense codewords. In settings in which the codewords are required to be sparse, maintaining information theoretic privacy is impossible. We explain how to manipulate the theory of secret sharing to
construct sparse codes with codewords and desired privacy guarantees of the input data.

Tutorial T3: Information-Theoretic Tools for Responsible Machine Learning
Shahab Assodeh, Flavio P. Calmon, Mario Diaz and Haewon Jeong
Room: U4
This tutorial will present a survey of recent developments in fair and private machine learning (ML), describe
open challenges in responsible data science, and serve as a call to action for the information theory community
to engage with problems of social importance. Our tutorial is divided into two parts. First, we survey recent
results at the intersection of differential privacy and information theory. Differential privacy has become the de
facto standard for privacy adopted in both government and industry. Our tutorial will review key definitions,
metrics, and mechanisms used in differential privacy and recent developments in the field. We aim to present
these topics using mathematical tools familiar to information theorists. Our tutorial will show that differential
privacy metrics can be cast in terms of f-divergences and Rényi divergences. We demonstrate how to apply the
properties of these divergences to analyze differentially private algorithms deployed in ML applications (e.g.,
online learning and deep learning). We describe how the information-theoretic vantage point reveals fundamental operational limits of differentially private statistical analysis. We also discuss recent advances in differential
privacy mechanism design for ML. The first half of the tutorial will conclude with a description of open problems
in differential privacy that may benefit from information-theoretic techniques.
The second part of the tutorial will focus on fair ML. Our goal is to present recent developments in the field of
fair ML through an information-theoretic lens. We start by overviewing metrics for evaluating fairness and discrimination, including individual fairness, group fairness, predictive multiplicity, and fair use. We formulate these
metrics using easy-to-understand and unified notation based on error rates and divergences. We then present
recent results on the limits of fair classification. These limits include trade-offs between splitting classifiers across
different demographic groups and are proved using standard converse results familiar to information theorists.
We also overview state-of-the-art fairness interventions, describing and contrasting several techniques developed over the past five years. Finally, we outline open problems in the field.
The tutorial will conclude with a hands-on demo of software packages for private and fair ML targeted toward
student and post-doc attendees. No previous background in privacy or fair ML is required.

Sunday, June 26 14:00 - 17:00
Tutorial T4: Universal Decoding by Guessing Random Additive Noise Decoding GRAND
Muriel Medard and Ken R. Duffy
Room: U3
Forward error correction decoding has traditionally been a code-specific endeavor. An innovative recent alternative is noise-centric guessing random additive noise decoding (GRAND). Our approach uses modern developments in the analysis of guesswork to create a universal algorithm where the effect of noise is guessed from most
likely to least likely. The noise effect is removed from the received signal and the codebook is used simply as a
hash check to verify whether the result is in the codebook. The guessing continues until the hash check is correct
or the algorithm declares an erasure. This approach provably provides a Maximum Likelihood (ML) decoding for
any block code as long as the guesswork order matches the channel statistics.
This tutorial will introduce the algorithmic basis of GRAND for universal hard and soft decoding. It will introduce
the audience to the evaluation of GRAND's performance in terms of common metrics (such as block error rate,
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bit error rate, and complexity) for a wide variety of codes, and it will present hardware architectures for GRAND,
highlighting themes such as parallelism and pipelining.
This tutorial will introduce GRAND in three parts. The first will be an algorithmic discussion centered on GRAND
for hard detection. The tutorial will consider both the theory behind GRAND, including its optimality, as well as
performance of GRAND, particularly showing that even random linear codes perform well when decoded with
an accurate decoder. We show how any statistical information about noise, such as knowing that noise is correlated, for example because of its origin as interference, can be used to aid in noise guessing and possibly obviate
the use of interleavers. This first part of the tutorial will be presented by Professor Médard and take approximately 70 minutes.
The second part will consider the issue of soft information. We shall begin with a ML decoder that we call
SGRAND, which is a development of the hard detection ML decoder GRAND, that fully avails of soft detection
information by giving a tree structure to all possible error vectors. We then present approaches for simplifying
SGRAND, based on relative ordering of symbol errors, that approximate well SGRAND while requiring very light
complexity in terms of guessing and decoding the order of guessing. This part of the tutorial will examine the
architectural issues around implementing GRAND. Key among these are the design of ordered noise guessing
sequences. This second part of the tutorial, led by Professor Duffy, will take approximately 70 minutes.
The end of the tutorial, taught by the two instructors, will be an overview of research questions related to
GRAND, in the domains of theoretical properties, algorithmic development, and architectural aspects. This part
of the tutorial will encourage discussion with the participants, with multiple possible entry points depending on
the interests and backgrounds of the audience. This final part is scheduled for about 30 minutes. The total length
of the tutorial is three hours, with 10 minutes of break, where informal conversations and networking can take
place.

Tutorial T5: Information Inequalities: Facets of Entropy and Automated Reasoning by Optimization
Siu Wai Ho, Chee Wei Tan and Raymond W. Yeung
Room: U1
Information inequalities that involve only Shannon's information measures are important in information theory.
They are the “physical laws” that characterize fundamental limits in applications like communications and cryptography. Since the birth of information theory, the nonnegativity of the Shannon information measures, for
discrete random variables, are the known information inequalities that are categorically known as Shannon-type
inequalities. In the late 1990s, information inequalities which are not implied by the nonnegativity of Shannon's
information measures were discovered. The discovery of such inequalities known as non-Shannon-type inequalities started the quest of new information inequalities that is still largely uncharted territory. To distinguish between Shannon-type and non-Shannon-type information inequality as well as to prove or to disprove the information inequality is a nontrivial task in general. Recently, advances were made to automatically explore finding
the shortest proof or the smallest analytic counterexample by computers.
This tutorial will present an overview of information inequalities and these recent advances in automated proving
both Shannon-type and non-Shannon-type inequalities (both unconstrained and constrained) with a view towards its underlying theory, computational methodology and applications. It also covers a comprehensive introduction to the topic of Automated Reasoning by Convex Optimization as well as hands-on using the AITIP Software-as-a-Service (https://aitip.org) to interactively explore proofs to a variety of problems in information theory, network coding and machine learning. Finally, some open issues of information inequalities and automated
reasoning in information theory will be discussed along with open-source code and datasets to inspire attendees
to make new discoveries using information inequalities.

Sunday, June 26 16:00 - 19:00
T6: Model-based Deep Learning
Yonina Eldar and Nir Shlezinger
Room: U4
Recent years have witnessed a dramatically growing interest in machine learning (ML). These data-driven trainable structures have demonstrated an unprecedented success in various applications, including computer vision
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and speech processing. The benefits of ML-driven techniques over traditional model-based approaches are twofold: First, ML methods are independent of the underlying stochastic model, and thus can operate efficiently in
scenarios where this model is unknown, or its parameters cannot be accurately estimated; Second, when the
underlying model is extremely complex, ML has the ability to extract the meaningful information from the observed data. Nonetheless, not every problem should be solved using deep neural networks (DNNs). In scenarios
for which model-based algorithms exist and are feasible, these analytical methods are typically preferable over
ML schemes due to their performance guarantees and possible proven optimality. Among the notable areas
where model-based schemes are typically preferable, and whose characteristics are fundamentally different
from conventional deep learning applications, are communications, coding, and signal processing.
In this tutorial, we present methods for combining DNNs with model-based algorithms. We will show hybrid
model-based/data-driven implementations which arise from classical methods in communications and signal
processing and demonstrate how fundamental classic techniques can be implemented without knowledge of the
underlying statistical model, while achieving improved robustness to uncertainty.
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Monday, June 27
Monday, June 27 8:30 - 9:30
P1: Plenary: Yonina Eldar
Room: AB
Communication and Sensing: From Compressed Sampling to Model-Based Deep Learning
Yonina C. Eldar (Weizmann Institute of Science, Israel)
The famous Shannon-Nyquist theorem has become a landmark in analog to digital conversion and the development of digital signal processing algorithms. However, in many modern applications, the signal bandwidths have
increased tremendously, while the acquisition capabilities have not scaled sufficiently fast. Furthermore, the resulting high rate digital data requires storage, communication and processing at very high rates which is computationally expensive and requires large amounts of power. In this talk we consider a general framework for communication and sensing including sub-Nyquist sampling, quantization and processing in space, time and frequency which allows to dramatically reduce the number of antennas, sampling rates, number of bits and band
occupancy in a variety of applications. Our framework relies on exploiting signal structure, quantization and the
processing task in both standard processing and in deep learning networks leading to a new framework for
model-based deep learning. It also allows for the development of efficient joint radar-communication systems
and near-field processing. We consider applications of these ideas to a variety of problems in wireless communications, imaging, massive MIMO systems, automotive radar and ultrasound imaging and show several demos
of real-time prototypes including a wireless ultrasound probe, sub-Nyquist automotive radar, cognitive radio and
radar, dual radar-communication systems, analog precoding, sparse antenna arrays, and a deep Viterbi decoder.
We end by discussing more generally how models can be used in deep learning methods with application to a
variety of communication settings.

Monday, June 27 9:50 - 11:10
A.1: Coding Theory, Decoding I
Room: U5
Multichannel Optimal Tree-Decodable Codes are Not Always Optimal Prefix Codes
Hoover H. F. Yin and Harry W. H. Wong (The Chinese University of Hong Kong, Hong Kong); Mehrdad
Tahernia (Hong Kong); Russell W. F. Lai (Friedrich-Alexander-Universität Erlangen-Nürnberg, Germany)
The theory of multichannel prefix codes aims to generalize the classical theory of prefix codes. Although singleand two-channel prefix codes always have decoding trees, the same cannot be said when there are more than
two channels. One question is of theoretical interest: Do there exist optimal tree-decodable codes that are not
optimal prefix codes? Existing literature, which focused on generalizing single-channel results, covered little
about non-tree-decodable prefix codes since they have no single-channel counterparts. In this work, we study
the fundamental reason behind the non-tree-decodability of prefix codes. By investigating the simplest non-treedecodable structure, we obtain a general sufficient condition on the channel alphabets for the existence of optimal tree-decodable codes that are not optimal prefix codes.

Error-Erasure Decoding of Linearized Reed-Solomon Codes in the Sum-Rank Metric
Felicitas Hörmann and Hannes Bartz (German Aerospace Center, Germany); Sven Puchinger (Hensoldt
Sensors GmbH, Germany)
Codes in the sum-rank metric have various applications in error control for multishot network coding, distributed
storage and code-based cryptography. Linearized Reed-Solomon (LRS) codes are the only known codes that fulfill
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the Singleton-like bound in the sum-rank metric with equality. We propose a syndrome-based Berlekamp-Massey-like error-erasure decoder for LRS codes that can correct tF conventional full errors, tR row and tC column
erasures up to 2tF + tR + tC ≤ n-k in the sum-rank metric requiring at most O(n2) operations in 𝔽q^m where n is the
code's length and k its dimension. We show how the proposed decoder can be used to correct errors in the sumsubspace metric that occur in (noncoherent) multishot network coding.

Fully Analog Noise-Resilient Dynamical Systems Storing Binary Sequence
Tadashi Wadayama (Nagoya Institute of Technology, Japan)
In this paper, fully analog noise-resilient dynamical systems for storing a binary sequence are presented. The
proposed dynamical system is a gradient descent dynamical system based on a potential energy function defined
based on a parity check matrix of a binary linear code. We assume that the dynamical system operates with
stochastic disturbance such as thermal noises. We formulate the whole system, including stochastic disturbances, using stochastic differential equations (SDE) From a discretized stochastic difference equation, i.e., EulerMaruyama equation, we can study the covariance evolution of error vectors regarding the random walk of the
system state around an equilibrium state. Some numerical evaluations for the (7,4) Hamming code and related
codes indicate the robustness of the proposed dynamical system against the stochastic disturbances.

Universal Decoding for the Typical Random Code and for the Expurgated Code
Ran Tamir (ETH Zürich, Switzerland); Neri Merhav (Technion, Israel)
We provide two results concerning the optimality of the stochastic-mutual information (SMI) decoder, which
chooses the estimated message according to a posterior probability mass function, which is proportional to the
exponentiated empirical mutual information induced by the channel output sequence and the different codewords. First, we prove that the error exponents of the typical random codes under the optimal maximum likelihood (ML) decoder and the SMI decoder are equal. As a corollary to this result, we also show that the error
exponents of the expurgated codes under the ML and the SMI decoders are equal. These results strengthen the
well-known result due to Csiszár and Körner, according to which, the ML and the maximum-mutual information
(MMI) decoders achieve equal random-coding error exponents, since the error exponents of the typical random
code and the expurgated code are strictly higher than the random-coding error exponents, at least at low coding
rates. The universal optimality of the SMI decoder, in the random-coding error exponent sense, is easily proven
by commuting the expectation over the channel noise and the expectation over the ensemble. This commutation
can no longer be carried out, when it comes to typical and expurgated exponents. Therefore, the proof of the
universal optimality of the SMI decoder must be completely different and it turns out to be highly non-trivial.

B.1: Network Coding I
Room: U6
Broadcast Approach Meets Network Coding for Data Streaming
Alejandro Cohen (Technion, Israel); Muriel Médard (MIT, USA); Shlomo (Shitz) Shamai (Technion, Israel)
For data streaming applications, existing solutions are not yet able to close the gap between high data rates and
low delay. This work considers the problem of data streaming under mixed delay constraints over a single communication channel with delayed feedback. We propose a novel layered adaptive causal random linear network
coding (LAC-RLNC) approach with forward error correction. LAC-RLNC is a variable-to variable coding scheme,
i.e., variable recovered information data at the receiver over variable short block length and rate is proposed.
Specifically, for data streaming with base and enhancement layers of content, we characterize a high dimensional
throughput-delay trade-off managed by the adaptive causal layering coding scheme. The base layer is designed
to satisfy the strict delay constraints, as it contains the data needed to allow the streaming service. Then, the
sender can manage the throughput-delay trade-off of the second layer by adjusting the retransmission rate a
priori and posterior as the enhancement layer, that contains the remaining data to augment the streaming service's quality, is with the relax delay constraints. We numerically show that the layered network coding approach
can dramatically increase performance. We demonstrate that LACRLNC compared with the non-layered approach gains a factor of three in mean and maximum delay for the base layer, close to the lower bound, and
factor two for the enhancement layer.
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The Undecidability of Network Coding With Some Fixed-Size Messages and Edges [virtual]
Cheuk Ting Li (The Chinese University of Hong Kong, Hong Kong)
We consider a network coding setting where some of the messages and edges have fixed alphabet sizes, that do
not change when we increase the common alphabet size of the rest of the messages and edges. We prove that
the problem of deciding whether such network admits a coding scheme is undecidable. This can be considered
as a partial solution to the conjecture that network coding (without fixed-size messages/edges) is undecidable.
The proof, which makes heavy use of analogies with digital circuits, is essentially constructing a digital circuit of
logic gates and flip-flops within a network coding model that is capable of simulating an arbitrary Turing machine.

Enhancing the Decoding Rates of BATS Codes by Learning With Guided Information [virtual]
Jiaxin Qing, Hoover H. F. Yin and Raymond W. Yeung (The Chinese University of Hong Kong, Hong Kong)
BATched Sparse codes (BATS codes) are a class of random linear network code designed for wireless multi-hop
networks with packet loss. The encoder of a BATS code generates batches where each batch contains a number
of coded packets. As the outer code is a matrix generalization of the fountain code, the ordinary batch construction scheme relies on a degree distribution with a random packet sampling scheme. In practical applications, we
want a batch construction scheme which achieves a high decoding rate at the destination. A natural question to
ask is: Is there any batch construction scheme which achieves a higher decoding rate than the ordinary one? We
give an affirmative answer to this question by formulating the batch construction scheme as a multi-armed bandit problem and solving it with a deep reinforcement learning method with the degree distribution as a guiding
prior. The BATS code generated by our proposed method achieves a higher decoding rate with improved coding
efficiency compared with the ordinary batch construction scheme.

C.1: DNA and Data Storage I
Room: U7
Covering Sequences for ℓ-Tuples
Sagi Marcovich, Tuvi Etzion and Eitan Yaakobi (Technion, Israel)
de Bruijn sequences of order ℓ, i.e., sequences that contain each ℓ-tuple as a window exactly once, have found
many diverse applications in information theory and most recently in DNA storage. This family of binary sequences has asymptotic rate of 1/2. To overcome this low rate, we study ℓ-tuples covering sequences, which
impose that each ℓ-tuple appears at least once as a window in the sequence. The cardinality of this family of
sequences is analyzed while assuming that ℓ is a function of the sequence length n. Lower and upper bounds on
the asymptotic rate of this family are given. Moreover, we study an upper bound for ℓ such that the redundancy
of the set of ℓ-tuples covering sequences is at most a single symbol. We present an efficient encoding and decoding schemes for ℓ-tuples covering sequences that meet this bound.

Perfect Codes Correcting a Single Burst of Limited-Magnitude Errors
Hengjia Wei and Moshe Schwartz (Ben-Gurion University of the Negev, Israel)
Motivated by applications to DNA-storage, flash memory, and magnetic recording, we study perfect burst-correcting codes for the limited-magnitude error channel. These codes are lattices that tile the integer grid with the
appropriate error ball. We construct two classes of such perfect codes correcting a single burst of length 2 for (1,
0)-limited-magnitude errors, both for cyclic and non-cyclic bursts. We also present a generic construction that
requires a primitive element in a finite field with specific properties. We then show that in various parameter
regimes such primitive elements exist, and hence, infinitely many perfect burst-correcting codes exist.

The Gapped k-Deck Problem
Rebecca S Golm and Mina Nahvi (University of Illinois at Urbana-Champaign, USA); Ryan Gabrys (University of California, San Diego, USA); Olgica Milenkovic (University of Illinois at Urbana-Champaign,
USA)
The k-deck problem is concerned with finding the smallest value S(k) of a positive integer n such that there exist
at least two strings of length n that share the same k-deck, i.e., the same multiset of subsequences of length k.

8

We introduce the new problem of gapped k-deck reconstruction: For a given gap parameter s, we seek the smallest possible value of n, Gs(k), such that there exist at least two distinct strings of length n that cannot be distinguished based on a “gapped” set of k-subsequences. The gap constraint requires the elements in the subsequences to be at least s positions apart in the original string. Our results are as follows. First, we show how to
construct sequences sharing the same 2-gapped k-deck using a nontrivial modification of the recursive MorseThue string construction procedure. This establishes the first known constructive upper bound on G 2(k). Second,
we further improve this upper bound in a nonconstructive manner using the approach by Dudik and Schulman.
Third, we comment on the general case s ≥ 2 and present a number of open problems.

The DNA Storage Channel: Capacity and Error Probability Bounds
Nir Weinberger and Neri Merhav (Technion, Israel)
We consider the DNA storage channel, in which M Deoxyribonucleic acid (DNA) molecules comprising each codeword, are stored without order, then sampled N times with replacement, and the sequenced over a discrete
memoryless channel. For a constant coverage depth, M/N, and molecule length scaling Θ(log M), lower (achievability) and upper (converse) bounds on the capacity of the channel, as well as a lower (achievability) bound on
the reliability function of the channel are provided. Both the lower and upper bounds on the capacity generalize
a bound which was previously known to hold only for the binary symmetric sequencing channel, and only under
certain restrictions on the molecule length scaling and the crossover probability parameters. When specified to
binary symmetric sequencing channel, these restrictions are completely removed for the lower bound and are
significantly relaxed for the upper bound. The lower bound on the reliability function is achieved under a universal decoder, and reveals that the dominant error event is that of outage - the event in which the capacity of the
channel induced by the DNA molecule sampling operation does not support the target rate.

D.1: Source Coding and Data Compression I
Room: U9
Log-CCDM: Distribution Matching via Multiplication-Free Arithmetic Coding
Yunus Can Gültekin, Frans MJ Willems and Alex Alvarado (Eindhoven University of Technology, The
Netherlands)
Recent years have seen renewed attention to arithmetic coding (AC). This is thanks to the use of AC for distribution matching (DM) to control the channel input distribution in probabilistic amplitude shaping. There are two
main problems inherent to AC: (1) its required arithmetic precision grows linearly with the input length, and (2)
high-precision multiplications and divisions are required. Here, we introduce a multiplication-free AC-based DM
technique via three lookup tables (LUTs) which solves both problems above. These LUTs are used to approximate
the high-precision multiplications and divisions by additions and subtractions. The required precision of our approach is shown to grow logarithmically with the input length. We prove that this approximate technique maintains the invertibility of DM. At an input length of 1024 symbols, the proposed technique achieves negligible rate
loss (< 0.01 bit/sym) against the full-precision DM, while requiring less than 4 kilobytes of storage.

Centralised Multi Link Measurement Compression With Side Information
Sayantan Chakraborty (Tata Institute of Fundamental Research, India); Arun Padakandla (University of
Tennessee, USA); Pranab Sen (Tata Institute of Fundamental Research, India)
We prove new one shot achievability results for measurement compression of quantum instruments with side
information at the receiver. Unlike previous one shot results for this problem, our one shot bounds are nearly
optimal and do not need catalytic randomness. In fact, we state a more general problem called centralised multilink measurement compression with quantum side information and provide one shot achievability results for it.
As a simple corollary, we obtain one shot measurement compression results for quantum instruments with side
information that we mentioned earlier. All our one shot results lead to the standard results for this problem in
the asymptotic iid setting. We prove our achievability bounds by first proving a novel sequential classical quantum multi partite covering lemma, which should be of independent interest.

Universal Compression of Large Alphabets With Constrained Compressors [virtual]
Hao Lou and Farzad Farnoud (University of Virginia, USA)
9

Over unknown, possibly large, alphabets, one approach for compressing sequences is to separately convey their
symbols and patterns (the sequence of integers representing orders in which symbols appear). It has been shown
that patterns generated by i.i.d. sources can be compressed with diminishing redundancy using compressors that
know the number of occurrences of each integer symbols. Motivated by applications with resource restrictions,
e.g., data deduplication, we study universal compression of patterns using compressors under constraints. A
characterization of constrained compressors is given and general results for computing redundancies are derived. In particular, we show that for patterns generated by all i.i.d. sources over an alphabet of size k, the persymbol average and worst case redundancies are at least Θ(log(min(k, n/log n))) bits (n is the sequence length),
under the constraint that compressors only know the number of distinct integer symbols in the pattern sequence.
A simple sequential compressor satisfying this constraint is also analyzed and shown to achieve this redundancy
in the first order term.

Ternary Convolutional LDGM Codes With Applications to Gaussian Source Compression [virtual]
Tingting Zhu, Jifan Liang and Xiao Ma (Sun Yat-sen University, China)
We present a ternary source coding scheme in this paper, which is a special class of low density generator matrix
(LDGM) codes. We prove that a ternary linear block LDGM code, whose generator matrix is randomly generated
with each element independent and identically distributed, is universal for source coding in terms of the symbolerror rate (SER). To circumvent the high-complex maximum likelihood decoding, we introduce a special class of
convolutional LDGM codes, called block Markov superposition transmission of repetition (BMST-R) codes, which
are iteratively decodable by a sliding window algorithm. Then the presented BMST-R codes are applied to construct a tandem scheme for Gaussian source compression, where a dead-zone quantizer is introduced before the
ternary source coding. The main advantages of this scheme are its universality and flexibility. The dead-zone
quantizer can choose a proper quantization level according to the distortion requirement, while the LDGM codes
can adapt the code rate to approach the entropy of the quantized sequence. Numerical results show that the
proposed scheme performs well for ternary sources over a wide range of code rates and that the distortion
introduced by quantization dominates provided that the code rate is slightly greater than the discrete entropy.

F.1: Quantum I
Room: U358
The Communication Value of a Quantum Channel
Eric Chitambar, Ian George, Brian Doolittle and Marius Junge (University of Illinois at Urbana-Champaign, USA)
There are various ways to quantify the communication capabilities of a quantum channel. In this work we study
the communication value (cv) of channel, which describes the optimal success probability of transmitting a randomly selected classical message over the channel. The cv also offers a dual interpretation as the classical communication cost for zero-error channel simulation using non-signaling resources. We first provide an entropic
characterization of the cv as a generalized conditional min-entropy over the cone of separable operators. We
evaluate the cv exactly for all qubit channels and the Werner-Holevo family of channels. The latter is shown to
have non-multiplicative cv when d > 2. On the other hand, we prove that any pair of qubit channels have multiplicative cv when used in parallel. Even stronger, all entanglement-breaking channels and the partially depolarizing channel are shown to have multiplicative cv when used in parallel with any channel. We then turn to the
entanglement-assisted cv and prove that it is equivalent to the conditional min-entropy of the Choi matrix of the
channel. Combining with previous work on zero-error channel simulation, this implies that the entanglementassisted cv is the classical communication cost for perfectly simulating a channel using quantum non-signaling
resources. A final component of this work investigates relaxations of the channel cv to other cones such as the
set of operators having a positive partial transpose (PPT).

Singleton Bounds for Entanglement-Assisted Classical a. Quantum Error Correcting Codes [virtual]
Manideep Mamindlapally (Indian Institute of Technology Kharagpur, India); Andreas Winter (Universitat Autonoma de Barcelona & ICREA, Spain)
We show that entirely information theoretic methods, based on von Neumann entropies and their properties,
can be used to derive Singleton bounds on the performance of entanglement-assisted hybrid classical-quantum
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(EACQ) error correcting codes. Concretely we show that the triple-rate region of qubits, cbits and ebits of possible
EACQ codes over arbitrary alphabet sizes is contained in the quantum Shannon theoretic rate region of an associated memoryless erasure channel, which turns out to be a polytope. We show that a large part of this region is
attainable by certain EACQ codes, whenever the local alphabet size (i.e. Hilbert space dimension) is large enough,
in keeping with known facts about classical and quantum minimum distance separable (MDS) codes: in particular
all of its extreme points and several important extremal lines.

Communicating Over Classical-Quantum MAC With State Information Distributed at Senders
Arun Padakandla (University of Tennessee, USA)
We consider the problem of communicating over a classical-quantum (CQ) multiple access channel with random
classical states non-causally available at the transmitter, referred to as a QMSTx. QMSTx is a classical-quantum
multiple access analogue of the channel considered by Gelfand and Pinsker in 1980. We undertake a Shannontheoretic study and focus on the problem of characterizing inner bounds to the capacity region of a QMSTx. We
propose a new coding scheme based on union coset codes - codes possessing algebraic properties and derive a
new inner bound that subsumes the inner based on IID random coding. We identify examples for which the
derived inner bound is strictly larger.

Analytical Calculation Formulas for Capacities of Classical and Classical-Quantum Channels [virtual]
Masahito Hayashi (Southern University of Science and Technology, China)
We derive an analytical calculation formula for the channel capacity of a classical channel without any iteration
while its existing algorithms require iterations and the number of iteration depends on the required precision
level. Hence, our formula is its first analytical formula without any iteration. We apply the obtained formula to
examples and see how the obtained formula works in these examples.

G.1: Distributed Learning I
Room: U4
Secure Distributed/Federated Learning: Prediction-Privacy Trade-Off for Multi-Agent System
Gaurav Gupta, Mohamed Ridha Znaidi and Paul Bogdan (University of Southern California, USA)
Decentralized learning is an efficient emerging paradigm for boosting the computing capability of multiple
bounded computing agents. In the big data era, performing inference within the distributed and federated learning (DL and FL) frameworks, the central server needs to process a large amount of data while relying on various
agents to perform multiple distributed training tasks. Considering the decentralized computing topology, privacy
has become a first-class concern. Moreover, assuming limited information processing capability for the agents
calls for a sophisticated privacy-preserving decentralization that ensures efficient computation. Towards this end,
we study the privacy-aware server to multi-agent assignment problem subject to information processing constraints associated with each agent, while maintaining the privacy and assuring learning informative messages
received by agents about a global terminal through the distributed private federated learning (DPFL) approach.
To find a decentralized scheme for a two-agent system, we formulate an optimization problem that balances
privacy and accuracy, taking into account the quality of compression constraints associated with each agent. We
propose an iterative converging algorithm by alternating over self-consistent equations. We also numerically
evaluate the proposed solution to show the privacy-prediction trade-off and demonstrate the efficacy of the
novel approach in ensuring privacy in DL and FL.

SwiftAgg: Communication-Efficient and Dropout-Resistant Secure Aggregation for Federated Learning With Worst-Case Security Guarantees
Tayyebeh Jahani-Nezhad (Sharif University of Technology, Germany & Technische Universität Berlin,
Germany); Mohammad Ali Maddah-Ali (Nokia Bell Labs, USA); Songze Li (The Hong Kong University of
Science and Technology, China); Giuseppe Caire (Technische Universität Berlin, Germany)
We propose SwiftAgg, a novel secure aggregation protocol for federated learning systems, where a central server
aggregates local models of N distributed users, each of size L, trained on their local data, in a privacy-preserving
manner. Compared with state-of-the-art secure aggregation protocols, SwiftAgg significantly reduces the

11

communication overheads without any compromise on security. Specifically, in presence of at most D dropout
users, SwiftAgg achieves a server communication load of (T+1)L and a per-user communication load of up to
(T+D+1)L, with a worst-case information-theoretic security guarantee, against any subset of up to T semi-honest
users who may also collude with the curious server. The key idea of SwiftAgg is to partition the users into groups
of size T+D+1, then in the first phase, secret sharing and aggregation of the individual models are performed
within each group, and then in the second phase, model aggregation is performed on T+D+1 sequences of users
across the groups. If a user in a sequence drops out in the second phase, the rest of the sequence remains silent.
This design allows only a subset of users to communicate with each other, and only the users in a single group to
directly communicate with the server, eliminating the requirements of 1) all-to-all communication network
across users; and 2) all users communicating with the server, for other secure aggregation protocols. This helps
to substantially slash the communication costs of the system.

Fundamental Limits of Personalized Federated Linear Regression With Data Heterogeneity
Chun-Ying Hou and I-Hsiang Wang (National Taiwan University, Taiwan)
Federated learning is a nascent framework for collaborative machine learning over networks of devices with local
data and local model updates. Data heterogeneity across the devices is one of the challenges confronting this
emerging field. Personalization is a natural approach to simultaneously utilize information from the other users'
data and take data heterogeneity into account. In this work, we study the linear regression problem where the
data across users are generated from different regression vectors. We present an information-theoretic lower
bound of the minimax expected excess risk of personalized linear models. We show an upper bound that matches
the lower bound within constant factors. The results characterize the effect of data heterogeneity on learning
performance and the trade-off between sample size, problem difficulty, and distribution discrepancy, suggesting
that the discrepancy-to-difficulty ratio is the key factor governing the effectiveness of heterogeneous data.

Social Learning Under Randomized Collaborations
Yunus Inan, Mert Kayaalp, Emre Telatar and Ali Sayed (EPFL, Switzerland)
We study a social learning scheme where at every time instant, each agent chooses to receive information from
one of its neighbors at random. We show that under this sparser communication scheme, the agents learn the
truth eventually and the asymptotic convergence rate remains the same as the standard algorithms which use
more communication resources. We also derive large deviation estimates of the log-belief ratios for a special
case where each agent replaces its belief with that of the chosen neighbor.

H.1: Fundamentals of Machine Learning I
Room: U1
On How to Avoid Exacerbating Spurious Correlations When Models are Overparameterized
Tina Behnia (University of British Columbia, Canada); Ke Wang (University of California, Santa Barbara,
USA); Christos Thrampoulidis (University of British Columbia, Canada)
Overparameterized learning architectures have an inherent ability to perfectly fit the data with any training objective. As such, they can fail to adapt to traditional techniques for mitigating data imbalances. This paper focuses
on imbalanced classification datasets, in which a small subset of the population—a minority—may contain features that correlate spuriously with the class label. For a parametric family of cross-entropy loss modifications
and a representative Gaussian mixture model, we derive non-asymptotic generalization bounds on the worstgroup error that shed light on the role of different hyper-parameters. Specifically, we prove that, when appropriately tuned, the recently proposed VS-loss learns a model that is fair towards minorities even when spurious
features are strong. On the other hand, alternative heuristics, such as the weighted CE and the LA-loss, can fail
dramatically. Compared to previous works, our bounds hold for more general models, they are non-asymptotic,
and, they apply even at scenarios of extreme imbalance.

Asymptotic Behavior of Adversarial Training in Binary Linear Classification
Hossein Taheri and Ramtin Pedarsani (University of California, Santa Barbara, USA); Christos Thrampoulidis (University of British Columbia, Canada)
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Adversarial training using empirical risk minimization is the state-of-the-art method for defense against adversarial attacks, that is against small additive adversarial perturbations applied to test data leading to misclassification. Despite being successful in practice, understanding generalization properties of adversarial training in
classification remains widely open. In this paper, we take the first step in this direction by precisely characterizing
the robustness of adversarial training in binary linear classification. Specifically, we consider the high-dimensional
regime where the model dimension grows with the size of the training set at a constant ratio. Our results provide
exact asymptotics for both standard and adversarial test errors under ℓ∞-norm bounded perturbations in a generative Gaussian-mixture model. We use our sharp error formulae to explain how the adversarial and standard
errors depend upon the over-parameterization ratio, the data model, and the attack budget. Finally, by comparing with the robust Bayes estimator, our sharp asymptotics allow us to study fundamental limits of adversarial
training.

Understanding Deep Neural Networks Using Sliced Mutual Information
Shelvia Wongso, Rohan Ghosh and Mehul Motani (National University of Singapore, Singapore)
With the success of deep neural networks, different theories have been proposed to open the black-box and
explain the inner mechanisms governing their excellent performance. From the information-theoretic point of
view, information bottleneck attempts to understand the dynamics of the deep networks using the mutual information as a measure. However, estimating mutual information in high dimension and in deterministic settings
results in inconsistent observations. This paper takes an alternative information-theoretic approach to analyze
the processing within neural networks. In particular, we do so via the use of a recently proposed metric called
sliced mutual information (SMI), which we find to exhibit interesting properties. We find that the SMI between
the hidden layers and the labels encodes information about the ability of the network to predict labels correctly
and could potentially be related to generalization.

A Unified f-Divergence Framework Generalizing VAE and GAN
Jaime Roquero Gimenez and James Zou (Stanford University, USA)
Developing deep generative models that flexibly incorporate diverse measures of probability distance is an important area of research. Here we develop an unified mathematical framework of f-divergence generative model,
f-GM, that incorporates both VAE and f-GAN, and enables tractable learning with general f-divergences. f-GM
allows the experimenter to flexibly design the f-divergence function without changing the structure of the networks or the learning procedure. f-GM jointly models three components: a generator, a inference network and
a density estimator. Therefore it simultaneously enables sampling, posterior inference of the latent variable as
well as evaluation of the likelihood of an arbitrary datum. f-GM belongs to the class of encoder-decoder GANs:
our density estimator can be interpreted as playing the role of a discriminator between samples in the joint space
of latent code and observed space. We prove that f-GM naturally simplifies to the standard VAE and to f-GAN as
special cases, and illustrates the connections between different encoder-decoder GAN architectures. f-GM is
compatible with general network architecture and optimizer. We leverage it to experimentally explore the effects—e.g. mode collapse and image sharpness—of different choices of f-divergence.

I.1: Age of Information I
Room: U3
AoI in Source-Aware Preemptive M/G/1/1 Queueing Systems: Moment Generating Function
Mohammad Moltafet and Markus Leinonen (University of Oulu, Finland); Marian Codreanu (Linköping
University, Sweden)
We consider a multi-source status update system consisting of multiple independent sources, one server, and
one sink. The packets of the sources are generated according to Poisson processes and served according to a
generally distributed service time. We consider a system with no waiting buffer and model it as a multi-source
M/G/1/1 queueing model. We introduce a source-aware preemptive packet management policy and subsequently derive the moment generating functions (MGFs) of the age of information (AoI) and peak AoI of each
source. According to the policy, when a packet arrives, the possible packet of the same source in the system is
replaced by the fresh packet. Simulation results show the performance of the packet management policy.
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Query Age of Information: Optimizing AoI at the Right Time
Muhammed Emrullah Ildiz, Orhan Tahir Yavascan, Elif Uysal and Ozkan Tugberk Kartal (Middle East
Technical University, Turkey)
We study a communication system in which a source node is to send status updates over a channel to a remote
destination. The update packets will be received error-free, however the channel imposes independent and identically distributed transmission delay on each transmission. The destination node will utilize the upcoming update
packets at certain instants that are referred to as query instants. The Query Age of Information (QAoI) at the
destination is defined to be the time-average Age of Information (AoI) measured at query instants. We define
the problem where the receiver decides when to send requests to “pull” data from the source, to minimize the
QAoI, as the pull-or-wait (PoW) problem. We contrast the solution of the PoW problem with that of the updateor-wait (UoW) problem, where the source decides when to generate updates to minimize the time-average AoI.
We show that when the query instants occur according to a Poisson process, the solution of the PoW problem is
equivalent to that of the UoW problem; however, under periodic query arrivals, the optimal QAoI is always less
than or equal to the time average AoI under the same power constraint. We believe this motivates using QAoI
instead of AoI for many standard AoI applications.

Analysis of an Age-Dependent Stochastic Hybrid System
Ali Maatouk (Paris Research Center, Huawei Technologies, France); Mohamad Assaad (CentraleSupelec, France); Anthony Ephremides (University of Maryland, USA)
In this paper, we provide an analysis of a status update system modeled through the Stochastic Hybrid Systems
(SHSs) tool. Contrary to previous works, which assumed constant transition rates, we allow the system's transition dynamics to be functions of the Age of Information (AoI). This dependence allows us to encapsulate many
applications and opens the door for more sophisticated systems to be studied. However, this same dependence
on the AoI engenders technical and analytical difficulties. Our paper provides a first step in addressing these
difficulties. Specifically, we first showcase the regularity and other critical characteristics of the age process in
our system of interest. Then, we provide a framework to establish the Lagrange stability and positive recurrence
of the process. Building on these results, we provide an approach, dubbed as the moment closure technique, to
compute the m-th moment of the age process for any m > 1. Interestingly, this technique allows us to approximate the average age of various systems by solving a simple set of linear equations.

Performance Modeling of Scheduling Algorithms in a Multi-Source Status Update System
Peng Zou, Jin Zhang and Suresh Subramaniam (George Washington University, USA)
Age of Information (AoI) is a widely used metric of information freshness in a status update communication system. In this paper, we study the AoI performance in a multi-source system in which multiple sources generate
updates, but only one can be transmitted to a monitor at a time. Scheduling, or selecting the source update to
transmit, is an important problem in such a system. We consider a time-slotted system with Bernoulli sources
with no buffer. An update selected for transmission in a slot is delivered at the end of the slot. The AoI is analyzed
for four different scheduling policies - random scheduling, round robin scheduling, age-greedy scheduling, and
the Whittle index-based policy proposed in [1]. Our analytical results are validated with simulation results, and a
numerical performance comparison of the scheduling policies is presented.

J.1: Probability and Entropy I
Room: U8
Efficient Representation of Large-Alphabet Probability Distributions via ArcSinh-Compander
Aviv Adler, Jennifer Tang and Yury Polyanskiy (MIT, USA)
A number of engineering and scientific problems require representing and manipulating probability distributions
over large alphabets, which we may think of as long vectors of reals summing to 1. In some cases it is required
to represent such a vector with only b bits per entry. A natural choice is to partition the interval [0,1] into 2 b
uniform bins and quantize entries to each bin independently. We show that a minor modification of this procedure - applying an entrywise non-linear function (compander) f(x) prior to quantization - yields dramatic improvements. For example, for b=8 (16) and 105-sized alphabets, the quality of representation improves from a loss
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(under KL divergence) of 0.1 (0.5) bits/entry to 10-4 (10-9) bits/entry. These numbers hold for both real-world data
(word frequencies in books and DNA k-mer counts) and for synthetic randomly generated distributions. Theoretically, we set up a minimax optimality criterion and show that the compander f(x) proportional to
ArcSinh(Sqrt((1/2) (K log K) x)) achieves near optimal performance, attaining a KL-quantization loss of 2-2b log2 K
for a K-symbol alphabet and b to infinity. Interestingly, a similar minimax criterion for the quadratic loss shows
optimality of the standard uniform quantizer. This suggests that the ArcSinh quantizer is as fundamental for KLdistortion as the uniform quantizer for the quadratic one.

A Tighter Approximation Guarantee for Greedy Minimum Entropy Coupling (JKW Award Finalist)
Spencer P Compton (MIT, USA; MIT-IBM Watson AI Lab, USA)
We examine the minimum entropy coupling problem, where one must find the minimum entropy variable that
has a given set of distributions S = {p1, ..., pm} as its marginals. Although this problem is NP-hard, previous works
have proposed algorithms with varying approximation guarantees. In this paper, we show that the greedy coupling algorithm of [Kocaoglu et al., AAAI'17] is always within log2(e) (≈ 1.44) bits of the minimum entropy coupling. In doing so, we show that the entropy of the greedy coupling is upper-bounded by H(∧ S) + log2(e). This
improves the previously best known approximation guarantee of 2 bits within the optimal [Li, IEEE Trans. Inf.
Theory '21]. Moreover, we show our analysis is tight by proving there is no algorithm whose entropy is upperbounded by H(∧ S) + c for any constant c < log2(e). Additionally, we examine a special class of instances where
the greedy coupling algorithm is exactly optimal.

On Information-Theoretic Determination of Misspecified Rates of Convergence
Nir Weinberger (Technion, Israel); Meir Feder (Tel Aviv University, Israel)
We consider the problem of learning a model from given data samples in which the predictor's quality is measured by the log loss. We focus on the misspecified setting, in which the true model generating the data is chosen
from a set different from the possible models that can be chosen by the learner. We establish minimax regret
upper and lower bounds in terms of properly defined projected covering and packing entropies, and show their
relation to M-projection geometric properties. We exemplify the bounds in a few settings.

Probability Distribution on Rooted Trees
Yuta Nakahara (Waseda University, Japan); Shota Saito (Gunma University, Japan); Akira Kamatsuka
(Shonan Institute of Technology, Japan); Toshiyasu Matsushima (Waseda University, Japan)
The hierarchical and recursive expressive capability of rooted trees is applicable to represent statistical models
in various areas, such as data compression, image processing, and machine learning. On the other hand, such
hierarchical expressive capability causes a problem in tree selection to avoid overfitting. One unified approach
to solve this is a Bayesian approach, on which the rooted tree is regarded as a random variable and a direct loss
function can be assumed on the selected model or the predicted value for a new data point. However, all the
previous studies on this approach are based on the probability distribution on full trees, to the best of our
knowledge. In this paper, we propose a generalized probability distribution for any rooted trees in which only
the maximum number of child nodes and the maximum depth are fixed. Furthermore, we derive recursive methods to evaluate the characteristics of the probability distribution without any approximations.

Monday, June 27 11:40 - 13:00
A.2: Coding Theory, Decoding II
Room: U5
Algebraic Chase Decoding of Elliptic Codes Through Computing the Gröbner Basis [virtual]
Yunqi Wan, Li Chen and Fangguo Zhang (Sun Yat-sen University, China)
This paper proposes two interpolation-based Algebraic Chase decoding for elliptic codes. It is introduced from
the perspective of computing the Gröbner basis of the interpolation module, for which two Chase interpolation
approaches are utilized. They are Kötter's interpolation and the basis reduction (BR) interpolation. By identifying
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η unreliable symbols, 2η decoding test-vectors are formulated, and the corresponding interpolation modules can
be defined. The re-encoding further helps transform the test-vectors, facilitating the two interpolation techniques. In particular, Kötter's interpolation is performed for the common elements of the test-vectors, producing
an intermediate outcome that is shared by the decoding of all test-vectors. The desired Gröbner bases w.r.t. all
test-vectors can be obtained in a binary tree growing fashion, leading to a low complexity but its decoding latency
cannot be contained. In contrast, the BR interpolation first performs the common computation in basis construction which is shared by all interpolation modules, and then conducts the module basis construction and reduction
for all test-vectors in parallel. It not only results in a low decoding complexity, but also a lower latency. Finally,
simulation results are also presented, to demonstrate the effectiveness of the proposed Chase decoding.

Comparison of 2D Topological Codes and Their Decoding Performances
Kao-Yueh Kuo and Ching-Yi Lai (National Yang Ming Chiao Tung University, Taiwan)
Topological quantum codes are favored because they allow qubit layouts that are suitable for practical implementation. An N-qubit topological code can be decoded by minimum-weight perfect matching (MWPM) with
complexity O(poly(N)) if it is of CSS-type. Recently it is shown that various quantum codes, including non-CSS
codes, can be decoded by an adapted belief propagation with memory effects (denoted MBP) with complexity
almost linear in N. In this paper, we show that various two-dimensional topological codes, CSS or non-CSS, regardless of the layout, can be decoded by MBP, including color codes and twisted XZZX codes. We will comprehensively compare these codes in terms of code efficiency and decoding performance, assuming perfect error
syndromes.

A Polynomial Time Algorithm for Finding Bi-Regular Tanner Graphs With Large Girth [virtual]
Arash Ahadi (Kharazmi University, Iran); Ali Dehghan and Amir Banihashemi (Carleton University, Canada)
The construction of Tanner graphs with given degree sequences that have large girth is one of the important
problems in the design of low-density parity-check (LDPC) codes. Recently, a quasi-polynomial time algorithm
based on edge switching was proposed by Dehghan and Banihashemi to construct Tanner graphs with large girth.
In this work, we present an algorithm, also based on edge switching, to design bi-regular Tanner graphs with
large girth. Compared to the existing algorithm, the proposed algorithm is less complex (polynomial time), and
results in graphs with girth at least 2 (log n / log (dv-1)(dc-1)), where n is the number of variable nodes, d v is the
degree of variable nodes and dc is the degree of check nodes. This is roughly twice the existing lower bound on
the girth of the graphs generated by the existing algorithm.

Dual-Domain Recursive SISO Decoding of Linear Block Codes [virtual]
Liudmila Karakchieva and Peter Trifonov (ITMO University, Russia)
A reduced complexity SISO decoder of linear block codes is presented. This method is based on recursive trellises
and uses Hartmann-Rudolph transform. Probability- and log-domain sign-magnitude implementations are derived. Numeric results demonstrate substantial complexity reduction compared to the recursive SISO and BCJR
algorithms.

C.2: DNA and Data Storage II
Room: U7
Capacity-Achieving Constrained Codes With GC-Content and Runlength Limits for DNA Storage [virtual]
Yajuan Liu, Xuan He and Xiaohu Tang (Southwest Jiaotong University, China)
GC-content and homopolymer run are two constraints of interest in DNA storage systems. Extensive experiments
showed that if GC-content is too high (low), or homopolymer run exceeds six in a DNA sequence, there will give
rise to dramatical increase of insertion, deletion and substitution errors. Committing to study the DNA sequences
with both constraints, a recent work (Nguyen et al. 2020) proposed (epsilon, l)-constrained codes with extremely
high rate. However, the rate is still a little bit away from capacity. In this paper, we design the first capacityachieving (epsilon, l)-constrained codes based on the enumeration coding technique. In addition, motivated by
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the influence of local GC-content, we consider a nontrivial case for the first time that the prefixes of a DNA
sequence also hold GC-content constraint, called (delta, l)-prefix constrained codes.

On Homopolymers and Secondary Structures Avoiding, Reversible, Reversible-Complement and GCBalanced DNA Codes
Krishna Gopal Benerjee and Adrish Banerjee (Indian Institute of Technology Kanpur, India)
Motivated from Reed-Muller codes, families of reversible, reversible-complement, and GC-balanced DNA codes
are constructed from the ring ℤ6. In addition, DNA codewords are free from any secondary structures having
stems of length more than two and homopolymers with run-length more than three. Also, DNA strings obtained
from concatenations of those DNA codewords avoid secondary structures and homopolymers. We have also
given a lower bound on the size of DNA codes with all these properties together.

Capacity of the Shotgun Sequencing Channel [virtual]
Aditya Narayan Ravi (University of Illinois at Urbana-Champaign, USA); Alireza Vahid (University of Colorado Denver, USA); Ilan Shomorony (University of Illinois at Urbana-Champaign, USA)
Most DNA sequencing technologies are based on the shotgun paradigm: many short reads are obtained from
random unknown locations in the DNA sequence. A fundamental question, studied in [1], is what read length
and coverage depth (i.e., the total number of reads) are needed to guarantee reliable sequence reconstruction.
Motivated by DNA-based storage, we study the coded version of this problem; i.e., the scenario in which the
DNA molecule being sequenced is a codeword from a predefined codebook. Our main result is an exact characterization of the capacity of the resulting shotgun sequencing channel as a function of the read length and coverage depth. In particular, our results imply that while in the uncoded case, O(n) reads of length greater than
2 log n are needed for reliable reconstruction of a length n binary sequence, in the coded case, only O(n/log n)
reads of length greater than log n are needed for the capacity to be arbitrarily close to 1.

Finite-State Semi-Markov Channels for Nanopore Sequencing
Brendon Peter McBain, Emanuele Viterbo and James Saunderson (Monash University, Australia)
Nanopore sequencing is an emerging DNA sequencing technology that has been proposed for use in DNA storage
systems. We propose the noisy nanopore channel model for nanopore sequencing. This model captures duplications, inter-symbol interference, and noisy measurements by concatenating an i.i.d. duplication channel with a
finite-state semi-Markov channel. Compared to previous models, this channel models the dominant distortions
of the nanopore while remaining tractable. Anticipating future coding schemes, we derive MAP detection algorithms, and then compute achievable rates. Given that finite-state semi-Markov channels are a subclass of channels with memory, we conjecture that the achievable rate of the noisy nanopore channel can be optimised using
a variation of the generalised Blahut-Arimoto algorithm.

D.2: Source Coding and Data Compression II
Room: U9
Source Coding With Unreliable Side Information in the Finite Blocklength Regime
Siming Sun and Michelle Effros (California Institute of Technology, USA)
This paper studies a special case of the problem of source coding with side information. A single transmitter
describes a source to a receiver that has access to a side information observation that is unavailable at the transmitter. While the source and true side information sequences are dependent, stationary, memoryless random
processes, the side information observation at the decoder is unreliable, which here means that it may or may
not equal the intended side information and therefore may or may not be useful for decoding the source description. The probability of side information observation failure, caused, for example, by a faulty sensor or
source decoding error, is non-vanishing but is bounded by a fixed constant independent of the blocklength. This
paper proposes a coding system that uses unreliable side information to get efficient source representation subject to a fixed error probability bound. Results include achievability and converse bounds under two different
models of the joint distribution of the source, the intended side information, and the side information observation.
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Relationship Between Intrinsic Randomness With f-Divergence and Fixed-Length Source Coding
Ryo Nomura (Waseda University, Japan)
This paper deals with the relationship between the intrinsic randomness (IR) problem and the fixed-length source
coding problem. The IR problem is one of random number generation problems and the optimum achievable
rate (optimum IR rate) with respect to several approximation measures such as the variational distance, the
Kullback-Leibler (KL) divergence and f-divergences, have been characterized. In particular, it has been shown that
the optimum IR rate with respect to the variational distance has a close relationship with the supremum of the
unachievable rate in the source coding problem. Inspired by this result, in this paper, we consider the optimum
IR rate with respect to a subclass of f-divergences and try to show a relationship with the unachievable rate in
the source coding problem. The subclass of f-divergence considered in this paper includes several well-known
measures, such as the variational distance, the KL divergence, the Hellinger distance, and so on. We also consider
the case of the normalized f-divergence, which includes the normalized KL divergence.

Excess-Distortion Exponents for Successive Refinement Using Gaussian Codebooks [virtual]
Zhuangfei Wu, Lin Bai and Lin Zhou (Beihang University, China)
We derive achievability results on large deviations for mismatched successive refinement where one uses random i.i.d. Gaussian codebooks and minimum Euclidean distance encoding to compress an arbitrary memoryless
source. Specifically, we consider both separate and joint excess-distortion criterion and derive achievable error
exponents for both cases. Under the mismatched coding scheme, we show that the exponent of the joint excessdistortion probability equals the exponent of one of the separate excess-distortion probabilities, depending on
the compression rate of the second encoder only. When specialized to a Gaussian memoryless source (GMS), we
obtain the first achievable error exponent region. However, in contrast to the second-order asymptotics and to
the large deviations for mismatched rate-distortion, the specialized result for GMS is not optimal. Further investigations are required to close the gap.

Universal Joint Source-Channel Coding Under an Input Energy Constraint
Omri Lev and Anatoly Khina (Tel Aviv University, Israel)
We consider the problem of transmitting a source over an infinite-bandwidth additive white Gaussian noise channel with unknown noise level under an input energy constraint. We construct a universal scheme that uses modulo-lattice modulation with multiple layers; for each layer, we employ either analog linear modulation or analog
pulse position modulation (PPM). We show that the designed scheme with linear layers requires less energy than
existing solutions to achieve the same quadratically increasing distortion profile with the noise level; replacing
the linear layers with PPM layers offers an additional improvement.

Speeding Up AIFV-m Dynamic Programs by m-1 Orders of Magnitude
Mordecai Golin and Albert Patupat (Hong Kong University of Science and Technology, Hong Kong)
AIFV-m coding is a method for constructing lossless codes for memoryless sources that provide better worstcase redundancy than Huffman codes. It achieves this by using m code trees instead of one and by allowing some
bounded delay in the decoding process. The process for constructing optimal AIFV-m codes on n source symbols
is based on multiple calls to a local optimization subroutine. Local optimization was originally performed using
Integer Linear Programming, which was later replaced by an O(m n2m+1)-time Dynamic Program. The running time
for m = 2 was further improved to O(n3), but the speedup technique was not applicable to m > 2. This paper
introduces a new dynamic programming approach that yields a general O(m n m+2)-time algorithm.

F.2: Quantum II
Room: U358
Minimizing Quantum Renyi Divergences via Mirror Descent With Polyak Step Size
Jun-Kai You, Hao-Chung Cheng and Yen-Huan Li (National Taiwan University, Taiwan)
Quantum information quantities play a substantial role in characterizing operational quantities in various quantum information-theoretic problems. We consider the numerical computation of four quantum information
quantities: Petz-Augustin information, sandwiched Augustin information, conditional sandwiched Renyi entropy,

18

and sandwiched Renyi information. To compute these quantities requires minimizing some order-α quantum
Renyi divergences over the set of quantum states. Whereas the optimization problems are obviously convex,
they violate standard bounded gradient/Hessian conditions in the literature, so existing convex optimization
methods and their convergence guarantees do not directly apply. In this paper, we propose a new class of convex
optimization methods called mirror descent with the Polyak step size. We prove their convergence under a weak
condition, showing that they provably converge for minimizing quantum Renyi divergences. Numerical experiment results show that entropic mirror descent with the Polyak step size converges fast in minimizing quantum
Renyi divergences.
A full version of this paper is accessible at: https://arxiv.org/abs/2109.06054

Identification Over Quantum Broadcast Channels
Uzi Pereg (Technical University of Munich & Munich Center for Quantum Science and Technology, Germany); Johannes Rosenberger and Christian Deppe (Technical University of Munich, Germany)
In the identification problem, as opposed to the information transmission task, the decoder only identifies
whether a message of his choosing was sent or not. This relaxation allows for a double-exponential code size. An
achievable identification region is derived for a quantum broadcast channel, and a full characterization for the
class of classical-quantum broadcast channels. The results are demonstrated for a depolarizing broadcast channel. Furthermore, the identification capacity region of the single-mode pure-loss bosonic broadcast channel is
obtained as a consequence. In contrast to the single-user case, the capacity region for identification can be significantly larger than for transmission.

Run Length Limited de Bruijn Sequences for Quantum Communications
Yeow Meng Chee (National University of Singapore, Singapore); Duc Tu Dao (Nanyang Technological
University, Singapore); Tien Long Nguyen (Hanoi University of Science and Technology, Vietnam); Hoang Ta (ENS Lyon, France); Van Khu Vu (National University of Singapore, Singapore)
The de Bruijn based timing and synchronization (dBTS) system has been proposed and studied recently for some
channels requiring reliable synchronization, such as quantum communication. To avoid a long period of no-pulse
in the dBTS system, we propose to study the run length limited de Bruijn sequences which not only are run length
limited sequences but also can be used to locate the location of any sub-string of the sequence. Such subjects
are expected to have various applications and they also present some interesting theoretical questions in combinatorics, algorithms and coding theory.
In this paper, we are the first to provide an explicit formula of the maximal length of the run length limited de
Bruijn sequences. Besides that, using Lyndon words, we present an efficient construction of a run length limited
de Bruijn sequence with the maximal length. Furthermore, we also provide a sub-linear decoding algorithm which
can locate the position of an arbitrary sub-string of the sequence.

Sequential Quantum Channel Discrimination
Yonglong Li (National University of Singapore, Singapore); Christoph Hirche (National University of Singapore, Singapore & Technical University of Munich, Germany); Marco Tomamichel (National University of Singapore, Singapore)
In this work, we consider the sequential quantum channel discrimination problem using adaptive and non-adaptive strategies. The number of uses of the underlying quantum channel, T, in the discrimination problem is not
fixed but a random variable. Under either the expectation or probabilistic constraints on T, we show that, by
using adaptive strategies in the discrimination problem, both types of error probabilities decrease to zero exponentially fast and the rates are characterized by the measured relative entropy between two quantum channels.
Allowing for quantum memory, we see that the optimal rates are given by the regularized channel relative entropy. We also characterize the error exponents in the discrimination problem if non-adaptive strategies are
used.

H.2: Fundamentals of Machine Learning II
Room: U1
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α-GAN: Convergence and Estimation Guarantees
Gowtham R. Kurri, Monica Welfert, Tyler Sypherd and Lalitha Sankar (Arizona State University, USA)
We present a unified approach to generative adversarial networks (GANs) through the lens of class probability
estimation (CPE) losses. From this perspective, we prove a two-way correspondence between the min-max optimization of CPE loss function GANs and the minimization of associated f-divergences. In particular, we focus on
α-GAN, which interpolates several GANs (Hellinger, vanilla, Total Variation) via the α-loss and corresponds to the
minimization of the Arimoto divergence. We show that the Arimoto divergences induced by α-GAN equivalently
converge, for all α ∈ ℝ>0 ∪ {∞}. However, under restricted learning models and finite samples, we provide estimation bounds which indicate diverse GAN behavior as a function of α. Finally, we present empirical results on
a toy dataset that highlight the practical utility of tuning the α hyperparameter.

Statistical Minimax Lower Bounds for Transfer Learning in Linear Binary Classification
Seyed Mohammadreza Mousavi Kalan, Mahdi Soltanolkotabi and Salman Avestimehr (University of
Southern California, USA)
Modern machine learning models require a large amount of labeled data for training to perform well. A recently
emerging paradigm for reducing the reliance of large model training on massive labeled data is to take advantage
of abundantly available labeled data from a related source task to boost the performance of the model in a
desired target task where there may not be a lot of data available. This approach, which is called transfer learning, has been applied successfully in many application domains. However, despite the fact that many transfer
learning algorithms have been developed, the fundamental understanding of “when” and “to what extent” transfer learning can reduce sample complexity is still limited. In this work, we take a step towards foundational understanding of transfer learning by focusing on binary classification with linear models and develop statistical
minimax lower bounds in terms of the number of source and target samples and an appropriate notion of similarity between source and target tasks. To derive this bound, we reduce the transfer learning problem to hypothesis testing via constructing a packing set of source and target parameters by exploiting Gilbert-Varshamov
bound, which in turn leads to a lower bound on sample complexity. We also evaluate our theoretical results by
experiments on real data sets.

Multi-Scale Zero-Order Optimization of Smooth Functions in an RKHS
Madison Lee, Shubhanshu Shekhar and Tara Javidi (University of California, San Diego, USA)
Consider the problem of optimizing a black-box function under the assumption that the function is Hölder
smooth and has bounded norm in the reproducing kernel Hilbert space (RKHS) associated with a given kernel.
We propose the LP-GP-UCB algorithm which augments a Gaussian process surrogate model with local polynomial
estimators of the function to construct a multi-scale upper confidence bound to guide the search for the optimizer. We provide high probability bounds on the cumulative regret which match algorithm-independent lower
bounds up to poly-logarithmic factors. We then show that the Hölder smoothness assumption is satisfied for
several commonly used and practically relevant kernels—the Matérn, rational-quadratic, gamma-exponential,
and piecewise-polynomial kernels—and obtain explicit regret bounds for them as a result. These regret bounds
establish the near-optimality of LP-GP-UCB for these kernels and are also the first explicit bounds for many of
them. Finally, we demonstrate the practical benefits experimentally.

From Generalisation Error to Transportation-Cost Inequalities and Back
Amedeo R Esposito and Michael Gastpar (EPFL, Switzerland)
In this work, we connect the problem of bounding the expected generalisation error with transportation-cost
inequalities. Exposing the underlying pattern behind both approaches we are able to generalise them and go
beyond Kullback-Leibler Divergences/Mutual Information and sub-Gaussian measures. In particular, we are able
to provide a result showing the equivalence between two families of inequalities: one involving functionals and
one involving measures. This result generalises the one proposed by Bobkov and Götze that connects transportation-cost inequalities with concentration of measure. Moreover, it allows us to recover all standard generalisation error bounds involving mutual information and to introduce new, more general bounds, that involve arbitrary divergence measures.

20

Analytic Mutual Information in Bayesian Neural Networks
Jae Oh Woo (Samsung SDS Research America, USA)
Bayesian neural networks have successfully designed and optimized a robust neural network model in many
application problems, including uncertainty quantification. However, with its recent success, information-theoretic understanding about the Bayesian neural network is still at an early stage. Mutual information is an example
of an uncertainty measure in a Bayesian neural network to quantify epistemic uncertainty. Still, no analytic formula is known to describe it, one of the fundamental information measures to understand the Bayesian deep
learning framework. In this paper, with the Dirichlet distribution assumption in its intermediate encoded message, we derive the analytical formula of the mutual information between model parameters and the predictive
output by leveraging the notion of the point process entropy. Then, as an application, we discuss the estimation
of the Dirichlet parameters and show its practical application in the active learning uncertainty measures by
demonstrating that our analytical formula can improve the performance of active learning further in practice.

I.2: Covert Systems
Room: U3
Covert Communication in the Presence of an Uninformed, Informed, and Coordinated Jammer
Hassan ZivariFard (University of Texas at Dallas, USA); Matthieu Bloch (Georgia Institute of Technology,
USA); Aria Nosratinia (University of Texas at Dallas, USA)
This paper investigates covert communication in the presence of a cooperative jammer. Covert communication
refers to the inability of an adversary to distinguish data transmission from a so-called innocent symbol at the
input. We consider three related problems: (1) a jammer without direct communication or coordination with the
transmitter, (2) a jammer that cribs the output of the transmitter, and (3) a jammer that is able to coordinate
with the transmitter via a secret key that is also shared with the legitimate receiver. For each model, we derive
inner and outer bounds on the capacity region that are tight in some special cases. Unlike prior results in the
literature, the jammer in our model does not have access to unlimited local randomness. In fact, uncovering the
fundamental interplay between the covert communication rate, local randomness, and secret key rate, is one of
the distinctions and contributions of the present work. In the context of a few specific channels, we calculate
achievable covert rates to illuminate our results.

Covert Communication With Mismatched Decoders
Qiaosheng Zhang (Shanghai Artificial Intelligence Laboratory, China); Vincent Y. F. Tan (National University of Singapore, Singapore)
This paper considers the problem of covert communication over binary-input discrete memoryless channels with
mismatched decoding, in which a sender wishes to reliably communicate with a receiver whose decoder is fixed
and possibly suboptimal, and simultaneously to ensure that the communication is covert with respect to a warden. We present single-letter lower and upper bounds on the information-theoretically optimal throughput as a
function of the given decoding metric, channel laws, and the desired level of covertness. These bounds match
when the decoding metric is particularized to the erasures-only metric, yielding an exact single-letter expression
for the so-called covert erasures-only capacity. The lower bound is obtained based on a modified random coding
union bound with pulse position modulation (PPM) codebooks, coupled with a non-standard expurgation argument. The proof of the upper bound relies on a non-trivial combination of analytical techniques for the problems
of covert communication and mismatched decoding.

Towards a Characterization of the Covert Capacity of Bosonic Channels Under Trace Distance
Shi-Yuan Wang, Tuna Erdoğan and Matthieu Bloch (Georgia Institute of Technology, USA)
We characterize upper and lower bounds for the covert capacity of lossy thermal-noise bosonic channels when
measuring covertness using fidelity and trace distance. Although we fall short of characterizing the exact covert
capacity, we also provide bounds on the number of secret-key bits required to achieve covertness. The bounds
are established by combining recent quantum information theory results in separable Hilbert spaces, including
position based coding (Oskouei et al., arXiv: 1804.08144), convex splitting (Khatri et al., arXiv: 1910.03883), and
perturbation theory (Grace and Guha, arXiv: 2106.05533).
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Covert Best Arm Identification of Stochastic Bandits
Meng-Che Chang and Matthieu Bloch (Georgia Institute of Technology, USA)
We study the covert best arm identification problem in which an agent tries to identify the best arm while escaping detection from an adversary. Specifically, the agent should identify the best arm of the bandit with accuracy higher than a predefined requirement as soon as possible and, simultaneously, the adversary's observations
induced by pulling effective arms should remain indistinguishable from the observations obtained when no effective arm is pulled. Our main result is the characterization of the exponent γ, which captures the asymptotic
exponential decrease of the confidence level with the square-root of the averaged stopping time.

J.2: Probability and Entropy II
Room: U8
Density Estimation of Processes With Memory via Donsker Vardhan
Ziv Aharoni, Dor Tsur and Haim H Permuter (Ben-Gurion University of the Negev, Israel)
Density estimation plays an important role in modeling random variables (RVs) with continuous alphabets. This
work provides an algorithm that estimates the probability density function (PDF) of stationary and ergodic random processes using recurrent neural networks (RNNs). The main idea is to decompose the target PDF into a
known auxiliary PDF and a likelihood ratio between the target and auxiliary PDFs. The algorithm focuses on estimating the likelihood ratio using the Donsker Vardhan (DV) variational formula of Kullback Leibler (KL) divergence. Together, the maximizer of the variational formula and the auxiliary PDF are used to construct the estimator of the target PDF in the form of a Gibbs density. The obtained estimator converges to the target PDF in
total variation (TV) and in distribution. Also, we show that proposed estimator minimizes the cross entropy (CE)
between the target and auxiliary distribution, and that with a proper choice of the auxiliary distribution, it defines
a tight upper bound on the entropy rate. We demonstrate this approach by estimating the density of a Gaussian
hidden Markov model.

Matroidal Entropy Functions: Constructions, Characterizations and Representations [virtual]
Qi Chen (Xidian University, China); Minquan Cheng (Guangxi Normal University, China); Baoming Bai
(Xidian University, China)
In this paper, we characterize matroidal entropy functions, i.e., entropy functions in the form h = log v ⋅ r, where
v ≥ 2 is an integer and r is the rank function of a matroid M. By constructing the variable strength arrays of some
matroid operations, we characterized matroidal entropy functions induced by regular matroids and some
matroids with the same p-characteristic set as uniform matroid U2,4.

Generalized Longest Repeated Substring Min-Entropy Estimator
Jiheon Woo (DGIST, Korea (South)); Yuval Cassuto (Technion, Israel); Chanhee Yoo and Yongjune Kim
(DGIST, Korea (South)); Young-Sik Kim (Chosun University, Korea (South))
The min-entropy is a widely used metric to quantify the randomness of generated random numbers, which
measures the difficulty of guessing the most likely output. It is difficult to accurately estimate the min-entropy
of a non-independent and identically distributed (non-IID) source. Hence, NIST Special Publication (SP) 800-90B
adopts ten different min-entropy estimators and then conservatively selects the minimum value among ten minentropy estimates. Among these estimators, the longest repeated substring (LRS) estimator estimates the collision entropy instead of the min-entropy by counting the number of repeated substrings. Since the collision entropy is an upper bound on the min-entropy, the LRS estimator inherently provides overestimated outputs. In
this paper, we propose two techniques to estimate the min-entropy of a non-IID source accurately. The first
technique resolves the overestimation problem by translating the collision entropy into the min-entropy. Next,
we generalize the LRS estimator by adopting the general Renyi entropy instead of the collision entropy (i.e., Renyi
entropy of order two). We show that adopting a higher order can reduce the variance of min-entropy estimates.
By integrating these techniques, we propose a generalized LRS estimator that effectively resolves the overestimation problem and provides stable min-entropy estimates. Theoretical analysis and empirical results support
that the proposed generalized LRS estimator improves the estimation accuracy significantly, which makes it an
appealing alternative to the current-standard LRS estimator.

22

Modeling Network Contagion via Interacting Finite Memory Polya Urns
Somya Singh, Fady Alajaji and Bahman Gharesifard (Queen's University, Canada)
We construct a system of interacting finite memory Polya urns to model contagion spread in a network. The urns,
which are composed of red and black balls (representing degrees of infection and healthiness, respectively) interact in the sense that the probability at any time instant of drawing a red ball for a given urn not only depends
on that urn's ratio of red balls, but also on the ratio of red balls in the other urns of the network, hence accounting
for the effect of spatial contagion. The urns have a finite memory, M, in the sense that reinforcing (black or red)
balls added to each urn at time t are only kept in that urn for M future time instants (until time t+M). The resulting
vector of all urn drawing variables forms an M-th order time-invariant irreducible and aperiodic Markov chain.
We analytically examine the properties of the underlying Markov process and derive its asymptotic behaviour
for the case of homogeneous system parameters. We further use mean-field approximation to obtain a class of
approximating linear and non-linear dynamical systems for the non-homogeneous case. Finally, we present simulations to assess the quality of these mean-field approximations.

Monday, June 27 14:30 - 15:50
A.3: Sequences I
Room: U5
A New Algebraic Approach for String Reconstruction From Substring Compositions
Utkarsh Gupta and Hessam Mahdavifar (University of Michigan, USA)
We consider the problem of binary string reconstruction from the multiset of its substring compositions, i.e.,
referred to as the substring composition multiset, first introduced and studied by Acharya et al. We introduce a
new algorithm for the problem of string reconstruction from its substring composition multiset which relies on
the algebraic properties of the equivalent bivariate polynomial formulation of the problem. We then characterize
specific algebraic conditions for the binary string to be reconstructed that guarantee the algorithm does not
require any backtracking through the reconstruction, and, consequently, the time complexity is bounded polynomially. More specifically, in the case of no backtracking, our algorithm has a time complexity of O(n2) compared
to the algorithm by Acharya et al., which has a time complexity of O(n2 log n), where n is the length of the binary
string. Furthermore, it is shown that larger sets of binary strings are uniquely reconstructable by the new algorithm and without the need for backtracking leading to codebooks of reconstruction codes that are larger, by a
linear factor in size, compared to the previously known construction by Pattabiraman et al., while having O(n2)
reconstruction complexity.

Coding for Trace Reconstruction Over Multiple Channels With Vanishing Deletion Probabilities
Serge Kas Hanna (Technical University of Munich, Germany)
Motivated by DNA-based storage applications, we study the problem of reconstructing a coded sequence from
multiple traces. We consider the model where the traces are outputs of independent deletion channels, where
each channel deletes each bit of the input codeword x ∈ {0, 1}n independently with probability p. We focus on
the regime where the deletion probability p → 0 when n → ∞. Our main contribution is designing a novel code
for trace reconstruction that allows reconstructing a coded sequence efficiently from a constant number of
traces. We provide theoretical results on the performance of our code in addition to simulation results where
we compare the performance of our code to other reconstruction techniques in terms of the edit distance error.

Nonsingularity of Galois Nonlinear Feedback Shift Registers [virtual]
Yingyin Pan, Jianghua Zhong and Dongdai Lin (Institute of Information Engineering, Chinese Academy
of Sciences, China)
Nonlinear feedback shift registers (NFSRs) are used in many stream ciphers as their main building blocks. One
security criterion for the design of stream ciphers is to assure the output sequences of their used NFSRs have
long periods. The periodicity of those sequences are guaranteed by the NFSRs' nonsingularity. The nonsingularity
is well solved for Fibonacci NFSRs, whereas it is not for Galois ones. This paper considers the nonsingularity of
Galois NFSRs. Some necessary conditions are presented, first for general Galois NFSRs, and then for submaximum
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and maximum length Galois NFSRs. Moreover, both particular Galois NFSRs are enumerated. All these extend
the known results for Fibonacci NFSRs into Galois ones.

4-Adic Complexity of Quaternary Cyclotomic Sequences and Ding-Helleseth Sequences With Period
Pq [virtual]
Chenhuang Wu (Putian University, China); Vladimir Edemskiy (Novgorod State University, Russia)
In this paper, we redefine two kinds of quaternary sequences, i.e., quaternary classical cyclotomic sequences
with period q where q is a prime, and quaternary Ding-Helleseth generalized cyclotomic sequences with period
pq where p is odd prime distinct from q. Then, using the generalized “Gauss periods”, we derive 4-adic complexity
of these sequences for any p, q and the results show that they have high symmetric 4-adic complexity.

B.3: LDPC I
Room: U6
On Average Number of Cycles in Finite-Length Spatially Coupled LDPC Codes [virtual]
Sima Naseri, Ali Dehghan and Amir Banihashemi (Carleton University, Canada)
In this paper, a probabilistic analysis of the cycle distribution of protograph-based spatially coupled low-density
parity-check (SC LDPC) codes is presented. In particular, we derive the probability that cycles of specific, but
arbitrary, length are broken as a result of spatial coupling with a random spreading matrix in a general edge
spreading process. Our results show that the probability of existence of cycles in SC codes is O(1/m), where m is
the code memory. This result is independent of the cycle length.

Efficient ADMM Decoder for Non-Binary LDPC Codes Based on Bit Embedding Technique [virtual]
Xiaomeng Guo and Yongchao Wang (Xidian University, China)
In this paper, we devise a new alternating direction method of multipliers (ADMM) decoder for non-binary lowdensity parity-check (LDPC) codes in Galois fields of characteristic two 𝔽2^q. Its main content are threefold: first,
the procedure of formulating the maximum likelihood (ML) decoding problem in 𝔽2^q to a linear integer problem
in real space is presented; Second, after relaxing the integer problem to a continuous one, an efficient ADMM
algorithm is customized to solve the latter, where all the entries of the variable vectors can be obtained in parallel; Third, we show that the proposed ADMM decoder satisfies the favorable codeword-independent property
under some mild conditions and its computation complexity in each ADMM iteration is O(nq) roughly, where n
is code length of the considered non-binary LDPC code. Simulation results demonstrate that its performance,
such as error-correction and decoding efficiency, is very competitive in comparison with the state-of-the-art nonbinary LDPC decoders.

Cycle-Free Windows of SC-LDPC Codes
Emily Mcmillon and Christine Kelley (University of Nebraska-Lincoln, USA)
In this paper, we define a window code to be the portion of an SC-LDPC code seen by a single iteration of a
windowed decoder. We consider the design of SC-LDPC codes for windowed decoding via optimization of the
window code. In particular, because iterative decoding is optimal on codes with cycle-free graph representations,
we ask fundamental questions about the construction and parameters of cycle-free window codes. Further, we
show that it is possible to have an SC-LDPC code with cycles and with cycle-free window codes.

Geometric Versus Probabilistic Shaping for Circular-QAM With Nonbinary LDPC Codes
Asma Maalaoui and Charly Poulliat (INP - ENSEEIHT Toulouse, France); Iryna Andriyanova (CY Cergy
Paris University & ENSEA, CNRS, France)
In this paper, we study new geometrically shaped circular quadrature amplitude modulation (CQAM) constructions that can approach the Gaussian capacity. We then compare the performance of obtained constellations
with existing Gaussian shaping strategies for regular and some simple optimized nonbinary protographs. We also
investigate the potential benefit of additional probabilistic shaping on the proposed CQAMs.
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C.3: Private Information Retrieval I
Room: U7
Communication Cost of Two-Database Symmetric Private Information Retrieval: A Conditional Disclosure of Multiple Secrets Perspective [virtual]
Zhusheng Wang and Sennur Ulukus (University of Maryland, USA)
We consider the total (upload plus download) communication cost of two-database symmetric private information retrieval (SPIR) through its relationship to conditional disclosure of secrets (CDS). In SPIR, a user wishes
to retrieve a message out of K messages from N non-colluding and replicated databases without learning anything beyond the retrieved message, while no individual database learns the retrieved message index. In CDS,
two parties each holding an individual input and sharing a common secret wish to disclose this secret to an external party in an efficient manner if and only if their inputs satisfy a public deterministic function. As a natural
extension of CDS, we introduce conditional disclosure of multiple secrets (CDMS) where two parties share multiple i.i.d. common secrets rather than a single common secret as in CDS. We show that a special configuration
of CDMS is equivalent to two-database SPIR. Inspired by this equivalence, we design download cost efficient SPIR
schemes using bipartite graph representation of CDS and CDMS, and determine the exact minimum total communication cost of N = 2 database SPIR for K = 3 messages.

Two-Server Private Information Retrieval With Result Verification [virtual]
Pengzhen Ke and Liang Feng Zhang (ShanghaiTech University, China)
Private information retrieval (PIR) allows a client to retrieve any block xi from a database x=x1...xn such that i
remains hidden from the database servers. PIR protocols with unconditional privacy and sublinear (in n) communication complexity can be constructed assuming multiple honest-but-curious servers. This assumption however
cannot be guaranteed in many real life scenarios such as using cloud servers as database servers. In this paper,
we consider an information-theoretic PIR with result verification (PIR-RV) model where the servers may be dishonest (i.e., cheating) and provide incorrect answers but the client can detect the existence of cheating servers.
We construct a 2-server PIR-RV protocol with communication complexity O(n 1/2 log p) where p is a parameter
and controls the probability that the client fails to detect. Our idea may be extended to construct k-server PIRRV protocols for k ≥ 3.

The Role of Reusable and Single-Use Side Information in Private Information Retrieval
Anoosheh Heidarzadeh and Alex Sprintson (Texas A&M University, USA)
This paper introduces the problem of Private Information Retrieval with Reusable and Single-use Side Information (PIR-RSSI). In this problem, one or more remote servers store identical copies of a set of K messages, and
there is a user that initially knows M of these messages, and wants to privately retrieve one other message from
the set of K messages. The objective is to design a retrieval scheme in which the user downloads the minimum
amount of information from the server(s) while the identity of the message wanted by the user and the identities
of an M1-subset of the M messages known by the user (referred to as reusable side information) are protected,
but the identities of the remaining M2 := M-M1 messages known by the user (referred to as single-use side information) do not need to be protected. The PIR-RSSI problem reduces to the classical Private Information Retrieval
(PIR) problem when {M1 = M2 = 0}, and reduces to the problem of PIR with Private Side Information or PIR with
Side Information when {M1 ≥ 1, M2 = 0} or {M1 = 0, M2 ≥ 1}, respectively. In this work, we focus on the singleserver setting of the PIR-RSSI problem. We characterize the capacity of this setting for the cases of {M 1 = 1,
M2 ≥ 1} and {M1 ≥ 1, M2 = 1}, where the capacity is defined as the maximum achievable download rate over all
PIR-RSSI schemes. Our results show that for sufficiently small values of K, both the single-use and reusable side
information messages can help in reducing the download cost; and for larger values of K, only the single-use side
information messages can help in reducing the download cost.

Fundamental Limits of Cache-Aided Multiuser PIR: The Two-Message Two-User Case
Xiang Zhang (University of Utah, USA); Kai Wan (Technische Universität Berlin, Germany); Hua Sun
(University of North Texas, USA); Mingyue Ji (University of Utah, USA); Giuseppe Caire (Technische
Universität Berlin, Germany)
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We consider the cache-aided multiuser private information retrieval (MuPIR) problem with a focus on the special
case of two messages, two users and arbitrary number of databases where the users have distinct demands of
the messages. We characterize the optimal memory-load trade-off for the considered MuPIR problem by proposing a novel achievable scheme and a tight converse. The proposed achievable scheme uses the idea of cacheaided interference alignment (CIA) developed in the literature by the same authors. The proposed converse uses
a tree-like decoding structure to incorporate both the decodability and privacy requirements of the users. While
the optimal characterization of the cache-aided MuPIR problem is generally challenging, this work provides important insight into understanding the nature of the cache-aided MuPIR problem in terms of both scheme design
and converse.

G.3: Optimization and Machine Learning I
Room: U4
Regularization-Wise Double Descent: Why It Occurs and How to Eliminate It
Fatih Furkan Yilmaz (Rice University, USA); Reinhard Heckel (Technical University of Munich, Germany)
The risk of overparameterized models, in particular deep neural networks, is often double-descent shaped as a
function of the model size. Recently, it was shown that the risk as a function of the early-stopping time can also
be double-descent shaped, and this behavior can be explained as a super-position of bias-variance tradeoffs. In
this paper, we show that the risk of explicit L2-regularized models can exhibit double descent behavior as a function of the regularization strength, both in theory and practice. We find that for linear regression, a double descent shaped risk is caused by a superposition of bias-variance tradeoffs corresponding to different parts of the
model and can be mitigated by scaling the regularization strength of each part appropriately. Motivated by this
result, we study a two-layer neural network and show that double descent can be eliminated by adjusting the
regularization strengths for the first and second layer. Lastly, we study a 5-layer CNN and ResNet-18 trained on
CIFAR-10 with label noise, and CIFAR-100 without label noise, and demonstrate that all exhibit double descent
behavior as a function of the regularization strength.

Uniqueness of Local Maximizers for Some Non-Convex Log-Determinant Optimization Problems Using Information Theory
Ken Lau, Chandra Nair (The Chinese University of Hong Kong, Hong Kong); Chaorui Yao (University of
California, Los Angeles, USA)
Certain families of non-convex optimization problems involving linear combinations of log-determinants of positive definite matrices are shown to have a unique local maximizer. These geometric results are established using
information-theoretic arguments. We demonstrate these results for three different families: two of which arise
in the study of the capacity region of the vector Gaussian broadcast channel and another one in the study of
computing the optimal generalized Brascamp-Lieb constant.

Sequential Vs Fixed Design Regrets in Online Learning [virtual]
Changlong Wu, Mohsen Heidari, Ananth Grama and Wojciech Szpankowski (Purdue University, USA)
In source coding since Davisson seminal paper various redundancy and regrets were thoroughly analyzed, from
point-wise redundancy, to average and maximal minimax and maxmin regrets. Similarly, in online learning, there
are various formulations of regrets that are grouped into fixed-design (when data is known in advance) and sequential. This position paper gives a brief overview of current formulations of regrets and provides a thorough
comparison of the sequential and fixed design formulations. Moreover, inspired by the source coding literature,
new classes of regrets, from average to worst-case minimax, are introduced. In particular, it is shown that the
fixed design and sequential regrets are equal in the worst case and average sense when data is known in advance;
but, in maximal sense (when maximizing over data), the former can be significantly smaller than the latter. Specifically, this paper proves that (i) for logarithmic loss and linear predictors the two maximal formulations are
asymptotically equal; and (ii) for misclassification loss and linear threshold predictors, fixed design maximal regret is logarithmically smaller than the sequential one.
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Precise Minimax Regret for Logistic Regression
Philippe Jacquet (INRIA, France); Wojciech Szpankowski (Purdue University, USA); Gil I. Shamir (Google,
USA)
We study online logistic regression with binary labels and general feature values in which a learner tries to predict
an outcome/ label based on data/ features received in rounds. Our goal is to evaluate precisely the (maximal)
minimax regret which we analyze using a unique and novel combination of information-theoretic and analytic
combinatorics tools such as Fourier transform, saddle point method, and Mellin transform in the multi-dimensional settings. To be more precise, the pointwise regret of an online algorithm is defined as the (excess) loss it
incurs over a constant comparator which is used for prediction. In the minimax scenario we seek the best learning
distribution for the worst label sequence. For dimension d = o(T1/3) we show that the maximal minimax regret
grows as d/2 · log(2T/π) + Cd + O(d3/2/√T) where T is the number of rounds of running a training algorithm and
Cd is explicitly computable constant that depends on dimension d and feature values. We compute explicitly the
constant Cd for features uniformly distributed on a d-dimensional sphere or ball. To the best of our knowledge
the precise minimax regret presented here is the first result of this kind for a general feature values and wide
range of d.

H.3: Statistics and Machine Learning II
Room: U1
Monotonicity of the Trace-Inverse of Covariance Submatrices and Two-Sided Prediction
Anatoly Khina, Arie Yeredor and Ram Zamir (Tel Aviv University, Israel)
It is common to assess the “memory strength” of a stationary process by looking at how fast the normalized logdeterminant of its covariance submatrices (i.e., entropy rate) decreases. In this work, we propose an alternative
characterization in terms of the normalized trace-inverse of the covariance submatrices. We show that this sequence is monotonically non-decreasing and is constant if and only if the process is white. Furthermore, while
the entropy rate is associated with one-sided prediction errors (present from past), the new measure is associated with two-sided prediction errors (present from past and future). Minimizing this measure is then used as an
alternative to Burg's maximum-entropy principle for spectral estimation.

On the Number of Graphs With a Given Histogram
Shahar Stein Ioushua and Ofer Shayevitz (Tel Aviv University, Israel)
Let G be a large (simple, unlabeled) dense graph on n vertices. Suppose that we only know, or can estimate, the
empirical distribution of the number of subgraphs F that each vertex in G participates in, for some fixed small
graph F. How many other graphs would look essentially the same to us, i.e., would have a similar local structure?
In this paper, we derive upper and lower bounds on the number graphs whose empirical distribution lies close
(in the Kolmogorov-Smirnov distance) to that of G. Our bounds are given as solutions to a maximum entropy
problem on random graphs of a fixed size k that does not depend on n, under d global density constraints. The
bounds are asymptotically close, with a gap that vanishes with d at a rate that depends on the concentration
function of the center of the Kolmogorov-Smirnov ball.

Approximate Empirical Bayes Estimation of the Regularization Parameter in ℓ1 Trend Filtering
Akiharu Omae and Kazuho Watanabe (Toyohashi University of Technology, Japan)
Trend filtering is often used in economics and other fields. ℓ1 trend filtering was proposed as a derivative of
Hodrick-Prescott filtering based on the sparsity in the changes of trends. Although it has a regularization parameter, which needs to be set in advance, the non-conjugacy arising from the ℓ1 regularization term prohibits a
tractable Bayesian treatment including the sequence-dependent estimation of the regularization parameter. In
this study, we consider the empirical Bayes estimation of the regularization parameter by approximating the
non-conjugate prior distribution in ℓ1 trend filtering by variational approximation.

Alpha-NML Universal Predictors
Marco Bondaschi and Michael Gastpar (EPFL, Switzerland)
27

Inspired by Sibson's alpha-mutual information, we introduce a new class of universal predictors that depend on
a real parameter greater than one. This class interpolates two well-known predictors, the mixture estimator, that
includes the Laplace and the Kritchevsky-Trofimov predictors, and the Normalized Maximum Likelihood (NML)
estimator. We point out some advantages of this class of predictors and study its performance in terms of known
regret measures under logarithmic loss, in particular for the well-studied case of discrete memoryless sources.

I.3: Learning and Detection for Communications
Room: U3
Learning-Augmented Streaming Codes are Approximately Optimal for Variable-Size Messages
Michael Rudow and Rashmi Vinayak (Carnegie Mellon University, USA)
Real-time streaming communication requires a high quality-of-service despite contending with packet loss.
Streaming codes are a class of codes best suited for this setting. A key challenge for streaming codes is that they
operate in an „online“ setting in which the amount of data to be transmitted varies over time and is not known
in advance. Mitigating the adverse effects of variability necessitates spreading the data that arrive at a time over
multiple future packets, and the optimal strategy of spreading depends on the arrival pattern. Algebraic coding
techniques alone are hence insufficient for designing rate-optimal codes. We present a learning-based approach
that combines machine learning with algebraic coding techniques to design the first approximately rate-optimal
streaming codes for a range of parameter regimes that are important for practical applications.

MetaSSD: Meta-Learned Self-Supervised Detection
Moon-Jeong Park, Jungseul Ok, Yo-Seb Jeon and Dongwoo Kim (Pohang University of Science and Technology, Korea (South))
Deep learning-based symbol detector gains increasing attention due to the simple algorithm design than the
traditional model-based algorithms such as Viterbi and BCJR. The supervised learning framework is often employed to predict the input symbols, where training symbols are used to train the model. There are two major
limitations in the supervised approaches: a) a model needs to be retrained from scratch when new train symbols
come to adapt to a new channel status, and b) the length of the training symbols needs to be longer than a
certain threshold to make the model generalize well on unseen symbols. To overcome these challenges, we propose a meta-learning-based self-supervised symbol detector named MetaSSD. Our contribution is two-fold: a)
meta-learning helps the model to adapt to a new channel environment based on experience with various metatraining environments, and b) self-supervised learning helps the model to use relatively less supervision than the
previously suggested learning-based detectors. In experiments, MetaSSD outperforms OFDM-MMSE with noisy
channel information and shows comparable results with BCJR. Further ablation studies show the necessity of
each component in our framework.

CuSum for Sequential Change Diagnosis
Austin Warner and Georgios Fellouris (University of Illinois at Urbana-Champaign, USA)
The problem of sequential change diagnosis is considered, where a sequence of independent random elements
is accessed sequentially. At some unknown time there is an abrupt change in its distribution, and there are two
main operational goals: to quickly detect the change and to accurately identify the post-change distribution
among a finite set of alternatives. We consider a standard change-point detection algorithm that raises an alarm
as soon as the CuSum statistic that corresponds to one of the post-change alternatives exceeds a certain threshold. This procedure is shown to control the worst-case conditional probability of false isolation under some conditions, and at the same time minimize Lorden's criterion for the detection delay, for every possible post-change
distribution, to a first-order asymptotic approximation as both the worst-case probability of false isolation and
the false alarm rate go to zero, but with the false alarm rate going to zero at a faster rate. Specifically, it is shown
that these properties are satisfied under some conditions when the post-change distributions are more distant
(in a Kullback-Leibler divergence sense) from one another than from the pre-change distribution. The insights of
these theoretical results are illustrated with a numerical study.

J.3: Feedback Capacity
Room: U8
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Capacity of the Trapdoor Channel With Delayed Feedback
Bashar Huleihel, Haim H Permuter (Ben-Gurion University of the Negev, Israel); Oron Sabag (California
Institute of Technology, USA)
We show that the trapdoor channel's capacity with delayed feedback of two time-instances is given by
C = log2(3/2). This demonstrates that the feedback capacity degrades sharply even with a single time-instance
delay of the channel outputs. The capacity result is established by showing that the delayed feedback capacity
can be formulated as a capacity problem with instantaneous feedback and an extended state. Consequently,
graph-based methods can be applied to obtain new computable upper and lower bounds on the capacity, which
are shown to coincide for the trapdoor channel.

Capacity of Finite State Channels With Feedback: Algorithmic and Optimization Theoretic Properties
Andrea Grigorescu and Holger Boche (Technical University of Munich, Germany); Rafael F. Schaefer
(University of Siegen, Germany); H. Vincent Poor (Princeton University, USA)
The capacity of finite state channels (FSCs) with feedback has been shown to be a limit of a sequence of multiletter expressions. Despite many efforts, a closed-form single-letter capacity characterization is unknown to date.
In this paper, the feedback capacity is studied from a fundamental algorithmic point of view by addressing the
question of whether or not the capacity can be algorithmically computed. To this aim, the concept of Turing
machines is used, which provides the fundamental performance limits of digital computers. It is shown that the
feedback capacity of FSCs is not Banach-Mazur computable and therefore not Borel-Turing computable. As a
consequence, it is shown that either achievability or converse is not Banach-Mazur computable, which means
that there are FSCs for which it is impossible to find computable tight upper and lower bounds. Furthermore, it
is shown that the feedback capacity cannot be characterized as the maximization of a finite-letter formula of
entropic quantities.

On the Capacity of Additive AVCs With Feedback
Pranav Joshi (Independent Researcher, India); Amritakshya Purkayastha (Indian Institute of Technology Kharagpur, India); Yihan Zhang (IST Austria, Austria); Amitalok J. Budkuley (Indian Institute of Technology Kharagpur, India); Sidharth Jaggi (University of Bristol, United Kingdom)
We consider the problem of communication over adversarial channels with feedback. Two parties comprising
sender Alice and receiver Bob seek to communicate reliably. An adversary James observes Alice's channel transmission entirely and chooses, maliciously, its additive channel input or jamming state thereby corrupting Bob's
observation. Bob can communicate over a one-way reverse link with Alice; we assume that transmissions over
this feedback link cannot be corrupted by James. Our goal in this work is to study the optimum throughput or
capacity over such channels with feedback. We first present results for the quadratically-constrained additive
channel where communication is known to be impossible when the noise-to-signal (power) ratio (NSR) is at least
1. We present a novel achievability scheme to establish that positive rate communication is possible even when
the NSR is as high as 8/9. We also present new converse upper bounds on the capacity of this channel under
potentially stochastic encoders and decoders. We also study feedback communication over the more widely
studied q-ary alphabet channel under additive noise. For the q-ary channel, where q > 2, it is well known that
capacity is positive under full feedback if and only if the adversary can corrupt strictly less than half the transmitted symbols. We generalize this result and show that the same threshold holds for positive rate communication
when the noiseless feedback may only be partial; our scheme employs a stochastic decoder. We extend this
characterization, albeit partially, to fully deterministic schemes under partial noiseless feedback. We also present
new converse upper bounds for q-ary channels under full feedback, where the encoder and/or decoder may
privately randomize. Our converse results bring to the fore an interesting alternate expression for the well-known
converse bound for the q-ary channel under full feedback which, when specialized to the binary channel, also
equals its known capacity.
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A.4: Sequences II
Room: U5
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On the List Size in the Levenshtein's Sequence Reconstruction Problem
Ville Junnila and Tero K Laihonen (University of Turku, Finland); Tuomo Lehtilä (Université Claude Bernard Lyon 1, France)
In the paper, the Levenshtein's sequence reconstruction problem is considered in the case where at most t substitution errors occur in each of the N channels and the decoder outputs a list of length at most L. Moreover, it
is assumed that the transmitted words are chosen from an e-error-correcting code C (⊆ {0,1}n). Previously, when
t = e+ℓ and the length n of the transmitted word is large enough, the exact numbers of required channels is
determined for L = 1, 2 and ℓ+1. Here we determine the number of channels in the cases L = 3, 4, ..., ℓ. Furthermore, with the aid of covering codes, we also consider the list sizes in the cases where the length n is rather
small. Finally, the majority algorithm is discussed for decoding; in particular, we demonstrate that with high
probability a decoder based on it, is verifiably successful, i.e., outputs a list (sometimes even of size one) such
that it contains the transmitted word.

Robust Locally Positioning Sequences and Codes: Capacity, Constructions and Applications
Yeow Meng Chee, Nhat Hoang Le and Van Khu Vu (National University of Singapore, Singapore)
An (n, d, b, k)q-robust locally positioning (RLP) sequence s is a q-ary sequence of length n where each subset of b
consecutive windows of length k in s is a q-ary code of length k with minimum Hamming distance d. A set of these
sequences is called an (n, d, b, k)q-robust locally positioning code. The RLP sequence is a generalization of a locally
constrained de Bruijn sequence and a robust positioning sequence which have been studied recently owing to
their various applications. In this work, we study the RLP sequences and codes with motivation from both practical and theoretical points of view. Firstly, these RLP sequences and codes are useful to combat a combination
of substitutions and synchronization errors in the l-symbol read channel. Secondly, the RLP code can be viewed
as a combination of an error correcting code and a constrained code avoiding a set of patterns and as such they
pose several interesting theoretical challenges in combinatorics, algorithms and coding theory. Finally, from the
practical point of view, these sequences and codes have numerous applications, especially error-correction in
racetrack memories.
We show that (n, d, b, k) RLP codes are equivalent to some constrained codes avoiding a specific set of patterns
and present a technique to compute the maximal asymptotic rate (capacity) of these codes. For some given set
of parameters, the numerical results are computed and tabulated. When d, b are fixed and k is large enough, we
can construct an (n, d, b, k) RLP codes with a single bit of redundancy.

New Family of Cross Z-Complementary Sequences With Large ZCZ Width
Shibsankar Das and Adrish Banerjee (Indian Institute of Technology Kanpur, India); Zilong Liu (University of Essex, United Kingdom)
In this paper, we present a new family of cross Z-complementary pairs (CZCPs) based on generalized Boolean
functions and two roots of unity. Our key idea is to consider an arbitrary partition of the set {1, 2, ..., n} with two
subsets corresponding to two given roots of unity for which two truncated sequences of new alphabet size determined by the two roots of unity are obtained. We show that these two truncated sequences form a new qary CZCP with flexible sequence length and large zero-correlation zone width. Furthermore, we derive an enumeration formula by considering the Stirling number of the second kind for the partitions and show that the
number of constructed CZCPs increases significantly compared to the existing works.

The 4-Adic Complexity of Quaternary Sequences of Even Period With Ideal Autocorrelation [virtual]
Minghui Yang (Institute of Information Engineering, Chinese Academy of Sciences, China); Shiyuan Qiang (Sichuan University, China); Xiaoyan Jing (Northwest University, China); Keqin Feng (Tsinghua University, China); Dongdai Lin (Institute of Information Engineering, Chinese Academy of Sciences, China)
The purpose of this paper is to determine the 4-adic complexity of the balanced quaternary sequences of period
2(2n-1) with ideal autocorrelation defined by Jang et al. (ISIT, pp. 278-281, 2009). Results show that the 4-adic
complexity of such sequences is large enough to resist the attack of the rational approximation algorithm for
feedback with carry shift registers.
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An Upper Bound of the Set Size of Perfect Sequences With Optimal Cross-Correlation [virtual]
Zilong Wang and Qian Chen (Xidian University, China); Guang Gong (University of Waterloo, Canada)
The set of perfect sequences with optimal cross-correlation has applications in communication and radar systems. Many different constructions, which are called optimal sets of perfect sequences according to Sarwate
bound, have been studied in the literature. However, Song et al. and Zhang et al. recently showed that the set
size of these constructions can be improved, since the term related to size vanishes for perfect sequences in
Sarwate bound. Until now, we don't know whether the set size of these constructions is optimal, though they
are all called optimal sets. We studied the problem of the set size of perfect sequences with optimal cross-correlation, and showed that the set size must be upper bounded by the length of the perfect sequences in this
paper.

B.4: LDPC II
Room: U6
Systematic Doping of SC-LDPC Codes
Min Zhu (Xidian University, China); David G. M. Mitchell (New Mexico State University, USA); Michael
Lentmaier (Lund University, Sweden); Daniel J. Costello, Jr. (University of Notre Dame, USA)
In this paper, we examine variable node (VN) doping to mitigate the error propagation problem in sliding window
decoding (SWD) of spatially coupled LDPC (SC-LDPC) codes from the point of view of the encoding process. More
specifically, in order to simplify the process of generating an encoded sequence with some number of doped
code bits, we propose to employ systematic encoding and to limit doping to systematic bits only. Numerical
results show that doping of systematic bits only achieves comparable performance to employing general (nonsystematic) encoding and full doping of all the code bits at each doping position, while benefiting from a much
simpler encoding process. We then show that the inherent rate loss due to doping can be reduced by doping
only a fraction of the variable nodes at each doping position with only a minor impact on performance.

Trade-Based LDPC Codes
Farzane Amirzade (Amirkabir University of Technology, Iran); Daniel Panario (Carleton University, Canada); Mohammad-Reza Sadeghi (Amirkabir University of Technology, Iran)
LDPC codes based on multiple-edge protographs potentially have larger minimum distances compared to their
counterparts, single-edge protographs. However, considering different features of their Tanner graph, such as
short cycles, girth and other graphical structures, is harder than for Tanner graphs from single-edge protographs.
Here, we provide a novel approach to construct the parity-check matrix of an LDPC code which is based on trades
obtained from block designs. We employ our method to construct multiple-edge quasi-cyclic (QC) LDPC codes.
We use those trade-based matrices to define base matrices of multiple-edge protographs. The construction of
exponent matrices corresponding to these base matrices has less complexity than the ones proposed in the literature. We prove that these base matrices result in QC-LDPC codes with smaller lower bounds on the lifting
degree than existing ones.

Using Minors to Construct Generator Matrices for Quasi-Cyclic LDPC Codes
Roxana Smarandache and Anthony Gómez-Fonseca (University of Notre Dame, USA); David G. M.
Mitchell (New Mexico State University, USA)
This paper gives a simple method to construct generator matrices with polynomial entries (and hence offers an
alternative encoding method to the one commonly used) for all quasi-cyclic low-density parity-check (QC-LDPC)
codes, even for those that are rank deficient. The approach is based on constructing a set of codewords with the
desired total rank by using minors of the parity-check matrix. We exemplify the method on several well-known
and standard codes. Moreover, we explore the connections between the minors of the parity-check matrix and
the known upper bound on minimum distance and provide a method to compute the rank of any parity-check
matrix representing a QC-LDPC code, and hence the dimension of the code, by using the minors of the corresponding polynomial parity-check matrix.
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A Design of Layered Decoding for QC-LDPC Codes Based on Reciprocal Channel Approximation
Min Jang, Kyeongyeon Kim, Seho Myung, Hongsil Jeong and Kyung-Joong Kim (Samsung Electronics
Co., Ltd., Korea (South)); Sang-Hyo Kim (Sungkyunkwan University, Korea (South))
This paper presents an analytically designed layered decoding algorithm for quasi-cyclic low-density parity-check
(QC-LDPC) codes in the 5th Generation (5G) New Radio (NR) mobile communication system. First, a layered density evolution (DE) based on reciprocal channel approximation (RCA) is newly developed to accurately reflect the
layered decoding operation in the decoder design. Using this technique, a single nested sequence is optimized
in a greedy way to configure the processing order for any given number of layers. The error-correction performance is improved by up to 0.15 dB, while the number of iterations is reduced by about one on average simultaneously.

C.4: Coded Computing IV
Room: U7
Byzantine Attack Identification in Distributed Matrix Multiplication via Locally Testable Codes
Sangwoo Hong (Seoul National University, Korea (South)); Heecheol Yang (Chungnam National University, Korea (South)); Jungwoo Lee (Seoul National University, Korea (South))
Coded computing has proved its efficiency in handling a straggler issue in distributed computing framework.
However, in a coded distributed computing framework, there may exist Byzantine workers who send the wrong
computation results to a master to contaminate the overall computation output. Therefore, it is essential to
identify Byzantine workers from their computation results in coded computing. In this paper, we consider Byzantine attack identification problem in coded computing for distributed matrix multiplication tasks. We propose
locally testable codes which facilitate the efficient Byzantine attack identification, and suggest a hierarchical
group testing method for Byzantine attack identification. We show that our scheme requires smaller number of
tests than the conventional group testing methods for the existing coded computing schemes.

DoF of a Cooperative X-Channel With an Application to Distributed Computing
Yue Bi (Telecom Paris, France & Shanghai Jiao Tong University, China); Michele A Wigger (Telecom
Paris, France); Philippe Ciblat (Telecom Paris & Institut Polytechnique de Paris, France); Yue Wu (Shanghai Jiaotong University, China)
We consider a cooperative X-channel with K transmitters (Txs) and K receivers (Rxs) where Txs and Rxs are gathered into groups of size r respectively. Txs belonging to the same group cooperate to jointly transmit a message
to each of the K-r Rxs in all other groups, and each Rx individually decodes all its intended messages. By introducing a new interference alignment (IA) scheme, we prove that when K/r is an integer the sum Degrees of
Freedom (SDoF) of this channel is lower bounded by 2r if K/r ∈ {2,3} and by (K(K-r)-r2)/(2K-3r) if K/r ≥ 4. We also
prove that the SDoF is upper bounded by K(K-r)/(2K-3r). The proposed IA scheme finds application in a wireless
distributed MapReduce framework, where it improves the normalized data delivery time (NDT) compared to the
state of the art.

A New Coding Scheme for Matrix-Vector Multiplication via Universal Decodable Matrices [virtual]
Hongru Cao and Wei Yan (University of Science and Technology of China, China); Sian-Jheng Lin
(Huawei Technology Co., Ltd., Hong Kong); Weiming Zhang (University of Science and Technology of
China, China)
In this paper, we study the straggler mitigation via coded computing in distributed computations. In particular,
we consider the coded matrix-vector multiplication where the matrix is sparse and coding may break the sparsity
of the matrix. We construct a class of sparse universal decodable matrices (UDMs) for coded computing. In simulations, it shows that the proposed code possesses better sparsity than other schemes with randomly generated
sparse matrices. Besides, the proposed code performs well in numerical stability.
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Wyner-Ziv Compression is (Almost) Optimal for Distributed Optimization
Prathamesh Mayekar, Shubham K Jha and Himanshu Tyagi (Indian Institute of Science, India)
Consider distributed optimization of smooth convex functions over ℝd where K independent clients can provide
estimates of the gradient. Assume that all the gradient estimates are within Euclidean distance σ of the true
gradient and that each oracle's output must be compressed to r bits. For this problem, in the centralized setting
with one client, the optimal convergence rate using T iterations is known to be roughly √{σ2/T}. We show that in
the distributed setting the optimal convergence rate for large K is roughly √{σ2/T}⋅√{d/Kr}. Our main contribution
is an algorithm that attains this rate by exploiting the fact that the gradient estimates are close to each other.
Specifically, our gradient compression scheme first uses half of the parties to form side information, and then
uses a Wyner-Ziv compression scheme to compress the remaining half of the gradient estimates.

D.4: Rate Distortion
Room: U9
On One-Bit Quantization
Sourbh Nitin Bhadane and Aaron Wagner (Cornell University, USA)
We consider the one-bit quantizer that minimizes the mean squared error for a source living in a real Hilbert
space. The optimal quantizer is a projection followed by a thresholding operation, and we provide methods for
identifying the optimal direction along which to project. As an application of our methods, we characterize the
optimal one-bit quantizer for a continuous-time random process that exhibits low-dimensional structure. We
numerically show that this optimal quantizer is found by a neural-network-based compressor trained via stochastic gradient descent.

A Rate Distortion Approach to Goal-Oriented Communication
Photios A. Stavrou and Marios Kountouris (EURECOM, France)
A variant of a robust description source coding framework motivated by goal-oriented semantic information
transmission is studied here. Considering two individual distortion constraints and input and output data that
takes values in finite sets, we prove a general result that provides in parametric form the various cases of optimal
solutions of this problem. Then, we derive structural properties of the solution when this achieves the best rates.
Capitalizing on these results, we examine the structure of the solution for one case study of general binary alphabets under Hamming distortions and solve in closed form a special case. We also solve another general binary
alphabet case where a Hamming and an erasure distortion are used, as a means to highlight the importance of
selecting the type of the distortion constraint in the problem.

Lossy Compression With Universal Distortion (JKW Award Finalist)
Adeel Mahmood and Aaron Wagner (Cornell University, USA)
We consider a novel variant of lossy coding in which the distortion measure is revealed only to the encoder and
only at run-time, as well as an extension of it in which the distortion constraint is also revealed at run-time. Two
forms of rate redundancy are used to analyze the performance, and achievability results of both a pointwise and
minimax nature are demonstrated. One proof uses appropriate quantization of the space of distortion measures
while another uses ideas from VC dimension and growth functions.

Minimax Rate-Distortion
Adeel Mahmood and Aaron Wagner (Cornell University, USA)
We show the existence of universal, variable-rate rate-distortion codes that meet the distortion constraint almost surely and approach the rate-distortion function uniformly with respect to an unknown source distribution
and a distortion measure that is only revealed to the encoder and only at run-time. If the convergence only needs
to be uniform with respect to the source distribution and not the distortion measure, then we provide an explicit
bound on the minimax rate of convergence. Our construction combines conventional random coding with a zerorate uncoded transmission scheme. The proof uses exact asymptotics from large deviations, acceptance-rejection sampling, the VC dimension of distortion measures, and the identification of an explicit, code-independent,
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finite-blocklength quantity, which converges to the rate-distortion function, that controls the performance of
the best codes.

Neural Estimation of the Rate-Distortion Function for Massive Datasets
Eric Lei, Hamed Hassani and Shirin Saeedi Bidokhti (University of Pennsylvania, USA)
A fundamental question in designing lossy data compression schemes is how well one can do in comparison with
the rate-distortion function, which describes the known theoretical limits of lossy compression. Motivated by
the empirical success of deep neural network (DNN) compressors on large, real-world data, we investigate methods to estimate the rate-distortion function on such data, which would allow comparison of DNN compressors
with optimality. While one could use the empirical distribution of the data and apply the Blahut-Arimoto algorithm, this approach presents several computational challenges when the datasets are large and high-dimensional, such as the case of modern image datasets. Instead, we re-formulate the rate-distortion objective, and
solve the resulting functional optimization problem using neural networks. We provide experimental results on
popular image datasets, and provide theoretical evidence why our method can accurately estimate the ratedistortion function. Additionally, we show that the rate-distortion achievable by DNN compressors are within
several bits of the rate-distortion function. Lastly, we connect the rate-distortion objective and entropic optimal
transport, and describe a method to implement an operational lossy compression scheme with guarantees on
the achievable rate and distortion.

E.4: Privacy I
Room: U356
Rainbow Differential Privacy
Ziqi Zhou (Technical University of Berlin, Germany); Onur Günlü (University of Siegen, Germany); Rafael
D'Oliveira (Clemson University, USA); Muriel Médard (MIT, USA); Parastoo Sadeghi (University of New
South Wales, Australia); Rafael F. Schaefer (University of Siegen, Germany)
We extend a previous framework for designing differentially private (DP) mechanisms via randomized graph colorings that was restricted to binary functions, corresponding to colorings in a graph, to multi-valued functions.
As before, datasets are nodes in the graph and any two neighboring datasets are connected by an edge. In our
setting, we assume that each dataset has a preferential ordering for the possible outputs of the mechanism, each
of which we refer to as a rainbow. Different rainbows partition the graph of datasets into different regions. We
show that if the DP mechanism is pre-specified at the boundary of such regions and behaves identically for all
same-rainbow boundary datasets, at most one optimal such mechanism can exist and the problem can be solved
by means of a morphism to a line graph. We then show closed form expressions for the line graph in the case of
ternary functions. Treatment of ternary queries in this paper displays enough richness to be extended to higherdimensional query spaces with preferential query ordering, but the optimality proof does not seem to follow
directly from the ternary proof.

Bounds for Privacy-Utility Trade-Off With Non-Zero Leakage
Amirreza Zamani, Tobias J. Oechtering and Mikael Skoglund (KTH Royal Inst. of Technology, Sweden)
The design of privacy mechanisms for two scenarios is studied where the private data is hidden or observable. In
the first scenario, an agent observes useful data Y, which is correlated with private data X, and wants to disclose
the useful information to a user. A privacy mechanism is employed to generate data U that maximizes the revealed information about Y while satisfying a privacy criterion. In the second scenario, the agent has additionally
access to the private data. To this end, the Functional Representation Lemma and Strong Functional Representation Lemma are extended relaxing the independence condition and thereby allowing a certain leakage. Lower
bounds on privacy-utility trade-off are derived for the second scenario as well as upper bounds for both scenarios. In particular, for the case where no leakage is allowed, our upper and lower bounds improve previous
bounds.

Pointwise Maximal Leakage
Sara Saeidian (KTH Royal Institute of Technology, Sweden); Giulia Cervia (IMT Lille Douai, France); Tobias J. Oechtering and Mikael Skoglund (KTH Royal Institute of Technology, Sweden)
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Pointwise maximal leakage (PML) is a robust and operationally meaningful privacy measure that quantifies the
amount of information leaking about a secret X by disclosing a single outcome of a (randomized) function calculated on X. In this paper, we further develop our privacy framework centered around the notion of pointwise
maximal leakage. Specifically, we define a new privacy measure called event maximal leakage (EML), which generalizes PML by quantifying the amount of information leaking about X to arbitrary events. Then, we use our new
privacy measure to define a new type of privacy guarantee called (ε, δ)-EML. We study the data-processing and
composition properties of (ε, δ)-EML and other privacy guarantees, where our goal is to understand whether or
not they are closed under pre- and post-processing, and how they degrade as a result of composing privacy
mechanisms.

Gaussian Data Privacy Under Linear Function Recoverability [virtual]
Ajaykrishnan Nageswaran (University of Maryland, USA)
A user's data is represented by a Gaussian random variable. Given a linear function of the data, a querier is
required to recover, with at least a given accuracy level, the function value based on a query response provided
by the user. The user devises the query response, subject to the recoverability requirement, so as to maximize
privacy of the data from the querier. Recoverability and privacy are both measured by ℓ2-distance criteria. An
exact characterization is provided of maximum user data privacy under the recoverability condition. An explicit
achievability scheme for the user is given and its privacy compared with a converse upper bound.

Multi-User Privacy Cooperation Game by Leveraging Users' Service Flexibility
Shu Hong and Lingjie Duan (Singapore University of Technology and Design, Singapore)
In location-based services (LBSs), it is promising for multiple users to cache and share their Point-of-Interest (PoI)
information with each other to reduce overall query frequency and preserve location privacy. Yet most studies
on multi-user privacy preservation overlook the opportunity of leveraging service flexibility, where many users
are flexible and may add obfuscation to individual LBS query. This paper is the first to study how multiple users
cooperate to query with obfuscation against the adversary's optimal inference attack, by leveraging their mutual
service flexibility. Unlike the literature, even if a user already finds the shared PoI information useful, we prove
it beneficial for him to further query with obfuscated location to confuse the adversary. To save the computational complexity of the max-min adversarial game problem and derive the closed-form solution, we also propose
a binary approximate solution, which is proved to guarantee good privacy performance for an average user.
Perhaps surprisingly, the user with greater service flexibility should choose to query the LBS with less misreported
location, to maximally confuse the adversary. Finally, we numerically compare our optimal and approximate solutions with the existing approaches to show our effective privacy improvement.

F.4: Cryptography I
Room: U358
Constrained Obfuscation to Thwart Pattern Matching Attacks
Saeede Enayati, Dennis Goeckel, Amir Houmansadr and Hossein Pishro-Nik (University of Massachusetts Amherst, USA)
Recently, we have proposed a model-free privacy-preserving mechanism (PPM) against attacks that compromise
user privacy by matching patterns in data sequences to those that are unique to a given user. Because the PPM
is model-free, there are no requirements on the statistical model for the data, which is desirable when the model
is not perfectly known. However, the proposed PPM did not enforce any constraints on the value to which a data
point might be obfuscated, hence allowing an unlikely pattern that would make it easy for the adversary to detect
which values have been obfuscated. In this paper, we consider a constrained PPM that enforces a continuity
constraint so as to avoid abrupt jumps in the obfuscated data. To design such, we employ a graph-based analytical framework and the concept of consecutive patterns. At each point, the obfuscated data should be chosen
strictly from that point's neighbors. Unfortunately, this might undesirably increase the noise level employed in
data obfuscation and hence unacceptably reduce utility. We propose a new obfuscation algorithm, namely the
obfuscation-return algorithm, and characterize its privacy guarantees under continuity and noise level constraints.
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Hybrid Multiplicative Non-Perfect Secret Sharing [virtual]
Maki Yoshida (National Institute of Information and Communications Technology, Japan)
A secret sharing scheme is said to be d-multiplicative if the scheme allows the players to multiply shared d secrets
by locally converting their shares into an additive sharing of the product. This paper considers the most general
setting where d secrets are independently shared by different adversary structures (i.e., hybrid) and a partial
information can be leaked (i.e., non-perfect) and presents a necessary and sufficient condition for d-multiplication to be possible. In particular, even for the extreme case that the i-th secret is known by all but the i-th player
who has partial information on the secret (e.g., all but one bit), d-multiplication is impossible.

Attacking Masked Cryptographic Implementations: Information-Theoretic Bounds
Wei Cheng (Telecom Paris, Institut Polytechnique de Paris, France & Secure-IC, France); Yi Liu (Telecom
Paris & Institut Polytechnique de Paris, France); Sylvain Guilley (Telecom Paris & Secure-IC, France);
Olivier Rioul (Telecom Paris, Institut Polytechnique de Paris, France)
Measuring the information leakage is critical for evaluating the practical security of cryptographic devices against
side-channel analysis. Information theoretic measures can be used (along with Fano's inequality) to derive upper
bounds on the success rate of any possible attack in terms of the number of side-channel measurements. Equivalently, this gives lower bounds on the number of queries for a given success probability of attack. In this paper,
we consider cryptographic implementations protected by (first-order) masking schemes, and derive several information theoretic bounds on the efficiency of any (second-order) attack. The obtained bounds are generic in
that they do not depend on a specific attack but only on the leakage and masking models, through the mutual
information between side-channel measurements and the secret key. Numerical evaluations confirm that our
bounds reflect the practical performance of optimal maximum likelihood attacks.

Construction of the Visual Cryptography Scheme With the Maximum Relative Difference Under a
Strong General Access Structure
Hiroki Koga (University of Tsukuba, Japan)
Visual cryptography schemes are used for secret sharing of for digital images. In this paper we develop a new
simple construction of basis matrices of visual cryptography scheme with the maximum relative difference for
an arbitrarily given strong access structure. Our construction is based on finding the optimal rational-valued solution to a certain linear programming problem corresponding to maximization of the relative difference. Soundness of the construction is theoretically proved. We also give examples for demonstrating validity of our construction.

Coding With Cyclic PAM and Vector Quantization for the RLWE/MLWE Channel
Irina Bocharova, Henk D.L. Hollmann, Karan Khathuria, Boris D. Kudryashov and Vitaly Skachek (University of Tartu, Estonia)
In some lattice-based cryptosystems, the encryption and decryption processes can be interpreted as a noisy
communication channel. In this work, we focus on cryptosystems based on the ring learning with errors (RLWE)
and module learning with errors (MLWE) problems, e.g. Kyber. We provide new coding schemes for the communication channel involved in these cryptosystems. For encoding we use an error-correction code (ECC) along with
modulo Q pulse amplitude modulation (PAM) (for some fixed small prime power Q), and vector dequantization.
For decoding we perform vector quantization followed by hard/soft decision decoding for the ECC. This construction provides remarkable reduction in the decryption failure rate (DFR), compared to some earlier proposed
coding schemes. For example, in Kyber encryption scheme, we reduce the DFR from 2 -174 (uncoded) to 2-1325
(using hard decision decoding) or 2-1414 (using soft decision decoding).

G.4: Optimization and Machine Learning II
Room: U4
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Accelerated Proximal Alternating Gradient-Descent-Ascent for Nonconvex Minimax Machine Learning [virtual]
Ziyi Chen, Shaocong Ma and Yi Zhou (University of Utah, USA)
Alternating gradient-descent-ascent (AltGDA) is an optimization algorithm that has been widely used for model
training in various machine learning applications, which aim to solve a nonconvex minimax optimization problem.
However, the existing studies show that it suffers from a high computation complexity in nonconvex minimax
optimization. In this paper, we develop a single-loop and fast AltGDA-type algorithm that leverages proximal
gradient updates and momentum acceleration to solve regularized nonconvex minimax optimization problems.
By leveraging the momentum acceleration technique, we prove that the algorithm converges to a critical point
in nonconvex minimax optimization and achieves a computation complexity in the order of O(ϰ11/6 ε-2), where ε
is the desired level of accuracy and ϰ is the problem's condition number. Such a computation complexity improves the state-of-the-art complexities of single-loop GDA and AltGDA algorithms (see the summary of comparison in Table 1). We demonstrate the effectiveness of our algorithm via an experiment on adversarial deep learning.

The Directional Bias Helps Stochastic Gradient Descent to Generalize in Kernel Regression Models
Yiling Luo, Xiaoming Huo and Yajun Mei (Georgia Institute of Technology, USA)
We study the Stochastic Gradient Descent (SGD) algorithm in nonparametric statistics: kernel regression in particular. The directional bias property of SGD, which is known in the linear regression setting, is generalized to the
kernel regression. More specifically, we prove that SGD with moderate and annealing step-size converges along
the direction of the eigenvector that corresponds to the largest eigenvalue of the gram matrix. In addition, the
Gradient Descent (GD) with a moderate or small step-size converges along the direction that corresponds to the
smallest eigenvalue. These facts are referred to as the directional bias properties; they may interpret how an
SGD-computed estimator has a potentially smaller generalization error than a GD-computed estimator. The application of our theory is demonstrated by simulation studies and a case study that is based on the FashionMNIST
dataset.

Empirical Risk Minimization with Relative Entropy Regularization: Optimality and Sensitivity Analysis
Samir M. Perlaza (INRIA, France); Gaetan Bisson (University of French Polynesia, French Polynesia);
Iñaki Esnaola (University of Sheffield, United Kingdom); Alain Jean-Marie (INRIA, France); Stefano Rini
(National Yangming Jiaotong University, Taiwan)
The optimality and sensitivity of the empirical risk minimization problem with relative entropy regularization
(ERM-RER) are investigated for the case in which the reference is a σ-finite measure instead of a probability
measure. This generalization allows for a larger degree of flexibility in the incorporation of prior knowledge over
the set of models. In this setting, the interplay of the regularization parameter, the reference measure, and the
empirical risk induced by the solution of the ERM-RER problem is characterized. This characterization yields necessary and sufficient conditions for the existence of a regularization parameter that achieves an arbitrarily small
empirical risk with arbitrarily high probability. The sensitivity of the expected empirical risk to deviations from
the solution of the ERM-RER problem is studied. The sensitivity is then used to provide upper and lower bounds
on the expected empirical risk. Moreover, it is shown that the expectation of the sensitivity is upper bounded,
up to a constant factor, by the square root of the lautum information between the models and the datasets.

Stochastic Chaining and Strengthened Information-Theoretic Generalization Bounds
Ruida Zhou, Chao Tian and Tie Liu (Texas A&M University, USA)
We propose a new approach to apply the chaining technique in conjunction with information-theoretic measures
to bound the generalization error of machine learning algorithms. Different from the deterministic approach
previously proposed by Asadi et al., which is based on hierarchical partitions of a bounded metric space, we
propose a stochastic approach that replaces the hierarchical partitions with an abstract Markov model inspired
by successive refinement source coding in information theory. Our approach has three main benefits over the
deterministic approach: 1) applicability to unbounded metric space, 2) feasibility of subsequent analysis to yield
explicit bounds, and 3) increased flexibility for optimization. We illustrate these benefits through the problems
of estimating Gaussian mean and phase retrieval. For the problem of estimating Gaussian mean, we derive a
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chaining bound that provides an order-wise improvement over previous results; for the problem of phase retrieval, we construct a stochastic chain that allows optimization over the chaining parameter.

Implicit Regularization Properties of Variance Reduced Stochastic Mirror Descent
Yiling Luo, Xiaoming Huo and Yajun Mei (Georgia Institute of Technology, USA)
In machine learning and statistical data analysis, we often run into objective function that is a summation: the
number of terms in the summation possibly is equal to the sample size, which can be enormous. In such a setting,
the stochastic mirror descent (SMD) algorithm is a numerically efficient method—each iteration involving a very
small subset of the data. The variance reduction version of SMD (VRSMD) can further improve SMD by inducing
faster convergence. On the other hand, algorithms such as gradient descent and stochastic gradient descent have
the implicit regularization property that leads to better performance in terms of the generalization errors. Little
is known on whether such a property holds for VRSMD. We prove here that the discrete VRSMD estimator sequence converges to the minimum mirror interpolant in linear regression. This establishes the implicit regularization property for VRSMD. As an application of the above result, we derive a model estimation accuracy result
in the setting when the true model is sparse. We use numerical examples to illustrate the empirical power of
VRSMD.

H.4: Statistics and Machine Learning I
Room: U1
The Posterior Distribution of Bayesian Context-Tree Models: Theory and Applications
Ioannis Papageorgiou (University of Cambridge & St. Johns College, United Kingdom); Ioannis Kontoyiannis (University of Cambridge & Statistical Laboratory, United Kingdom)
The Context-Tree Weighting (CTW) algorithm and the accompanying collection of ideas and techniques have a
long history of statistical applications in discrete time series analysis. CTW was recently revisited from a principled Bayesian statistics point of view, and a general modelling framework called Bayesian Context Trees (BCT)
was introduced and found to be very effective in numerous core statistical tasks. In this work, a novel representation of the induced BCT posterior distribution on model space is derived in terms of a simple branching process,
and several consequences of this are explored in theory and in practice. First, it is shown that it leads to a simple
variable-dimensional Monte Carlo sampler for the joint posterior on models and parameters, which is found to
be more efficient than earlier MCMC samplers for the same tasks. Then the branching process representation is
used to establish the asymptotic consistency of the BCT posterior, including the derivation of an almost-sure
convergence rate.

The Entropic Central Limit Theorem for Discrete Random Variables
Lampros Gavalakis (University of Cambridge, United Kingdom); Ioannis Kontoyiannis (University of
Cambridge & Statistical Laboratory, United Kingdom)
An information-theoretic proof of a strengthened version of the classical, discrete central limit theorem is presented. Using only information-theoretic and elementary arguments, convergence to zero of the relative entropy
between the standardised sum of $n$ independent and identically distributed lattice random variables and an
appropriately discretised Gaussian is established.

A Simpler Proof of the Four Functions Theorem and Some New Variants
Dimitris Achlioptas (University of Athens, Greece); Kostas Zampetakis (University of California, Santa
Cruz, USA)
The celebrated Four Functions Theorem of Ahlswede and Daykin is a functional correlation inequality on distributive lattices with myriad applications. Ruozzi proved a variant of the inequality and used it to settle a major
conjecture in the area of graphical models. We prove a new functional correlation inequality in the same vein
which simplifies the proof of both the Four Functions Theorem and of Ruozzi's inequality and suggests a unified
picture for correlation inequalities on distributive lattices.
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Entropic CLT for Order Statistics
Martina Cardone (University of Minnesota, USA); Alex Dytso (New Jersey Institute of Technology, USA);
Cynthia Rush (Columbia University, USA)
It is well known that central order statistics exhibit a central limit behavior and converge to a Gaussian distribution as the sample size grows. This paper strengthens this known result by establishing an entropic version of the
CLT that ensures a stronger mode of convergence using the relative entropy. In particular, an order O(1/√n) rate
of convergence is established under mild conditions on the parent distribution of the sample generating the
order statistics. To prove this result, ancillary results on order statistics are derived, which might be of independent interest.

Smoothed InfoNCE: Breaking the log N Curse Without Overshooting [virtual]
Xu Wang (City University of Hong Kong, Hong Kong); Ali Al-Bashabsheh (Beijing Advanced Innovation
Center for Big Data and Brain Computing, Beihang University, China); Chao Zhao and Chung Chan (City
University of Hong Kong, Hong Kong)
We revisit the log N bound of InfoNCE, which sets an upper limit on the estimator thereby often causing the
estimator to return an under-estimate of the mutual information. We show that the existing solution of excluding
data samples from the reference set causes an equally debilitating problem, namely, it causes the estimator to
overshoot, often with no sign of convergence, thereby leading to an over-estimate of the mutual information.
We mitigate both issues by introducing a classifier to smooth out the data labels and propose a new mutual
information neural estimator called Smoothed InfoNCE. We conduct the experiments on high-dimensional
Gaussian data and demonstrate that the proposed model can break the log N curse without suffering from overshooting.

I.4: Wireless Networks
Room: U3
Continuity of Link Scheduling Rate Region for Wireless Networks With Propagation Delays [virtual]
Yijun Fan, Yanxiao Liu and Shenghao Yang (The Chinese University of Hong Kong, Hong Kong)
We study the link scheduling problem of wireless networks with signal propagation delays into consideration.
Recently, when the propagation delays are integers, the rate region using slotted scheduling with a proper
timeslot size has been characterized explicitly. We study the general case that the propagation delays can be real
values and the scheduling can be unslotted. As a practical communication device cannot transmit signals in arbitrarily short time intervals, we focus on scheduling where an active interval's length is bounded below by a given
value. We first reveal some properties of continuity of the scheduling rate region concerning the propagation
delays. We then show that for a network with rational propagation delays, the continuous (unslotted) scheduling
rate region is the same as that of slotted scheduling with a proper timeslot size when the bound on the active
interval length is sufficiently small. Moreover, for a network with possibly irrational propagation delays, we provide an approximation of the network by Dirichlet's theorem so that the continuous scheduling rate region of
the original network can be approximated by the slotted scheduling rate region for a network with integer delays.

QoE-Centric Multi-User mmWave Scheduling: A Beam Alignment and Buffer Predictive Approach
[virtual]
Babak Badnava, Sravan Reddy Chintareddy and Morteza Hashemi (University of Kansas, USA)
In this paper, we consider the multi-user scheduling problem in millimeter wave (mmWave) video streaming
networks, which comprises a streaming server and several users, each requesting a video stream with a different
resolution. The main objective is to optimize the long-term average quality of experience (QoE) for all users. We
tackle this problem by considering the physical layer characteristics of the mmWave network, including the beam
alignment overhead due to pencil-beams. To develop an efficient scheduling policy, we leverage the contextual
multi-armed bandit (MAB) models to propose a beam alignment overhead and buffer predictive streaming solution, dubbed B2P-Stream. The proposed B2P-Stream algorithm optimally balances the trade-off between the
overhead and users' buffer levels, and improves the QoE by reducing the beam alignment overhead for users of
higher resolutions. We also provide a theoretical guarantee for our proposed method and prove that it
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guarantees a sub-liner regret bound. Finally, we examine our proposed framework through extensive simulations. We provide a detailed comparison of the B2P-Stream against a uniformly random and Round-robin (RR)
policies and show that it outperforms both of them in providing a better QoE and fairness. We also analyze the
scalability and robustness of the B2P-Stream algorithm with different network configurations.

Average Downlink Rate Analysis for Clustered Cellfree Networks with Access Point Selection [virtual]
Ouyang Zhou, Junyuan Wang and Fuqiang Liu (Tongji University, China)
Clustered cellfree networking that dynamically decomposes the whole network into a number of subnetworks
operating in parallel could help avoid the severe cell-edge problem. In this paper, the clustered cell-free networking problem is investigated with AP selection considered for power saving. A novel user-centric ratio-fixed APselection based clustering (UCR-ApSel) algorithm is proposed. Simulation results show that the proposed UCRApSel algorithm improves not only the rate performance but also user fairness. The average per-user rate
achieved with the proposed UCR-ApSel algorithm is further analyzed and a closed-form upper-bound is derived.
Simulation results show that the gap between the derived upper-bound and the average per-user rate remains
almost a constant as the system parameters vary, indicating that the closed-form upper-bound could provide
direct guidance to practical system design and performance optimization.

Average Coverage Probability for Base-Station-To-UAV Communications Over 6G Multiple Access
Wireless Networks [virtual]
Xi Zhang and Qixuan Zhu (Texas A&M University, USA); H. Vincent Poor (Princeton University, USA)
While a wide diffusion of the fifth generation (5G) techniques has been implemented by the telecommunications
industry and academia, the wireless network still needs the further development to meet the requirements of
exponentially increasing number of users and their traffics in 2030 and beyond. The next sixth generation (6G)
wireless networks aim at providing massive access, ultra-reliability, low latency, intelligence, and security while
maximizing the spectral/energy/cost efficiency. Unmanned aerial vehicle (UAV) has drawn a lot of research attentions since its mobility extends the line-of-sight (LoS) area when the channel quality of an area is under the
expectation. However, how to accurately characterize the UAV's coverage area is a challenging problem and has
not been thoroughly studied. To overcome this difficulty, in this paper we investigate the coverage performance
of base station (BS) to UAV communications with a number of interfering mobile users. We first establish the
Nakagami-m fading channel model for BS-to-UAV wireless communications. Then, we derive a closed-form expression for the UAV's average coverage probability under the scenarios of interfering mobile users. Finally, the
numerical results demonstrate our derived analytical results and evaluate the UAV's performances under different scenarios over 6G wireless networks.

Information and Energy Transmission With Wavelet-Reconstructed Harvesting Functions
Daewon Seo and Yongjune Kim (DGIST, Korea (South))
In practical simultaneous information and energy transmission (SIET), the exact energy harvesting function is
usually unavailable because a harvesting circuit is nonlinear and nonideal. In this work, we consider a SIET problem where the harvesting function is accessible only at sample points that are experimentally taken in the presence of noise. Assuming that the harvesting function is of bounded variation that may have discontinuities, we
propose to design SIET based on the wavelet-reconstructed harvesting function. The main focus is its asymptotic
performance of expected energy and information rate. Specifically, we propose to design a SIET system based
on the wavelet-reconstructed harvesting function with soft-thresholding estimation. Then, the expected loss in
energy transmission asymptotically vanishes as the number of samples grows, which turns out to be optimal up
to a logarithmic factor. The expected loss in information transmission also vanishes if the target energy delivery
is in the interior of the deliverable energy range.

J.4: Algorithmic Approaches to Information Inequalities
Room: U8
Symmetries in Linear Programming for Information Inequalities
Emirhan Gürpınar (LIRMM, Université de Montpellier, France)
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Secret sharing is a central topic in information-theoretical cryptography. In a secret sharing scheme a random
secret is distributed among participants so that only the qualified subsets of parties can recover the secret. In
this paper we improve previously known (Farràs-Kaced-Martı ́n-Padró, IEEE T-IT 2020) lower bounds on the size
of the largest share for several specific access structures. Our approach is based on non-Shannon-type information inequalities. We employ the technique of linear programming that permits to apply new information
inequalities indirectly. To reduce computational complexity of the involved linear programs we extensively use
symmetry considerations.

Strong Data Processing Inequalities via Sums of Squares (JKW Award Finalist)
Oisin Faust and Hamza Fawzi (University of Cambridge, United Kingdom)
A hierarchy of semidefinite programming relaxations is described which gives certified upper bounds on the
strong data processing (SDPI) constant of a discrete channel. The relaxations rely on a combination of tools from
approximation theory and sum-of-squares techniques. By leveraging the properties of rational Padé approximants, we prove that the hierarchy converges to the true SDPI constant. Numerical experiments are performed
which verify that these relaxations are very accurate even at low levels of the hierarchy.

Proving Information Inequalities and Identities With Symbolic Computation [virtual]
Laigang Guo (Beijing Normal University, China); Raymond W. Yeung (The Chinese University of Hong
Kong, Hong Kong); Xiao-Shan Gao (Chinese Academy of Sciences, China)
Proving linear inequalities and identities of Shannon's information measures, possibly with linear constraints on
the information measures, is an important problem in information theory. For this purpose, ITIP and other variant
algorithms have been developed and implemented, which are all based on solving a linear program (LP). In particular, an identity (f = 0) is verified by solving two LPs, one for (f ≥ 0) and one for (f ≤ 0). In this paper, we develop
a set of algorithms that can be implemented by symbolic computation. Based on these algorithms, procedures
for verifying linear information inequalities and identities are devised. Compared with LP-based algorithms, our
procedures can produce analytical proofs that are both human-verifiable and free of numerical errors. Our procedures are also more efficient computationally. For constrained inequalities, by taking advantage of the algebraic structure of the problem, the size of the LP that needs to be solved can be significantly reduced. For identities, instead of solving two LPs, the identity can be verified directly with very little computation.
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P2: Plenary: Michael Jordan
Room: AB

Tuesday, June 28 9:50 - 11:10
A.5: Randomness and Algorithms
Room: U5
The Random Number Partitioning Problem: Overlap Gap Property and Algorithmic Barriers
David Gamarnik and Eren C. Kizildag (MIT, USA)
We focus on the problem of algorithmically finding a near-optimal solution for the (random) number partitioning problem (NPP), a problem that is of great practical and theoretical significance. The NPP possesses a striking
gap between the existential and best algorithmic guarantee: when its input has i.i.d. standard Gaussian entries,
the optimal value of NPP is Θ(√n 2-n) (w.h.p.); whereas the best polynomial-time algorithm achieves an exponentially worse value of only 2-Θ(log^2 n) (w.h.p.). In this paper, we inquire into the origin of this gap by studying
the landscape of the NPP through the lens of statistical physics and establish the presence of the Overlap Gap
Property (OGP), a topological barrier for large classes of algorithms. We then leverage the OGP to establish that
(a) sufficiently stable algorithms fail to find a near-optimal solution with value below 2-ω(n log^{-1/5} n); and (b) a
very natural Monte Carlo Markov Chain dynamics mixes slowly. A technical innovation of our paper is that we
consider the overlap structure of m-tuples of near-optimal solutions where m itself grows in n. Our hardness
result for stable algorithms is based on a Ramsey-theoretic argument from extremal combinatorics. To the best
of our knowledge, this is the first usage of Ramsey Theory to show algorithmic hardness.

Weak Superimposed Codes of Improved Asymptotic Rate and Their Randomized Construction
Yu Tsunoda (University of Tsukuba, Japan); Yuichiro Fujiwara (Chiba University, Japan)
Weak superimposed codes are combinatorial structures related closely to generalized cover-free families, superimposed codes, and disjunct matrices in that they are only required to satisfy similar but less stringent conditions. This class of codes may also be seen as a stricter variant of what are known as locally thin families in
combinatorics. Originally, weak superimposed codes were introduced in the context of multimedia content
protection against illegal distribution of copies under the assumption that a coalition of malicious users may
employ the averaging attack with adversarial noise. As in many other kinds of codes in information theory, it is
of interest and importance in the study of weak superimposed codes to find the highest achievable rate in the
asymptotic regime and give an efficient construction that produces an infinite sequence of codes that achieve
it. Here, we prove a tighter lower bound than the sharpest known one on the rate of optimal weak superimposed codes and give a polynomial-time randomized construction algorithm for codes that asymptotically attain our improved bound with high probability. Our probabilistic approach is versatile and applicable to many
other related codes and arrays.

Rate-Energy Optimal Probabilistic Shaping Using Linear Codes
Maxim Goukhshtein and Stark Draper (University of Toronto, Canada); Jeebak Mitra (Huawei Technologies Canada, Canada)
Probabilistic shaping methods induce a desired non-uniform distribution on the transmitted symbols in order to
realize a favorable trade-off between the communication rate and average transmission energy. In this work, we
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study a probabilistic shaping architecture wherein the central component is a linear code, employed as a lossy
source code. The rate-distortion performance of the linear code directly determines the realized shaping rateenergy performance. We use this connection to establish the rate-energy optimality of the investigated shaping
architecture. Although the primary focus of this paper is on shaping for two-symbol alphabets, extensions to
non-binary alphabets will be briefly discussed.

One-Shot Point-To-Point Channel Simulation
Michael Xuan Cao (National University of Singapore, Singapore); Navneeth Ramakrishnan and Mario
Berta (Imperial College London, United Kingdom); Marco Tomamichel (National University of Singapore, Singapore)
We study the problem of one-shot channel simulation of DMCs with unlimited common randomness. For any
fixed tolerance measured in total variational distance, we propose an achievability bound and a converse bound
on the size of the code to simulate the channel. The achievability bound utilizes the convex split lemma, whereas
the converse bound is the result of the relationships between smoothed max-divergences and the max-mutual
information . The achievability proof does not reply on a "universal state" (compared with some previous related
works), and provides a tighter bound. Using the two bounds, we also provide an alternative proof to the reverse
Shannon theorem.

B.5: Insertions and Deletions I
Room: U6
Insertion and Deletion Correction in Polymer-Based Data Storage
Anisha Banerjee and Antonia Wachter-Zeh (Technical University of Munich, Germany); Eitan Yaakobi
(Technion, Israel)
Synthetic polymer-based storage promises to accommodate the ever-increasing demand for archival storage. It
involves designing molecules of distinct masses to represent the respective bits {0,1}, followed by the synthesis
of a polymer of molecular units that reflects the order of bits in the information string. The stored data can be
read by means of a tandem mass spectrometer, that fragments the polymer into shorter substrings and provides
their corresponding masses, from which the composition, i.e., the number of 1s and 0s in the concerned substring
can be inferred. Prior works tackled the problem of unique string reconstruction from the set of all possible
compositions, called the composition multiset. This was accomplished either by determining which string lengths
always allow unique reconstruction, or by formulating coding constraints to facilitate the same for all string
lengths. Additionally, error-correcting schemes to deal with substitution errors caused by imprecise fragmentation during the readout process, have also been suggested. This work extends previously considered error models
that were mainly confined to substitutions of compositions. Our new error models consider insertions and deletions of compositions. The robustness of the reconstruction codebook proposed by Pattabiraman et al. to such
errors is examined, and whenever necessary, new coding constraints are proposed to ensure unique reconstruction.

t-Deletion-1-Insertion-Burst Correcting Codes [virtual]
Ziyang Lu and Yiwei Zhang (Shandong University, China)
Motivated by applications in DNA-based storage and communication systems, we study deletion and insertion
errors simultaneously in a burst. In particular, we study a type of error named t-deletion-1-insertion-burst ((t,1)burst for short) proposed by Schoeny et. al, which deletes t consecutive symbols and inserts an arbitrary symbol
at the same position. We provide a sphere-packing upper bound on the size of binary codes that can correct (t,1)burst errors, showing that the redundancy of such codes is at least (log n+t-1). An explicit construction of a binary
(t,1)-burst correcting code with redundancy log n+(t-2)loglog n+O(1) is given. In particular, we construct a binary
(3,1)-burst correcting code with redundancy at most log n+9, which is optimal up to a constant.

Equivalence of Insertion/Deletion Correcting Codes for d-Dimensional Arrays
Evagoras Stylianou, Lorenz Welter, Rawad Bitar and Antonia Wachter-Zeh (Technical University of Munich, Germany); Eitan Yaakobi (Technion, Israel)
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We consider the problem of correcting insertion and deletion errors in the d-dimensional space. This problem is
well understood for vectors (one-dimensional space) and was recently studied for arrays (two-dimensional
space). For vectors and arrays, the problem is motivated by several practical applications such as DNA-based
storage and racetrack memories. From a theoretical perspective, it is interesting to know whether the same
properties of insertion/deletion correcting codes generalize to the d-dimensional space. In this work, we show
that the equivalence between insertion and deletion correcting codes generalizes to the d-dimensional space.
As a particular result, we show the following missing equivalence for arrays: a code that can correct t r and tc
row/column deletions can correct any combination of trins + trdel = tr and tcins + tcdel = tc row/column insertions and
deletions. The fundamental limit on the redundancy and a construction of insertion/deletion correcting codes in
the d-dimensional space remain open for future work.

C.5: Coded Computing I
Room: U7
Identifying Reliable Machines for Distributed Matrix-Vector Multiplication
Sarthak Jain, Martina Cardone and Soheil Mohajer (University of Minnesota, USA)
This paper considers a distributed computing framework, where the task of T matrix-vector products is distributed among n worker machines. External adversaries have access to a subset L (the cardinality of which is |L|)
of these machines, and can maliciously perturb the result of each of their computations with probability α. To
correctly recover each matrix-vector product, the master has to identify a set (of a fixed cardinality) of “unattacked” worker machines. Towards this end, this work proposes four schemes that aim at performing such an
identification. These schemes are analyzed and compared under different regimes of (|L|, α) for the two cases
when |L| is (1) known or (2) unknown at the master.

Orthonormal Sketches for Secure Coded Regression
Neophytos Charalambides and Hessam Mahdavifar (University of Michigan, USA); Mert Pilanci (Stanford University, USA); Alfred Hero III (University of Michigan, USA)
In this work, we propose a method for speeding up linear regression distributively, while ensuring security. We
leverage randomized sketching techniques, and improve straggler resilience in asynchronous systems. Specifically, we apply a random orthonormal matrix and then subsample in blocks, to simultaneously secure the information and reduce the dimension of the regression problem. In our setup, the transformation corresponds to an
encoded encryption in an approximate gradient coding scheme, and the subsampling corresponds to the responses of the non-straggling workers; in a centralized coded computing network. We focus on the special case
of the Subsampled Randomized Hadamard Transform, which we generalize to block sampling; and discuss how
it can be used to secure the data. We illustrate the performance through numerical experiments.

Generalized Lagrange Coded Computing: A Flexible Computation-Communication Tradeoff [virtual]
Jinbao Zhu and Songze Li (Hong Kong University of Science and Technology, China)
We consider the problem of evaluating arbitrary multivariate polynomials over a massive dataset, in a distributed
computing system with a master node and multiple worker nodes. Generalized Lagrange Coded Computing
(GLCC) codes are proposed to provide robustness against stragglers who do not return computation results in
time, adversarial workers who deliberately modify results for their benefit, and information-theoretic security of
the dataset amidst possible collusion of workers. GLCC codes are constructed by first partitioning the dataset
into multiple groups, and then encoding the dataset using carefully designed interpolation polynomials, such
that interference computation results across groups can be eliminated at the master. Particularly, GLCC codes
include the state-of-the-art Lagrange Coded Computing (LCC) codes as a special case, and achieve a more flexible
tradeoff between communication and computation overheads in optimizing system efficiency.

Successive Approximation for Coded Matrix Multiplication
Shahrzad Kiani and Stark Draper (University of Toronto, Canada)
Coded computing was recently introduced to mitigate the effect of stragglers on distributed computing. This
paper combines ideas of approximate computing with coded computing to further accelerate computation. We
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propose approximated coded distributed computing (ACDC) that realizes a tradeoff between accuracy and speed,
allowing the distributed computing system to produce approximations that increase in accuracy over time. If a
sufficient number of compute nodes finish their tasks, ACDC exactly recovers the desired computation. We theoretically provide design guidelines for ACDC, and numerically show its benefits over previous methods.

E.5: Information Theoretic Security I
Room: U356
Secure Joint Communication and Sensing
Onur Günlü (University of Siegen, Germany); Matthieu Bloch (Georgia Institute of Technology, USA);
Rafael F. Schaefer (University of Siegen, Germany); Aylin Yener (Ohio State University, USA)
This work considers mitigation of information leakage between communication and sensing operations in joint
communication and sensing systems. Specifically, a discrete memoryless state-dependent broadcast channel
model is studied in which (i) the presence of feedback enables a transmitter to simultaneously achieve reliable
communication and channel state estimation; (ii) one of the receivers is treated as an eavesdropper whose state
should be estimated but which should remain oblivious to a part of the transmitted information. The model
abstracts the challenges behind security for joint communication and sensing if one views the channel state as a
characteristic of the receiver, e.g., its location. For independent identically distributed (i.i.d.) states, perfect output feedback, and when part of the transmitted message should be kept secret, a partial characterization of the
secrecy-distortion region is developed. The characterization is exact when the broadcast channel is either physically-degraded or reversely-physically-degraded. The characterization is also extended to the situation in which
the entire transmitted message should be kept secret. The benefits of a joint approach compared to separationbased secure communication and state-sensing methods are illustrated with a binary joint communication and
sensing model.

On the Capacity Achieving Input of Amplitude Constrained Vector Gaussian Wiretap Channel
Antonino Favano (Politecnico di Milano & CNR-IEIIT, Italy); Luca Barletta (Politecnico di Milano, Italy);
Alex Dytso (New Jersey Institute of Technology, USA)
This paper studies secrecy-capacity of an n-dimensional Gaussian wiretap channel under the peak-power constraint. This work determines the largest peak-power constraint Rn such that an input distribution uniformly distributed on a single sphere is optimal; this regime is termed the small-amplitude regime. The asymptotic of Rn as
n goes to infinity is completely characterized as a function of noise variance at both receivers. Moreover, the
secrecy-capacity is also characterized in a form amenable for computation. Furthermore, several numerical examples are provided, such as the example of the secrecy-capacity achieving distribution outside of the small
amplitude regime.

Mosaics of Combinatorial Designs for Semantic Security on Quantum Wiretap Channels
Holger Boche (Technical University of Munich, Germany); Minglai Cai (Universitat Autònoma de Barcelona, Spain); Moritz Wiese (Technical University of Munich, Germany)
We study semantic security for classical-quantum channels. Our security functions are functional forms of mosaics of combinatorial designs. We extend methods for classical channels to classical-quantum channels to demonstrate that mosaics of designs ensure semantic security for classical-quantum channels, and are also capacity
achieving coding scheme. An advantage of these modular wiretap codes is that we provide explicit code constructions that can be implemented in practice for every channels, giving an arbitrary public code.

A Framework for Shannon Ciphers Under Side-Channel Attacks: A Strong Converse and More
Yasutada Oohama and Bagus Santoso (University of Electro-Communications, Japan)
We are interested in investigating the security of source encryption with symmetric key under the side-channel
attacks. In this paper, we propose a general model of source encryption with symmetric key under the sidechannel attacks which can be apply to any kind of source encryption with symmetric key. We also propose a new
security criterion for strong secrecy in the case of side-channel attacks which can be seen as a natural extension
of the mutual information, i.e., the maximum conditional mutual information between the plaintext and the
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ciphertext given the adversarial key leakage, where the maximum is taken over all possible plaintext distribution.
Under this new criterion, we successfully formulate the rate region which serves as both necessary and sufficient
conditions to have secure transmission even under side-channel attacks. Furthermore, we also prove another
theoretical result regarding our new security criterion which might be interesting in its own right, i.e., although
our new security criterion is clearly more strict compared to the standard security criterion which is the simple
mutual information, in the case of discrete memoryless source, no perfect secrecy under standard security criterion can be achieved without achieving perfect secrecy in this new security criterion.

G.5: Group Testing I
Room: U4
Group Testing With Geometric Ranges
Benjamin Aram Berendsohn and Laszlo Kozma (Freie Universität Berlin, Germany)
Group testing is a well-studied approach for identifying t defective items in a set X of m items, by testing appropriately chosen subsets of X. In classical group testing any subset of X can be tested, and for t ∈ O(1) the optimal
number of (non-adaptive) tests is known to be Θ(log m).
In this work we consider a novel geometric setting for group testing, where the items are points in Euclidean
space and the tests are axis-parallel boxes (hyperrectangles), corresponding to the scenario where tests are defined by parameter-ranges (say, according to physical measurements). We present upper and lower bounds on
the required number of tests in this setting, observing that in contrast to the unrestricted, combinatorial case,
the bounds are polynomial in m. For instance, we show that with two parameters, identifying a defective pair of
items requires Ω(m3/5) tests, and there exist configurations for which O(m2/3) tests are sufficient, whereas to
identify a single defective item Θ(m1/2) tests are always necessary and sometimes sufficient. Perhaps most interestingly, our work brings to the study of group testing a set of techniques from extremal combinatorics.

Group Testing on General Set-Systems
Mira Gonen (Ariel University, Israel); Michael Langberg (State University of New York at Buffalo, USA);
Alex Sprintson (Texas A&M University, USA)
Group testing is one of the fundamental problems in coding theory and combinatorics in which one is to identify
a subset of contaminated items from a given ground set. There has been renewed interest in group testing recently due to its applications in testing for viral deceases, such as pool testing for the novel coronavirus. The
majority of existing works on group testing focus on the uniform setting in which any subset of size d from a
ground set V of size n is potentially contaminated.
In this work, we consider a generalized version of group testing with an arbitrary set-system of potentially contaminated sets. The generalized problem is characterized by a hypergraph H = (V, E), where V represents the
ground set and edges e ∈ E represent potentially contaminated sets. The problem of generalized group testing
is motivated by practical settings in which not all subsets of a given size d may be potentially contaminated,
rather, due to social dynamics, geographical limitations, or other considerations, there exist subsets that can be
readily ruled out. For example, in the context of pool testing, the edge set E may consist of families, work teams,
or students in a classroom, i.e., subsets likely to be mutually contaminated. The goal in studying the generalized
setting is to leverage the additional knowledge characterized by H = (V, E) to significantly reduce the number of
required tests.
The paper considers both adaptive and non-adaptive group testing and makes the following contributions. First,
for the non-adaptive setting, we show that finding an optimal solution for the generalized version of group testing is NP-hard. For this setting, we present a solution that requires O(d log|E|) tests, where d is the maximum
size of a set e ∈ E. Our solutions generalize those given for the traditional setting and are shown to be of orderoptimal size O(log|E|) for hypergraphs with edges that have “large” symmetric differences. For the adaptive
setting, when edges in E are of size exactly d, we present a solution of size O(log|E|+d log2 d) that comes close
to the lower bound of Ω(log|E| + d).

Group Testing With Correlation via Edge-Faulty Graphs
Mohammad-Hesam Nikpey-Salekde, Jungyeol Kim, Xingran Chen, Saswati Sarkar and Shirin Saeedi Bidokhti (University of Pennsylvania, USA)
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In applications of group testing in networks, e.g. identifying individuals who are infected by a disease spread over
a network, exploiting correlation among network nodes provides fundamental opportunities in reducing the
number of tests needed. We model and analyze group testing on n correlated nodes whose interactions are
specified by a graph G. We model correlation through an edge-faulty random graph formed from G in which each
edge is dropped with probability 1-r, and all nodes in the same component have the same state.
We consider three classes of graphs: cycles and trees, d-regular graphs, and stochastic block models or SBM, and
obtain lower and upper bounds on the number of tests needed to identify the defective nodes. Our results are
expressed in terms of the number of tests needed when the nodes are independent and they are in terms of n, r,
and the target error. In particular, we quantify the fundamental improvements that exploiting correlation offers
by the ratio between the total number of nodes n and the equivalent number of independent nodes in a classic
group testing algorithm.
The lower bounds are derived by illustrating a strong dependence of the number of tests needed on the expected
number of components. In this regard, we establish a new approximation for the distribution of component sizes
in “d-regular trees” which may be of independent interest and leads to a lower bound on the expected number
of components in d-regular graphs.
The upper bounds are found by forming dense subgraphs in which nodes are more likely to be in the same state.
When G is a cycle or tree, we show an improvement by a factor of log(1/r). For grid, a graph with almost 2n
edges, the improvement is by a factor of (1-r) log(1/r), indicating drastic improvement compared to trees.
When G has a larger number of edges, as in SBM, the improvement can scale in n.

Scheduling Group Tests Over Time
Akhil Bhimaraju and Lav R. Varshney (University of Illinois at Urbana-Champaign, USA)
Group testing has been successful in minimizing the cost of testing a large batch of samples by pooling them
together. In this work, we study the setting where samples arrive over time. Since not all samples are available
at the same time, we incur a waiting cost in letting many samples accumulate. However, testing too soon leads
to a large testing cost by missing the benefits of pooling a larger number of samples. We consider the problem
of minimizing the combined objective of average wait time plus testing cost, and develop online algorithms that
are provably competitive for a broad range of testing-cost functions. We also give a lower bound on the competitive ratio that no online algorithm can beat.

H.5: Estimation I
Room: U1
Nonparametric Matrix Estimation With One-Sided Covariates [virtual]
Christina Lee Yu (Cornell University, USA)
Consider the task of matrix estimation in which an n-by-m matrix X is observed with sparsity p, and we would
like to estimate E[X], where E[Xu,i] = f(αu, βi) for some Hölder smooth function f. We consider the setting where
the row covariates alpha are unobserved yet the column covariates beta are observed. We provide an algorithm
and accompanying analysis which shows that our algorithm improves upon naively estimating each row separately when the number of rows is not too small. Furthermore when the matrix is moderately proportioned, our
algorithm achieves the minimax optimal nonparametric rate of an oracle algorithm that knows the row covariates. In simulated experiments we show our algorithm outperforms other baselines in low data regimes.

Maximum Likelihood Estimation of Optimal Receiver Operating Characteristic Curves From Likelihood Ratio Observations
Bruce Hajek and Xiaohan Kang (University of Illinois at Urbana-Champaign, USA)
The optimal receiver operating characteristic (ROC) curve, giving the maximum probability of detection as a function of the probability of false alarm, is a key information-theoretic indicator of the difficulty of a binary hypothesis testing problem (BHT). It is well known that the optimal ROC curve for a given BHT, corresponding to the
likelihood ratio test, is theoretically determined by the probability distribution of the observed data under each
of the two hypotheses. In some cases, these two distributions may be unknown or computationally intractable,
but independent samples of the likelihood ratio can be observed. This raises the problem of estimating the optimal ROC for a BHT from such samples. The maximum likelihood estimator of the optimal ROC curve is derived,
and it is shown to converge to the true optimal ROC curve in the Levy metric, as the number of observations
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tends to infinity. A classical empirical estimator, based on estimating the two types of error probabilities from
two separate sets of samples, is also considered. The maximum likelihood estimator is observed in simulation
experiments to be considerably more accurate than the empirical estimator, especially when the number of
samples obtained under one of the two hypotheses is small. The area under the maximum likelihood estimator
is derived; it is a consistent estimator of the true area under the optimal ROC curve.

Interaction Improves Two-Party Nonparametric Pointwise Density Estimation [virtual]
Jingbo Liu (University of Illinois at Urbana-Champaign, USA)
We characterize the minimax rates in two-party nonparametric pointwise density estimation in terms of the
communication costs, under either the one-way or interactive protocols. It is shown that allowing interactive
communications can strictly improve the minimax rate, a phenomenon not seen the parametric counterpart of
the problem (assuming that the parameters are fixed). Moreover, a few rounds of interactions achieve the interactive minimax rate: the number of rounds can grow as slowly as the super-logarithm (i.e., inverse tetration) of
k. The proof of the upper bound is based on a novel multi-round scheme for estimating the joint distribution of
a pair of biased Bernoulli variables.

Missing Mass Estimation From Sticky Channels
Prafulla Chandra and Andrew Thangaraj (Indian Institute of Technology Madras, India); Nived Rajaraman (University of California, Berkeley, USA)
Distribution estimation under error-prone or non-ideal sampling modelled as "sticky" channels have been studied recently motivated by applications such as DNA computing. Missing mass, the sum of probabilities of missing
letters, is an important quantity that plays a crucial role in distribution estimation, particularly in the large alphabet regime. In this work, we consider the problem of estimation of missing mass, which has been well-studied
under independent and identically distributed (i.i.d.) sampling, in the case when sampling is "sticky". Precisely,
we consider the scenario where each sample from an unknown distribution gets repeated a geometrically-distributed number of times. We characterise the minimax rate of Mean Squared Error (MSE) of estimating missing
mass from such sticky sampling channels. An upper bound on the minimax rate is obtained by bounding the risk
of a modified Good-Turing estimator. We derive a matching lower bound on the minimax rate by extending the
Le Cam method.

I.5: New Directions in Age of Information
Room: U3
State Amplification and Masking While Timely Updating
Omur Ozel (George Washington University, USA); Aylin Yener (Ohio State University, USA); Sennur Ulukus (University of Maryland, USA)
In status update systems, multiple features carried by the status updating process require pursuit of objectives
beyond timeliness measured by the age of information of updates. We consider such a problem where the transmitter sends status update messages through a noiseless binary energy harvesting channel that is equivalent to
a timing channel. The transmitter aims to amplify or mask the energy state information that is carried in the
updating process. The receiver extracts encoded information, infers the energy state sequence while maintaining
timeliness of status updates. Consequently, the timings of the updates must be designed to control the message
rate, the energy state uncertainty, and the age of information. We investigate this three-way trade-off between
the achievable rate, the reduction in energy arrival state uncertainty, and the age of information, for zero and
infinite battery cases.

Asymptotically Optimal On-Demand AoI Minimization in Energy Harvesting IoT Networks
Mohammad Hatami and Markus Leinonen (University of Oulu, Finland); Zheng Chen, Nikolaos Pappas
and Marian Codreanu (Linköping University, Sweden)
We consider a resource-constrained IoT network, where users make on-demand requests to a cache-enabled
edge node to send status updates about various random processes, each monitored by an energy harvesting
sensor. The edge node serves users' requests by either commanding the corresponding sensor to send a fresh
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status update or retrieving the most recently received measurement from the cache. We aim to find a control
policy at the edge node to minimize the average age of information (AoI) of the received measurements upon
requests, i.e., average on-demand AoI, subject to per-slot transmission and energy constraints. We develop a
low-complexity algorithm – termed relax-then-truncate – and prove that it is asymptotically optimal as the number of sensors goes to infinity. Numerical results assess the performance of the proposed method.

Timely Gossiping With File Slicing and Network Coding
Priyanka Kaswan and Sennur Ulukus (University of Maryland, USA)
We consider a system consisting of a large network of n users and a library of files, wherein inter-user communication is established based upon gossip mechanisms. Each file is initially present at exactly one node, which is
designated as the file source. The source gets updated with newer versions of the file according to an arbitrary
distribution in real time, and the other users in the network wish to acquire the latest possible version of the file.
We present a class of gossip protocols that achieve O(1) age at a typical node in a single-file system and O(n) age
at a typical node for a given file in an n-file system. We show that file slicing and network coding based protocols
fall under the presented class of protocols. Numerical evaluation results are presented to confirm the aforementioned bounds.

The Dissemination of Time-Varying Information Over Networked Agents With Gossiping
Melih Bastopcu, Seyed Rasoul Etesami and Tamer Başar (University of Illinois at Urbana-Champaign,
USA)
We consider information dissemination over a network of gossiping agents (nodes). In this model, a source keeps
the most up-to-date information about a time-varying binary state of the world, and n receiver nodes want to
follow the information at the source as accurately as possible. When the information at the source changes, the
source first sends updates to a subset of (m ≤ n) nodes. After that, the nodes share their local information during
the gossiping period to disseminate the information further. The nodes then estimate the information at the
source using the majority rule at the end of the gossiping period. To analyze information dissemination, we introduce a new error metric to find the average percentage of nodes that can accurately obtain the most up-todate information at the source. We characterize the equations necessary to obtain the steady-state distribution
for the average error. Through numerical results, we first show that when the source's transmission capacity m
is limited, gossiping can be harmful as it causes incorrect information to disseminate. We then find the optimal
gossip rates to minimize the average error for a fixed m.

J.5: Information Inequalities
Room: U8
Reversing Jensen's Inequality for Information-Theoretic Analyses
Neri Merhav (Technion, Israel)
We propose both an improvement and extensions of a reverse Jensen inequality due to Wunder et al. (2021).
The new proposed inequalities are fairly tight and reasonably easy to use in a wide variety of situations, as
demonstrated in several application examples that are relevant to information theory. Moreover, the main ideas
behind the derivations turn out to be applicable to generate bounds to expectations of multivariate convex/concave functions, as well as functions that are not necessarily convex or concave.

A New Proof of the Extremal Inequality [virtual]
Yinfei Xu (Southeast University, China); Guojun Chen (Southeast University & National Mobile Communications Research Laboratory, China); Shi Jin (Southeast University, China)
The extremal inequality approach plays a key role in network information theory problems. In this paper, we
propose a novel monotone path construction in product probability space. The optimality of Gaussian distribution is then established by standard perturbation arguments.
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A Mutual Information Inequality and Some Applications [virtual]
Ken Lau, Chandra Nair and David Ng (The Chinese University of Hong Kong, Hong Kong)
In this paper we derive an inequality relating linear combinations of mutual information between subsets of
mutually independent random variables and an auxiliary random variable. As corollaries of this inequality, we
obtain new results and generalizations and new proofs of known results.

An MMSE Lower Bound via Poincare Inequality
Ian Zieder and Alex Dytso (New Jersey Institute of Technology, USA); Martina Cardone (University of
Minnesota, USA)
This paper studies the minimum mean squared error (MMSE) of estimating X from the noisy observation Y, under
the assumption that the noise (i.e., Y|X) is a member of the exponential family. The paper provides a new lower
bound on the MMSE. Towards this end, an alternative representation of the MMSE is first presented, which is
argued to be useful in deriving closed-form expressions for the MMSE. This new representation is then used
together with the Poincare inequality to provide a new lower bound on the MMSE. Unlike, for example, the
Cramer-Rao bound, the new bound holds for all possible distributions on the input X. Moreover, the lower bound
is shown to be tight in the high-noise regime for the Gaussian noise setting under the assumption that X is subGaussian. Finally, several numerical examples are shown which demonstrate that the bound performs well in all
noise regimes.

Tuesday, June 28 11:40 - 13:00
A.6: Alex Vardy Special Session
Room: U5
PCR, Tropical Arithmetic, and Group Testing
Hsin-Po Wang, Ryan Gabrys and Alexander Vardy (University of California, San Diego, USA)
Polymerase chain reaction (PCR) testing is the gold standard for diagnosing COVID-19. Unfortunately, the outputs
of these tests are imprecise and therefore quantitative group testing methods, which rely on precise measurements, are not applicable. Motivated by the ever-increasing demand to identify individuals infected with SARSCoV-19, we propose a new model that leverages tropical arithmetic to characterize the PCR testing process. In
many cases, some of which are highlighted in this work, tropical group testing is provably more powerful than
traditional binary group testing in that it requires fewer tests than classical approaches, while additionally providing a mechanism to identify the viral load of each infected individual.

Bee Identification for DNA Strands
Johan Chrisnata (Nanyang Technological University, Singapore & Technion University, Israel); Han Mao
Kiah (Nanyang Technological University, Singapore); Alexander Vardy (University of California, San Diego, USA); Eitan Yaakobi (Technion, Israel)
Motivated by DNA-based applications, we study a generalization of the bee identification problem proposed by
Tandon et al. (2019). In this setup, we transmit all M codewords from a codebook over some channel and each
codeword results in N noisy outputs. Then our task is to identify each codeword from the MN noisy outputs.
First, via a reduction to a minimum-cost flow problem on a related flow network GN, we show that the problem
can be solved in O(M3) time in the worst case. Next, we consider the deletion channel and study the expected
number of edges in the network GN. Specifically, we obtain closed expressions for this quantity for certain codebooks and when the codebook comprises all binary words, we show that this quantity is sub-quadratic when the
deletion probability is less than 1/2. This then implies that the expected running time for this codebook is o(M 3).
For other codebooks, we develop methods to compute the expected number of edges efficiently. Finally, we
adapt classical peeling-decoding techniques to reduce the number of nodes and edges in G N.

50

Lower Bounds on the Redundancy of Linear Codes With Disjoint Repair Groups
Sankeerth Rao Karingula and Alexander Vardy (University of California, San Diego, USA); Mary
Wootters (Stanford University, USA)
An error correcting code exhibits the t-Disjoint Repair Group Property (t-DRGP) (for message symbols) if it is
possible to recover a single symbol of a codeword (message) in t ways, each from a disjoint set of symbols of the
codeword. The DRGP is a fundamental notion of locality in coding theory, and codes with the DRGP have found
applications in private information retrieval (PIR) and distributed storage. In this work we prove an impossibility
result on codes with the DRGP. We show that the redundancy of any code with the t-DRGP is Ω(√n) for all t ≥ 2.
Our bound is tight, even including the leading constant, for t = 2, and is tight up to a constant factor for t = O(1).
We also show an analogous result for binary codes with the t-DRGP for message symbols, which has applications
to PIR.
These results first appeared in 2016 and were never published. As our results have not yet been improved upon,
and have been referenced by multiple works over the years, we are prompted to publish them now. We hope
that publishing these results now will spur more work in the area, and in particular will lead to improved bounds.

Polar Coded Modulation via Hybrid Bit Labeling [virtual]
Hanwen Yao (University of California, San Diego, USA); Jinfeng Du (Nokia Bell Labs, USA); Alexander
Vardy (University of California, San Diego, USA)
The bit-interleaved coded modulation (BICM) and the multilevel coded modulation (MLC) are commonly used to
combine polar code with high order modulation. While BICM benefits from its simple design and the separation
of coding and modulation, MLC with polar code shows better performance under SC decoding. In this paper, we
propose a hybrid polar coded modulation scheme that lies between BICM and MLC, where a fraction of bits are
assigned to set-partition (SP) labeling and the remaining bits for Gray labeling. The SP labeled bits undergo sequential demodulation, using iterative demodulation and polar decoding similar to MLC, whereas the Gray labeled bits are first demodulated in parallel and then sent for decoding similar to BICM. Either polar codes or
other channel codes (such as LDPC codes) can be used for the Gray labeled bits. For length 2048 rate 1/2 polar
code on 256-QAM, the performance gap between BICM (Gray labeling only) and MLC (SP labeling only) can be
almost fully closed by the hybrid scheme, where our hybrid scheme has a latency advantage over MLC. This
performance gain for polar code on high order modulation makes the proposed scheme attractive for future
communication systems such as 6G.

B.6: Insertions and Deletions II
Room: U6
Zero Deletion/Insertion Codes and Zero Error Capacity
Luca G. Tallini (Università di Teramo, Italy); Nawaf A Alqwaifly and Bella Bose (Oregon State University,
USA)
In this paper the theory and design of codes capable of correcting t insertion/deletion of the symbol 0 in each
and every bucket of zeros (i.e., zeros in between two consecutive ones) are studied. It is shown that this problem
is related to the zero error capacity achieving codes in limited magnitude error channel. Close to optimal nonsystematic code designs and the encoding/decoding algorithms are described.

Sequence Reconstruction Problem for Deletion Channels: A Complete Asymptotic Solution
Van Long Phuoc Pham, Keshav Goyal and Han Mao Kiah (Nanyang Technological University, Singapore)
Transmit a codeword x, that belongs to an ℓ-1-deletion-correcting code of length n, over a t-deletion channel for
some 1 ≤ ℓ ≤ t < n. Levenshtein, in 2001, proposed the problem of determining N(n, ℓ, t)+1, the minimum number
of distinct channel outputs required to uniquely reconstruct x. Prior to this work, N(n, ℓ, t) is known only when
ℓ ∈ {1, 2}. Here, we provide an asymptotically exact solution for all values of ℓ and t. Specifically, we show that
N(n, ℓ, t) = (2ℓ)!/ℓ!ℓ!(t-ℓ)! nt-ℓ - O(nt-ℓ-1) and in the special instance where ℓ = t, we show that N(n, ℓ, ℓ) =
(2ℓ)!/ℓ!ℓ!. We also provide a conjecture on the exact value of N(n, ℓ, t) for all values of n, ℓ, and t.
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Genomic Compression With Decoder Alignment Under Single Deletion and Multiple Substitutions
Yotam Gershon and Yuval Cassuto (Technion, Israel)
We address the problem of compressing genomic read data produced by modern shotgun sequencing technologies, where a reference genome, closely similar to the sequenced one, is available only at the decoder. This
problem, addressed by distributed source coding techniques, requires an alignment and validation layer in the
decoder. In this work, we extend a previous work, to allow a single deletion along with the previously addressed
multiple substitutions. The results include a new distance for efficient alignment under deletion and substitutions, a derivation of the exact distribution of this distance on random sequences, as well as procedures to recover the read from multiple invocations of a substitutions-only decoder.

List-Decodable Codes for Single-Deletion Single-Substitution With List-Size Two
Wentu Song, Kui Cai and Thanh Tuan Nguyen (Singapore University of Technology and Design, Singapore)
In this paper, we present an explicit construction of list-decodable codes for single-deletion and single-substitution with list size two and redundancy 3 log n + 4, where n is the block length of the code. Our construction has
lower redundancy than the best known explicit construction by Gabrys et al. (arXiv 2021), whose redundancy is
4 log n + O(1).

C.6: Coded Computing II
Room: U7
An Integrated Method to Deal With Partial Stragglers and Sparse Matrices in Distributed Computations [virtual]
Anindya Bijoy Das and Aditya Ramamoorthy (Iowa State University, USA)
The speed of distributed matrix computations over large clusters is often dominated by the stragglers (slow or
failed worker nodes). Several techniques based on coding theory have been introduced to mitigate the straggler
issue where every worker node is assigned smaller task(s) of multiplying encoded submatrices of the original
matrices. However, many of these methods consider the stragglers as erasures, i.e., they discard the potentially
useful partial computations done by the slower workers. Moreover, the “input” matrices can be sparse in many
scenarios. In this case encoding schemes that combine a large number of input submatrices can adversely affect
the worker computation time. In this work, we proposed an integrated approach which addresses both of the
issues mentioned above. We allow limited amount of encoding for the submatrices of both A and B; this helps
us to preserve the sparsity of the encoded matrices, so that the worker computation can be fast. Our approach
provides a trade-off between straggler resilience and worker computation speed, while utilizing partial computations at the workers. Crucially, at one operating point we can ensure that the failure resilience of the system is
optimal. Comprehensive numerical analysis done in Amazon Web Services (AWS) cluster confirms the superiority
of our approach when compared with previous methods.

Coded Wireless Distributed Computing via Interference Alignment [virtual]
Kai Yuan and Youlong Wu (ShanghaiTech University, China)
In this paper, we propose a coded parallel computing scheme (CPC) for the wireless MapReduce system where
multiple nodes simultaneously exchange information via a wireless interference network. The CPC scheme is
based on the coded distributed computing scheme proposed by Li et al., followed by interference alignment to
cancel interference caused by the concurrent transmission. It is shown that the CPC can significantly reduce the
communication latency by jointly exploiting the parallel transmission and coded multicasting opportunities. Different from the previous coded computing schemes whose communication latency increase with the total number of computing nodes K, the communication latency of the CPC scheme decreases with K when K is relatively
large. As K tends to infinity, all previous schemes achieve constant communication latency, while the CPC scheme
approaches zero communication latency.
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An Improved Capacity Bound for Secure Network Function Computation [virtual]
Xuan Guang and Yang Bai (Nankai University, China); Raymond W. Yeung (The Chinese University of
Hong Kong, Hong Kong)
The problem of secure network function computation over a directed acyclic network is investigated in this paper. In such a network, a sink node desires to compute with zero error a target function f, of which the inputs
are generated at multiple source nodes, while a wiretapper, who can access any one but not more than one
wiretap set in a given collection of wiretap sets, obtains no information about the source inputs. The secure
computing rate of a secure function-computing network code is the average number of times the target function
can be securely computed for one use of the network. In the paper, we are interested in securely computing
linear functions with the wiretapper who can eavesdrop any subset of edges up to a certain size r, referred to as
the security level. We obtain an improved upper bound on the secure computing capacity, which is applicable to
arbitrary network topologies and arbitrary security levels. When the security level r is equal to 0, our improved
upper bound reduces to the computing capacity without security consideration. Furthermore, by applying the
improved upper bound, we obtain a non-trivial upper bound on the maximum security level such that the function can be securely computed with a positive rate. We also present a lower bound on the secure computing
capacity and give some sufficient conditions in terms of the network topology on the tightness of the lower
bound. Together with the improved upper bound, the secure computing capacity for a class of security models
can be fully characterized.

Distributed Matrix-Vector Multiplication With Sparsity and Privacy Guarantees
Marvin Xhemrishi, Rawad Bitar and Antonia Wachter-Zeh (Technical University of Munich, Germany)
We consider the problem of designing a coding scheme that allows both sparsity and privacy for distributed
matrix-vector multiplication. Perfect information-theoretic privacy requires encoding the input sparse matrices
into matrices distributed uniformly at random from the considered alphabet; thus destroying the sparsity. Computing matrix-vector multiplication for sparse matrices is known to be fast. Distributing the computation over
the non-sparse encoded matrices maintains privacy, but introduces artificial computing delays. In this work, we
relax the privacy constraint and show that a certain level of sparsity can be maintained in the encoded matrices.
We consider the chief/worker setting while assuming the presence of two clusters of workers: one is completely
untrusted in which all workers collude to eavesdrop on the input matrix and in which perfect privacy must be
satisfied; in the partly trusted cluster, only up to z workers may collude and to which revealing small amount of
information about the input matrix is allowed. We design a scheme that trades sparsity for privacy while achieving the desired constraints. We use cyclic task assignments of the encoded matrices to tolerate partial and full
stragglers.

E.6: Information Theoretic Security II
Room: U356
Arithmetic Network Coding for Secret Sum Computation [virtual]
Sijie Li and Cheuk Ting Li (The Chinese University of Hong Kong, Hong Kong)
We consider a network coding problem where the destination wants to recover the sum of the signals (Gaussian
random variables or random finite field elements) at all the source nodes, but the sum must be kept secret from
an eavesdropper that can wiretap on a subset of edges. This setting arises naturally in sensor networks and federated learning, where the secrecy of the sum of the signals (e.g. weights, gradients) may be desired. While the
case for finite field can be solved, the case for Gaussian random variables is surprisingly difficult. We give a simple
conjecture on the necessary and sufficient condition under which such secret computation is possible for the
Gaussian case, and prove the conjecture when the number of wiretapped edges is at most 2.

The Secrecy Capacity of the Gaussian Wiretap Channel With Rate-Limited Help at the Decoder
Sergey Loyka (University of Ottawa, Canada); Neri Merhav (Technion, Israel)
The Gaussian wiretap channel with rate-limited help available at the legitimate receiver (decoder) is studied
under various channel configurations (degraded, reversely degraded and non-degraded). In all considered cases
but one, the rate-limited help results in a secrecy capacity boost equal to the help rate. This holds irrespective
whether the help is secure or not, so that secure help does not provide any advantage over non-secure one. The
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secrecy capacity is positive for the reversely-degraded channel (where the no-help secrecy capacity is zero) and
no wiretap coding is needed to achieve it. More noise at the legitimate receiver can sometimes result in higher
secrecy capacity. The same secrecy capacity boost also holds if non-secure help is available to the transmitter
(encoder), in addition to or instead of the receiver help.

Encoding Individual Sequences for the Wiretap Channel
Neri Merhav (Technion, Israel)
We consider the problem of encoding an individual source sequence for the degraded wiretap channel using
encoders and decoders that can be implemented as finite-state machines. Our first main result is a converse
bound for reliable and secure transmission in terms of the given source sequence, the bandwidth expansion
factor, the secrecy capacity, and the numbers of states of the encoder and the decoder. The bound is asymptotically achievable by Lempel-Ziv compression followed by good channel coding for the wiretap channel. Given that
the lower bound is saturated, we also derive a lower bound on the minimum necessary rate of purely random
bits needed for local randomness at the encoder in order to meet the security constraint. This bound too is
achieved by the same achievability scheme. Finally, we extend the main results to the case where the legitimate
decoder has access to a side information sequence, which is another individual sequence, and a noisy version of
the side information sequence leaks to the wiretapper.

Matched Information Rate Codes for Binary-Input Intersymbol Interference Wiretap Channels
Aria Nouri and Reza Asvadi (Shahid Beheshti University, Iran)
A two-stage concatenated coding scheme is proposed for reliable and secure transmission over intersymbol interference wiretap channels (ISI-WTCs). We show that the ultimate bound on the secure rate of linear block
codes over ISI-WTCs is achieved by an independent and uniformly distributed (i.u.d.) input process. Aiming to
exceed the i.u.d. secure rate, the proposed scheme comprises an inner trellis code and an outer coset code. The
inner stage emulates a Markov process for achieving the constrained secrecy capacity of the ISI-WTC. In contrast,
the outer stage using low-density parity-check (LDPC) codes with the syndrome decoding of these codes satisfies
the so-called weak secrecy criterion. The degree distributions of the LDPC codes are designed to essentially vanish the obtained upper bound on the rate of information leakage. A developed density evolution over the ISIWTC confirms the secrecy and the reliability efficiency of the proposed coding scheme at secure rates close to
the constrained secrecy capacity of these channels.

F.6: Quantum III
Room: U358
Commitment Capacity of Classical-Quantum Channels [virtual]
Masahito Hayashi (Southern University of Science and Technology, China); Naqueeb Warsi (Indian Statistical Institute, India)
We study commitment scheme for classical-quantum channels. To accomplish this we define various notions of
commitment capacity for these channels and prove matching upper and lower bound on it in terms of the conditional entropy. Our achievability (lower bound) proof is quantum generalisation of the work of one of the authors (arXiv:2103.11548) which studied the problem of secure list decoding and its application to bit-string commitment. The techniques we use in the proof of converse (upper bound) is similar in spirit to the techniques
introduced by Winter, Nascimento and Imai (Cryptography and Coding 2003) to prove upper bound on the commitment capacity of classical channels. However, generalisation of this technique to the quantum case is not so
straightforward and requires some new constructions, which can be of independent interest.

Entanglement-Assisted Quantum Error-Correcting Codes Over Local Frobenius Rings
Tania Sidana and Navin Kashyap (Indian Institute of Science, India)
In this paper, we provide a framework to construct entanglement-assisted quantum error-correcting codes
(EAQECCs) from classical additive codes over a finite commutative local Frobenius ring. We give a formula for the
minimum number of entanglement qudits required to construct an EAQECC from an additive code over a finite
Galois ring. This significantly extends known results for EAQECCs over finite fields.
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Quantum Codes Construction From Skew Polycyclic Codes
Shikha Patel and Om Prakash (Indian Institute of Technology Patna, India)
In this paper, we establish the relation between skew polycyclic and skew sequential codes over a finite field. We
prove that with different induced vectors right Θ-polycyclic codes are left Θ-1-polycyclic codes. Further, we characterize the condition under which a code is both left and right skew polycyclic with same induced vectors. Moreover, an analogous study is also discussed for skew sequential codes. Finally, to show the novelty of these codes
many examples of “MDS (Maximum Distance Separable)” codes are provided. Further, as an application of these
codes we construct quantum codes with good parameters.

The Quantum MAC With Cribbing Encoders
Uzi Pereg, Christian Deppe and Holger Boche (Technical University of Munich, Germany)
Communication over a quantum multiple-access channel (MAC) with cribbing encoders is considered, whereby
Transmitter 2 performs a measurement on a system that is entangled with Transmitter 1. Based on the no-cloning theorem, perfect cribbing is impossible. This leads to the introduction of a MAC model with noisy cribbing. In
the causal and non-causal cribbing scenarios, Transmitter 2 performs the measurement before the input of Transmitter 1 is sent through the channel. Hence, Transmitter 2's cribbing may inflict a "state collapse" for Transmitter
1. Achievable regions are derived for each setting. Furthermore, a regularized capacity characterization is established for robust cribbing, i.e. when the cribbing system contains all the information of the channel input, and a
partial decode-forward region for non-robust cribbing. For the classical-quantum (c-q) MAC with cribbing encoders, the capacity region is determined with perfect cribbing of the classical input, and a cutset region is derived
for noisy cribbing.

G.6: Group Testing II
Room: U4
Group Testing With Blocks of Positives
Thach Van Bui, Yeow Meng Chee, Jonathan Scarlett and Van Khu Vu (National University of Singapore,
Singapore)
The main goal of group testing is to identify a small number of positive items among a large population of n items.
In this work, we consider a new model of group testing in which the input items are linearly ordered, and the
positives are subsets of small blocks (at unknown locations) of consecutive items over that order. When the
number of blocks is at least one and at most k, and the number of items in a block is at most d, we show that
there exists a deterministic and explicit design that can identify the positives with O(k 2 d log(n/d)) tests in
O(poly(k, n/d) + k d) time. The number of tests in our proposed design is less than that of in standard combinatorial group testing by a factor of at least d/log(kd). We also show that there exists a randomized design that can
identify the positives with O(k (log(n/d) + d log k)) tests in O(k (log2(n/d) + k log k + d log k)) time with high
probability.

Combining Binary Classifiers Leads to Nontransitive Paradoxes
Bijan Mazaheri, Siddharth Jain, Matthew Cook and Jehoshua Bruck (California Institute of Technology,
USA)
We study collections of binary classifiers trained on different pairs of target classes and observe cases of nontransitive disagreement. Noting a similar phenomenon in voting theory, we seek to understand how this nontransitivity emerges from aggregation and the limits of its behavior. We prove that a previously developed framework, called expert graphs, is equivalent to a framework used in voting theory called linear ordering graphs
(LOGs). Finally, we show that the curl condition, which limits the degree of nontransitivity in expert graphs and
LOGs, precisely characterizes the maximum possible nontransitivity in two types of planar graphs, namely triangulated cycles and wheel graphs, and we conjecture that it does so for all planar graphs.

Exact Recovery Threshold in Dynamic Binary Censored Block Model
Javad Zahedi Moghaddam, Mohammad Esmaeili and Aria Nosratinia (University of Texas at Dallas,
USA)
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This paper considers community detection in the dynamic binary censored block model. Under this model, the
graph is observed at successive times (snapshots), and the node label in the current snapshot is dependent on
the same node label in the previous 𝜏 snapshots. In this paper, the maximum likelihood estimator of the current
node labels is obtained under this model, subject to the observation of the graph in the present and past snapshots, and the exact recovery conditions are derived. Relaxing the maximum likelihood estimator, a semidefinite
programming algorithm is proposed for community detection. In the asymptotic regime, a sufficient condition
for exact recovery is obtained using the semidefinite programming estimator, which is shown to asymptotically
match the sufficient conditions for exact recovery.

Error-Correcting Locating Arrays for Interaction Fault Location in Combinatorial Testing
Xiao-Nan Lu (University of Yamanashi, Japan); Masakazu Jimbo (Institute of Statistical Mathematics,
Japan)
A new notion, error-correcting locating arrays (ECLAs), is presented for locating interaction faults in componentbased systems using combinatorial testing. Error tolerances of commonly used combinatorial arrays for testing
such as covering arrays and locating arrays are discussed. Moreover, coding-theoretic characterization and constructions for ECLAs are proposed. Lastly, it is shown that multi-value Paley matrices can be used as ECLAs with
high error tolerances for which the proof is based on character sums in finite fields.

H.6: Estimation II
Room: U1
Robust Estimation for Non-Parametric Families via Generative Adversarial Networks
Banghua Zhu (University of California, Berkeley & Tsinghua University, China); Jiantao Jiao and Michael
Jordan (University of California, Berkeley, USA)
We provide a general framework for designing Generative Adversarial Networks (GANs) to solve high dimensional robust statistics problems, which aim at estimating unknown parameter of the true distribution given adversarially corrupted samples. Prior work focus on the problem of robust mean and covariance estimation when
the true distribution lies in the family of Gaussian distributions or elliptical distributions, and analyze depth or
scoring rule based GAN losses for the problem. Our work extend these to robust mean estimation, second moment estimation, and robust linear regression when the true distribution only has bounded Orlicz norms, which
includes the broad family of sub-Gaussian, sub-Exponential and bounded moment distributions. We also provide
a different set of sufficient conditions for the GAN loss to work: we only require its induced distance function to
be a cumulative density function of some light-tailed distribution, which is easily satisfied by neural networks
with sigmoid activation. In terms of techniques, our proposed GAN losses can be viewed as a smoothed and
generalized Kolmogorov-Smirnov distance, which overcomes the computational intractability of the original Kolmogorov-Smirnov distance used in the prior work.

Lower-Bounds on the Bayesian Risk in Estimation Procedures via f-Divergences
Adrien Vandenbroucque (Entropica Labs, Switzerland); Amedeo R Esposito and Michael Gastpar (EPFL,
Switzerland)
We consider the problem of parameter estimation in a Bayesian setting and propose a general lower-bound that
includes part of the family of f-Divergences. The results are then applied to specific settings of interest and compared to other notable results in the literature. In particular, we show that the known bounds using Mutual
Information can be improved by using, for example, Maximal Leakage, Hellinger divergence, or generalizations
of the Hockey-Stick divergence.

The Pisarenko Spectral Estimation Method: Extension to AR Vector Processes
Jesús Gutiérrez-Gutiérrez, Adam Podhorski, Xabier Insausti and Marta Zárraga-Rodríguez (Tecnun, University of Navarra, Spain)
In this paper the Pisarenko spectral estimation method for wide sense stationary (WSS) 1-dimensional (scalar)
processes is extended to autoregressive (AR) multidimensional (vector) processes.
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Robust Mean Estimation in High Dimensions: An Outlier Fraction Agnostic and Efficient Algorithm
Aditya Deshmukh (University of Illinois at Urbana-Champaign, USA); Jing Liu (University of Illinois &
Coordinated Science Lab, USA); Venugopal Veeravalli (University of Illinois at Urbana-Champaign, USA)
The problem of robust mean estimation in high dimensions is studied, in which a certain fraction (less than half)
of the datapoints can be arbitrarily corrupted. Motivated by compressive sensing, the robust mean estimation
problem is formulated as the minimization of the l0-'norm' of an outlier indicator vector, under a second moment
constraint on the datapoints. The l0-'norm' is then relaxed to the lp-norm (0 < p ≤ 1) in the objective, and it is
shown that the global minima for each of these objectives are order-optimal and have optimal breakdown point
for the robust mean estimation problem. Furthermore, a computationally tractable iterative lp-minimization and
hard thresholding algorithm is proposed that outputs an order-optimal robust estimate of the population mean.
The proposed algorithm (with breakdown point ≈ 0.3) does not require prior knowledge of the fraction of outliers, in contrast with most existing algorithms, and for p = 1 it has near-linear time complexity. Both synthetic and
real data experiments demonstrate that the proposed algorithm outperforms state-of-the-art robust mean estimation methods.

I.6: Topics in Coded Caching I
Room: U3
An Improved Coded Caching Scheme for Partially Cooperative D2D Networks
Aniruddha Phatak and Mahesh K Varanasi (University of Colorado Boulder, USA)
A model of device-to-device (D2D) coded caching in which only a subset of users transmit information during the
D2D transmission process was recently introduced. Such networks are referred to as partially cooperative D2D
networks. Tebbi and Sung proposed a coded caching achievability scheme for such networks that enables all
users to obtain their respective file demands. This is done by forming user sets and employing some of the transmitting users to compensate for the non-transmitting users in each such user set. In this paper, we show that
this approach is sub-optimal. In particular, we show that by forming groups of such user sets that satisfy certain
properties, it is possible to exploit additional coding opportunities across all the user sets in that group that are
not exploited in the previously proposed scheme. We also show how to construct such groups and characterize
the resulting improvement in the device-to-device transmission rate.

An Improved Lower Bound for Device-To-Device Coded Caching
Aniruddha Phatak and Mahesh K Varanasi (University of Colorado Boulder, USA)
Device-to-device (D2D) coded caching is considered in which there is a server hosting a library of files and a set
of users. Each user equipped with cache memory of equal size. The system operates in two phases: first, the
placement phase, in which the users' cache memory is filled with data from the file library, followed by the delivery phase, in which each user demands one file from the library. These demands are then satisfied via user-touser multicast transmissions only, without any involvement from the central server. For such a system, we obtain
a novel lower bound on the optimal D2D sum rate. Moreover, the best known achievable D2D sum rate is shown
to be within a constant multiplicative factor of 3.17 of our lower bound, improving upon the previously best
known lower bound. Hence, the result in this paper further closes the gap between the best known achievable
sum rate and the optimal sum rate for D2D coded caching.

On Coded Caching Systems With Offline Users
Yinbin Ma and Daniela Tuninetti (University of Illinois at Chicago, USA)
Coded caching is a technique that leverages locally cached contents at the users to reduce the network's peaktime communication load. Coded caching achieves significant performance gains compared to uncoded caching
schemes and is thus a promising technique to boost performance in future networks. In the original model introduced by Maddah-Ali and Niesen (MAN), a server stores multiple files and is connected to multiple cache-aided
users through an error-free shared link; once the local caches have been filled and all users have sent their demand to the server, the server can start sending coded multicast messages to satisfy all users' demands. A practical limitation of the original MAN model is that it halts if the server does not receive all users' demands, which
is the limiting case of asynchronous coded caching when the requests of some users arrive with infinite delay. In
this paper we formally define a coded caching system where some users are offline. We propose achievable and

57

converse bounds for this novel setting and show under which conditions they meet, thus providing an optimal
solution, and when they are to within a constant multiplicative gap of two. Interestingly, when optimality can be
be shown, the optimal load-memory tradeoff only depends on the number active users, and not on the total
(active plus offline) number of users.

Coded Caching Does Not Generally Benefit From Selfish Caching
Federico Brunero and Petros Elia (EURECOM, France)
In typical coded caching scenarios, the content of a central library is assumed to be of interest to all receiving
users. However, in a realistic scenario the users may have diverging interests which may intersect to various
degrees. What happens for example if each file is of potential interest to, say, 40% of the users and each user
has potential interest in 40% of the library? What if then each user caches selfishly only from content of potential
interest? In this work, we formulate the symmetric selfish coded caching problem, where each user naturally
makes requests from a subset of the library, which defines its own file demand set (FDS), and caches selfishly
only contents from its own FDS. For the scenario where the different FDSs symmetrically overlap to some extent,
we propose a novel information-theoretic converse that reveals, for such general setting of symmetric FDS structures, that selfish coded caching yields a load performance which is strictly worse than that in standard coded
caching.

J.6: Broadcast Channels
Room: U8
Blahut-Arimoto Algorithms for Computing Capacity Bounds of Broadcast Channels [virtual]
Yanqing Liu and Yanlin Geng (State Key Lab. of ISN, Xidian University, China)
The computation of inner and outer bounds to capacity regions of broadcast channels is difficult due to the nonconvexity of expressions. In this work, with the help of a Terkelsen-type minimax theorem, we develop a BlahutArimoto algorithm to evaluate the supporting hyperplanes of the superposition coding region. Then we extend
the algorithm to calculate the sum-rate of Marton's inner bound, and the supporting hyperplanes of UV outer
bound.

Capacity of 3-User Linear Computation Broadcast Over Fq With 1D Demand and Side-Information
Yuhang Yao and Syed Ali Jafar (University of California, Irvine, USA)
The linear computation broadcast (LCBC) problem studied in this work is comprised of a d dimensional data
vector X that is stored at a server, and 3 users, such that the k-th user, k ∈ [1:3], has 1 dimensional demand Wk
= XT vk and 1 dimensional side-information Wk' = XT vk', that are arbitrary linear combinations of the data vector
over a finite field Fq. The optimal broadcast cost Δ^ is the minimum amount of information that the server must
broadcast in order to satisfy all three users' demands. The main result of this work is the exact characterization
of Δ*, which is shown to only take one of the values: 0, 1, 1.5, 2, 3 in all cases. In contrast to the 2 user setting
previously studied by Sun and Jafar, it turns out that in the 3 user LCBC, scalar linear coding is insufficient to
construct optimal achievable schemes, and the entropic formulation (where the entropies of all subsets of (W1,
W2, W3, W1', W2', W3') are specified, but not their functional forms) is insufficient to obtain a tight converse.
Instead, we need vector coding and functional submodularity, especially in those cases where Δ* = 1.5. Remarkably, for a given dimensional specification d, while Δ* can take different values depending on the realizations of
(vk, vk'), almost all realizations over a large field yield the same Δ* as a function of d, which happens to be 0, 1,
1.5, 2, 2, 3 for d = 1, 2, 3, 4, 5, 6+, respectively.

An Achievable Rate Region for a $3-$User Classical-Quantum Broadcast Channel
Arun Padakandla (University of Tennessee, USA)
We consider the scenario of communicating on a 3-user classical-quantum broadcast channel. We undertake an
information theoretic study and focus on the problem of characterizing an inner bound to its capacity region. We
design a new coding scheme based partitioned coset codes - an ensemble of codes possessing algebraic properties. Analyzing its information-theoretic performance, we characterize a new inner bound. We identify examples
for which the derived inner bound is strictly larger than that achievable using IID random codes.
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Byzantine Consensus Over Broadcast Channels (JKW Award Finalist)
Neha Sangwan (Tata Institute of Fundamental Research, India); Varun Narayanan (Technion, Israel);
Vinod M Prabhakaran (Tata Institute of Fundamental Research, India)
We study communication with consensus over the two-receiver broadcast channel - the receivers reliably decode
the sender's message when the sender is honest, and their decoder outputs agree even if the sender acts maliciously. We characterize the broadcast channels which permit this byzantine consensus and determine their capacity.

Tuesday, June 28 14:30 - 15:50
A.7: Graphs and Codes
Room: U5
On the Feasible Region of Efficient Algorithms for Attributed Graph Alignment
Ziao Wang and Ning Zhang (University of British Columbia, Canada); Weina Wang (Carnegie Mellon
University, USA); Lele Wang (University of British Columbia, Canada)
Graph alignment aims at finding the vertex correspondence between two correlated graphs, a task that frequently occurs in graph mining applications such as social network analysis. Attributed graph alignment is a variant of graph alignment, in which publicly available side information or attributes are exploited to assist graph
alignment. Existing studies on attributed graph alignment focus on either theoretical performance without computational constraints or empirical performance of efficient algorithms. This motivates us to investigate efficient
algorithms with theoretical performance guarantee. In this paper, we propose two polynomial-time algorithms
that exactly recover the vertex correspondence with high probability. The feasible region of the proposed algorithms is near optimal compared to the information-theoretic limits. When specialized to the seeded graph alignment problem, the proposed algorithms strictly improve the best known feasible region for exact alignment by
polynomial-time algorithms.

Analysis of Non-Binary High-Rate Repetition-Parity-Parity Codes Over the BEC
Iryna Andriyanova (CY Cergy Paris University & ENSEA, CNRS, France); Charly Poulliat (INP - ENSEEIHT
Toulouse, France)
A new class of doubly-generalized LDPC codes over extended code alphabets has been recently proposed in
[Rezqui et al. 2021].These codes have been shown to have good asymptotic and minimum distance properties in
the range of high code rates, and their structure is solely based on non-binary repetition and parity-check component codes. In this work we go further in the investigation of the new code class, called Repetition-parityParity (RPP) in the rest of the paper, by extending the definition of [Rezqui et al. 2021] to irregular degree distributions. One performs the asymptotic decoding analysis of the RPP ensemble over the binary erasure channel
and formulates a degree distribution optimization problem by means of an approximated EXIT analysis.Some
insights on the stability, minimum distance properties and low complexity encoding and decoding of RPP codes
have been also developed.

c3-Locally Testable Codes From Lossless Expanders
Ting-Chun Lin (University of California, San Diego, USA); Min-Hsiu Hsieh (University of Technology Sydney, Australia)
A locally testable code (LTC) is an error correcting code with a property tester. The tester tests if a word is a
codeword by reading constant random bits and rejects the word with probability proportional to the distance
from the word to the closest codeword. An important open question until recently is whether there exist c 3-LTCs
which are LTCs with a constant rate, constant relative distance, and constant locality. In this work, we construct
a new LTC family using 1-sided lossless expanders and balanced products.

Some Results on Maximally Recoverable Codes With Locality and Hierarchical Locality
D. Shivakrishna and V. Lalitha (IIIT Hyderabad, India)
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Codes with locality allow for efficient recovery from single node failures by minimizing the number of nodes
accessed to repair a failed node. These codes can also be extended to handle multiple erasures. Codes with
hierarchical locality are another extension of codes with locality, which offer multiple levels of locality as the
number of erasures increase. Maximally recoverable codes (MRC) are a class of codes, which satisfy the locality
property and in addition also recover from all information theoretically recoverable erasure patterns. In this
work, we construct MRC with hierarchical locality based on generator matrices of linearized Reed-Solomon codes
and the field size is better than the earlier known construction. We also give a random construction of MRC with
hierarchical locality and characterize the field size required. Finally, we present sparse generator matrices for
MRC with locality ad also sparse and balanced generator matrices for MRC with locality parameter 2 for large set
of parameters.

B.7: Message Passing I
Room: U6
Warm-Starting in Message Passing Algorithms
Nikolajs Skuratovs and Mike E Davies (University of Edinburgh, United Kingdom)
Vector Approximate Message Massing (VAMP) provides the means of solving a linear inverse problem in a Bayesoptimal way assuming the measurement operator is sufficiently random. However, VAMP requires implementing
the linear minimum mean squared error (LMMSE) estimator at every iteration, which makes the algorithm intractable for large-scale problems. In this work, we present a class of warm-started (WS) methods that provides
a scalable approximation of LMMSE within VAMP. We show that a Message Passing (MP) algorithm equipped
with a method from this class can converge to the fixed point of VAMP while having a per-iteration computational
complexity proportional to that of AMP. Additionally, we provide the Onsager correction and a multi-dimensional
State Evolution for MP utilizing one of the WS methods. Lastly, we show that the approximation approach used
in the recently proposed Memory AMP (MAMP) algorithm is a special case of the developed class of WS methods.

Analysis of Symbol Message Passing LDPC Decoder for the Poisson PPM Channel
Emna Ben Yacoub (Technical University of Munich, Germany); Balazs Matuz (German Aerospace Center, Germany)
A simple decoding algorithm, dubbed symbol message passing decoder, is studied for q-ary low-density paritycheck codes over the q-ary Poisson pulse-position modulation channel. The messages in the decoder are symbols
from the finite field 𝔽q. To improve performance, a second decoder with an extended message set E ∪ 𝔽q is also
investigated, where E denotes an erasure. Thresholds within 1.3 dB from the Shannon limit are obtained for low
field orders.

Adaptive Importance Sampling Message Passing
Semih Akbayrak, Ismail Senoz and Bert de Vries (Eindhoven Univ. of Technology, The Netherlands)
The aim of Probabilistic Programming (PP) is to automate inference in probabilistic models. One efficient realization of PP-based inference concerns variational message passing-based (VMP) inference in a factor graph. VMP
is efficient but in principle only leads to closed-form update rules in case the model consists of conjugate and/or
conditionally conjugate factor pairs. Recently, Extended Variational Message Passing (EVMP) has been proposed
to broaden the applicability of VMP by importance sampling-based particle methods for non-linear and nonconjugate factor pairs. EVMP automates the importance sampling procedure by employing forward messages as
proposal distributions, which unfortunately may lead to inaccurate estimation results and numerical instabilities
in case the forward message is not a good representative of the unknown correct posterior. This paper addresses
this issue by integrating an adaptive importance sampling procedure with message passing-based inference. The
resulting method is a hyperparameter-free approximate inference engine that combines recent advances in stochastic adaptive importance sampling and optimization methods. We provide an implementation for the proposed method in the Julia package ForneyLab.jl.

Error-and-Erasure Decoding of Product or Staircase Codes with Simplified Extrinsic Message Passing
Sisi Miao, Lukas Rapp and Laurent Schmalen (Karlsruhe Institute of Technology, Germany)
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The decoding performance of product codes or staircase codes based on iterative bounded-distance decoding
(iBDD) can be improved with the aid of a moderate amount of soft information, maintaining a low decoding
complexity. One promising approach is error-and-erasure (EaE) decoding, whose performance can be reliably
estimated with density evolution (DE). However, the extrinsic message passing (EMP) decoder required by the
DE analysis entails a much higher complexity than the simple intrinsic message passing (IMP) decoder. In this
paper, we simplify the EMP decoding algorithm for the EaE channel for two commonly-used EaE decoders by
deriving the EMP decoding results from the IMP decoder output and some additional logical operations based
on the algebraic structure of the component codes and the EaE decoding rule. Simulation results show that the
number of BDD steps is reduced to being comparable with IMP. Furthermore, we propose a heuristic modification of the EMP decoder that reduces the complexity further. In numerical simulations, the decoding performance of the modified decoder yields up to 0.25 dB improvement compared to standard EMP decoding.

C.7: Coded Computing III
Room: U7
Analog Secure Distributed Matrix Multiplication Over Complex Numbers
Okko Makkonen and Camilla Hollanti (Aalto University, Finland)
This work considers the problem of distributing matrix multiplication over the real or complex numbers to helper
servers, such that the information leakage to these servers is close to being information-theoretically secure.
These servers are assumed to be honest-but-curious, i.e., they work according to the protocol, but try to deduce
information about the data. The problem of secure distributed matrix multiplication (SDMM) has been considered in the context of matrix multiplication over finite fields, which is not always feasible in real world applications. We present two schemes, which allow for variable degree of security based on the use case and allow for
colluding and straggling servers. We analyze the security and the numerical accuracy of the schemes and observe
a trade-off between accuracy and security.

Adaptive Gap Entangled Polynomial Coding for Multi-Party Computation at the Edge
Elahe Vedadi (University of Illinois at Chicago, USA); Yasaman Keshtkarjahromi (Seagate Technology,
Storage Research Group, USA); Hulya Seferoglu (University of Illinois at Chicago, USA)
Multi-party computation (MPC) is promising for designing privacy-preserving machine learning algorithms at
edge networks. An emerging approach is coded-MPC (CMPC), which advocates the use of coded computation to
improve the performance of MPC in terms of the required number of workers involved in computations. The
current approach for designing CMPC algorithms is to merely combine efficient coded computation constructions
with MPC. Instead, we propose a new construction; Adaptive Gap Entangled polynomial (AGE) codes, where the
degrees of polynomials used in computations are optimized for MPC. We show that MPC with AGE codes (AGECMPC) perform better than existing CMPC algorithms in terms of the required number of workers as well as
storage, communication and computation load.

Function Computation Without Secure Links: Information and Leakage Rates
Remi A Chou (Wichita State University, USA); Joerg Kliewer (New Jersey Institute of Technology, USA)
Consider L users, who each holds private data, and one fusion center who must compute a function of the private
data of the L users. To accomplish this task, each user can make a single use of a public and noiseless broadcast
channel. In this setting, and in the absence of any additional resources such as secure links, we study the optimal
communication rates and minimum information leakages on the private user data that are achievable. Specifically, we study the information leakage of the user data at the fusion center (beyond the knowledge of the function output), as well as at predefined groups of colluding users who eavesdrop one another. We derive the capacity region when the user data is independent, and inner and outer regions for the capacity region when the
user data is correlated.

Co-Design of CSS Codes and Diagonal Gates
Jingzhen Hu, Qingzhong Liang and Robert Calderbank (Duke University, USA)
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The challenge of quantum computing is to combine error resilience with universal computation. There are many
finite sets of gates that are universal, and a standard choice is to augment the set of Clifford gates by a nonClifford unitary such as the T gate. Given a CSS code, we introduce a method of synthesizing all possible diagonal
physical gates that preserve the codespace and induce a target logical gate. We denote an [[ n, k=k1-k2, d ]] CSS
code C by CSS(X, C2 ; Z, C1⟂), where the [n, k2] binary code C2 determines the X-stabilizers in C, and the [n, nk1] binary code C1⟂ determines the Z-stabilizers in C. The diagonal entries of a diagonal physical gate are indexed
by binary vectors in 𝔽2n. We show that a diagonal physical gate preserves the CSS codespace if and only if entries
from the same coset of C2 in C1 (same X-logical) are identical. We also show that the target logical operator only
specifies 2k1 out of 2n diagonal entries of the diagonal physical gate. The remaining degrees of freedom can be
used to optimize implementation of the physical gate within a particular quantum computing infrastructure. This
encompasses optimization with respect to locality of the physical gate, a criterion that is essential to fault tolerance. When the target logical operator is the identity, the physical gates that preserve the CSS code represent
noise operators to which the codespace is oblivious. We illustrate our method by providing several examples of
code-gate pairs for which the target logical gate is a non-Clifford unitary.
We generalize our framework to stabilizer codes in https://arxiv.org/abs/2109.13481.

E.7: Information Theoretic Security III
Room: U356
Subspace Decomposition of Extreme-Rate Secrecy Codes
David Hunn and Willie K Harrison (Brigham Young University, USA)
The performance and structure of wiretap codes are analyzed in the limit of large code size and very low- or very
high-rate codes. Under these conditions, code performance may be calculated using the properties of subspaces
of the available code space. Using this technique, a code defined by a generator matrix with a uniform distribution of nonzero columns is proven to be locally optimal.

Secure Coding via Gaussian Random Fields
Ali Bereyhi (Friedrich-Alexander-Universität Erlangen-Nürnberg, Germany); Bruno Loureiro (EPFL,
Switzerland); Florent Krzakala (Ecole Normale Superieure, France); Ralf R. Müller and Hermann SchulzBaldes (Friedrich-Alexander-Universität Erlangen-Nürnberg, Germany)
Inverse probability problems whose generative models are given by strictly nonlinear Gaussian random fields
show the all-or-nothing behavior: There exists a critical rate at which Bayesian inference exhibits a phase transition. Below this rate, the optimal Bayesian estimator recovers the data perfectly, and above it the recovered data
becomes uncorrelated. This study uses the replica method from the theory of spin glasses to show that this
critical rate is the channel capacity. This interesting finding has a particular application to the problem of secure
transmission: A strictly nonlinear Gaussian random field along with random binning can be used to securely encode a confidential message in a wiretap channel. Our large-system characterization demonstrates that this secure coding scheme asymptotically achieves the secrecy capacity of the Gaussian wiretap channel.

Controller Manipulation Attack on Reconfigurable Intelligent Surface Aided Wireless Communication [virtual]
Siddharth Sankar Acharjee and Arpan Chattopadhyay (Indian Institute of Technology Delhi, India)
In this paper, we introduce a new attack called controller manipulation attack (CMA) on a Reconfigurable Intelligent Surface (RIS) assisted communication system between a transmitter and a receiver. An attacker has the
potential to manipulate the RIS controller and modify the phase shift induced by the RIS elements. The goal of
the attacker is to minimize the data rate at the receiver, subject to a constraint on the attack detection probability
at the receiver. We consider two different attack detection models: (i) composite hypothesis testing based attack
detection in a given fading block for known channel gains, and (ii) SNR moment based detection over possibly
multiple fading blocks. In the first case, a simple energy detector turns out to be uniformly most powerful (UMP)
and the attack against this energy detector is designed via a novel optimization formulation and a semidefinite
relaxation based solution. In the second case, we consider threshold detection using moments of SNR; various
SNR moments under no attack are obtained analytically for large RIS and then used to formulate the attack design
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problem as a linear program. Finally, numerical results illustrate the performance and trade-offs associated with
the attack schemes, and also demonstrate their efficacy.

Determining the Equivocation in Coded Transmission Over a Noisy Channel
Joakim Algrøy (Simula UiB, Norway); Angela Isabel Barbero (Universidad de Valladolid, Spain); Øyvind
Ytrehus (University of Bergen, Norway)
The equivocation is the entropy of an encoded and transmitted message conditioned on the signal received over
a noisy channel. We address the issue of computing the equivocation.

G.7: Over-the-Air Federated Learning
Room: U4
Over-The-Air Federated Learning With Joint Adaptive Computation and Power Control
Haibo Yang, Peiwen Qiu, Jia Liu and Aylin Yener (Ohio State University, USA)
This paper considers over-the-air federated learning (OTA-FL). OTA-FL exploits the superposition property of the
wireless medium, and performs model aggregation over the air for free. Thus, it can greatly reduce the communication cost incurred in communicating model updates from the edge devices. In order to fully utilize this advantage while providing comparable learning performance to conventional federated learning that presumes
model aggregation via noiseless channels, we consider the joint design of transmission scaling and the number
of local iterations at each round, given the power constraint at each edge device. We first characterize the training error due to such channel noise in OTA-FL by establishing a fundamental lower bound for general functions
with Lipschitz-continuous gradients. Then, by introducing an adaptive transceiver power scaling scheme, we propose an over-the-air federated learning algorithm with joint adaptive computation and power control (ACPCOTA-FL). We provide the convergence analysis for ACPC-OTA-FL in training with non-convex objective functions
and heterogeneous data. We show that the convergence rate of ACPC-OTA-FL matches that of FL with noise-free
communications.

Over-The-Air Ensemble Inference With Model Privacy
Selim F. Yilmaz, Burak Hasırcıoğlu and Deniz Gündüz (Imperial College London, United Kingdom)
We consider distributed inference at the wireless edge, where multiple clients with an ensemble of models, each
trained independently on a local dataset, are queried in parallel to make an accurate decision on a new sample.
In addition to maximizing inference accuracy, we also want to maximize the privacy of local models. We exploit
the superposition property of the air to implement bandwidth-efficient ensemble inference methods. We introduce different over-the-air ensemble methods and show that these schemes perform significantly better than
their orthogonal counterparts, while using less resources and providing privacy guarantees. We also provide experimental results verifying the benefits of the proposed over-the-air inference approach, whose source code is
shared publicly on Github.

Bandwidth Expansion for Over-The-Air Computation With One-Sided CSI
Nitish Mital and Deniz Gündüz (Imperial College London, United Kingdom)
We consider a distributed computation problem over a multiple access channel (MAC), with $N$ devices. We
study an approach, called over-the-air computation (OAC), for function computation over wireless networks. Existing works assume that the source bandwidth and the channel bandwidth match, which is not always the case.
We propose OAC schemes for block-fading MACs that modulate the source to fit the available channel bandwidth
in a wideband channel, while having channel state information (CSI) only at the transmitter or the receiver. Our
results show that the proposed OAC schemes outperform even ideal capacity achieving digital schemes when
the CSI is available only at the transmitter, and the distortion does not scale with the number of participating
devices. We demonstrate the effectiveness of our proposed scheme in federated edge learning (FEEL), where
OAC is used to aggregate model updates from the participating devices.
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Optimizing Federated Averaging Over Fading Channels
Yujia Mu and Cong Shen (University of Virginia, USA); Yonina C. Eldar (Weizmann Institute of Science,
Israel)
Deep fading represents the typical error event when communicating over wireless channels. We show that deep
fading is particularly detrimental for federated learning (FL) over wireless communications. In particular, the celebrated FedAvg and several of its variants break down for FL tasks when deep fading exists in the communication
phase. The main contribution of this paper is an optimal global model aggregation method at the parameter
server, which allocates different weights to different clients based on not only their learning characteristics but
also the instantaneous channel conditions. This is accomplished by first deriving an upper bound on the parallel
stochastic gradient descent (SGD) convergence over fading channels, with an arbitrary server aggregation in each
communication round, and then solving an optimization problem for the server model aggregation that minimizes this upper bound. The derived optimal aggregation solution is closed-form, and achieves the well-known
O(1/t) convergence rate for strongly-convex loss functions under arbitrary fading and decaying learning rates.
We validate our approach using several real-world FL tasks.

H.7: Estimation III
Room: U1
Generalized Probability Density Function Estimation via Convex Optimization
Arian Eamaz, Farhang Yeganegi, Mojtaba Soltanalian and Natasha Devroye (University of Illinois at Chicago, USA)
A longstanding problem in statistics pertains to the estimation of probability density functions of continuous
random variables from a finite set of their samples. In this paper, we propose a new parametric probability density function estimator based on convex programming. Our formulation decomposes the unknown distribution
as a Gaussian penalty function plus an error function, which is then expanded by multi-scale wavelet functions
(specifically frames) such as B-Spline and Mexican Hat wavelets. To recover the wavelet coefficients in the error
function, a convex quadratic program is formulated which takes into account the positivity of the probability
density function through a linear constraint. The proposed decomposition model is shown to facilitate an accurate estimation of the probability density functions of interest.

Mismatched Estimation of Non-Symmetric Rank-One Matrices Under Gaussian Noise
Farzad Pourkamali and Nicolas Macris (EPFL, Switzerland)
We consider the estimation of a n × m matrix u* v*T observed through an additive Gaussian noise channel, a
problem that frequently arises in statistics and machine learning. We investigate a scenario involving mismatched
Bayesian inference in which the statistician is unaware of true prior and uses an assumed prior. We derive the
exact analytic expression for the asymptotic mean squared error (MSE) in the large system size limit for the
particular case of Gaussian priors and additive noise. Our formulas demonstrate that in the mismatched case,
estimation is still possible. Additionally, the minimum MSE (MMSE) can be obtained by selecting a non-trivial set
of parameters beyond the matched parameters. Our technique is based on the asymptotic behavior of spherical
integrals for rectangular matrices. Our method can be extended to non-rotation-invariant distributions for the
true prior but requires rotation invariance for the statistician's assumed prior.

Data-Driven Parameter Estimation
George V. Moustakides (University of Patras, Greece)
Optimum parameter estimation methods require knowledge of a parametric probability density that statistically
describes the available observations. In this work we examine Bayesian and non-Bayesian parameter estimation
problems under a data-driven formulation where the necessary parametric probability density is replaced by
available data. We present various data-driven versions that either result in neural network approximations of
the optimum estimators or in well-defined optimization problems that can be solved numerically. In particular,
for the data-driven equivalent of non-Bayesian estimation we end up with optimization problems similar to the
ones encountered for the design of generative networks.
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I.7: Topics in Coded Caching II
Room: U3
A Novel Framework for Coded Caching via Cartesian Product With Reduced Subpacketization
Jinyu Wang and Minquan Cheng (Guangxi Normal University, China); Kai Wan and Giuseppe Caire
(Technische Universität Berlin, Germany)
Caching is an efficient technique to reduce the peak-time traffic by prefetching some library content at users'
memories during the off-peak hours. Maddah-Ali and Niesen (MN) proposed the first coded caching scheme,
which achieves a multicasting gain over the conventional uncoded caching. However, its high subpacketization
makes it impractical. In order to reduce the subpacketization while retain the multicast opportunities, Yan et al.
proposed a combinatorial structure called placement delivery array (PDA) to design coded caching schemes. In
this paper, we propose a novel framework for constructing a PDA for mK 1 users, by taking the m-fold Cartesian
product of a PDA for K1 users. By applying the proposed framework to the MN scheme, a novel coded caching
scheme is obtained, which works for any number of users and any memory regime. While reducing the coded
caching gain by only one, the needed subpacketization is at most O(√(K/q) 2-K/q) of that of the MN scheme, where
K is the number of users, 0 < z/q < 1 is the memory ratio of each user, and (q, z) are coprime.

Design of Coded Caching Schemes Through Proper Orthogonal Arrays [virtual]
Xianzhang Wu (Sun Yat-sen University, China); Minquan Cheng (Guangxi Normal University, China);
Congduan Li and Li Chen (Sun Yat-sen University, China)
Coded caching is an effective technique to utilize multicasting opportunities to reduce the data transmission load
in cached networks. In such a scheme, each file in the data center or library is usually divided into a number of
packets to pursue a low broadcasting rate based on the designed placements at each user's cache. However, the
implementation complexity of this scheme increases with the number of packets. It is crucial to design a scheme
with a small subpacketization, while maintaining a relatively low transmission rate. It is known that the design of
caches in users (i.e., the placement phase) and broadcasting (i.e., the delivery phase) can be unified in one array,
namely the placement delivery array (PDA). This paper proposes a novel PDA construction by selecting proper
orthogonal arrays (POAs). It generalizes an existing construction to make it suitable to the scenario with a more
flexible memory size. Based on the proposed PDA construction, a new coded caching scheme with the coded
placement is further proposed. It is shown that the proposed schemes yield a lower subpacketization level over
some existing schemes.

Coded Caching in Satellite Networks [virtual]
Xinyu Xie, Kai Huang and Jinbei Zhang (Sun Yat-sen University, China); Shushi Gu and Qinyu Zhang
(Harbin Institute of Technology, Shenzhen, China)
Coded caching is an effective technique to reduce the downlink traffic on the network. While coded caching has
been extended to many scenarios, coded caching in the satellite network has not been well investigated in the
literature. In his paper, we introduce a novel model of coded caching in the satellite network, which consists of
P satellites periodically moving in a given orbit and K users on earth. In this model, at each timeslot, every satellite
(regarded as a server) serves Q consecutive users in a regime, while each user can access to one satellite. Due to
the cyclic mobility of satellites, the connections between satellites and users could be predictable but will also
dynamically change in a cyclic shift pattern. Thus, the connections between different satellites and different users
at different timeslots could be highly coupled. Taking advantage of the predictable connections, we propose a
centralized achievable scheme such that different satellites can serve the users jointly. For the converse bound,
we introduce a novel method to construct request patterns such that the connections between users and satellites involved could be decoupled. The gap between the achievable rate and the converse bound is shown to be
at most a constant. Numerical results for the performance of our scheme are also demonstrated.

J.7: Capacity, Error Exponents and Reliability I
Room: U8
Error Exponent and Strong Converse for Quantum Soft Covering
Hao-Chung Cheng (National Taiwan University, Taiwan); Li Gao (University of Houston, USA)
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How well can we approximate a classical-quantum channel output state by using a random codebook with a
certain size? In this work, we study the quantum soft covering problem and establish exponential achievability
and strong converse bound via the expected trace distance between the codebook-induced state and the true
state.
When using independent and identically distributed random codebook or constant composition random codebook with a rate above the quantum mutual information, we prove that the trace distances decay exponentially
with error exponents expressed by the sandwiched Rényi and Augustin information. For a rate below the quantum mutual information, we show that both the trace distances converge to 1 exponentially fast.

Lower Bounds on List Decoding Capacity Using Error Exponents
Yihan Zhang (IST Austria, Austria); Shashank Vatedka (Indian Inst. of Technology Hyderabad, India)
We study the problem of characterizing the maximal rates of list decoding in Euclidean spaces for finite list sizes.
For any positive integer L ≥ 2 and real N > 0, we say that a subset C ⊂ ℝn is an (N, L-1)-multiple packing or an (N,
L-1)-list decodable code if every Euclidean ball of radius √{nN} in ℝn contains no more than L-1 points of C. We
study this problem with and without ℓ2 norm constraints on C, and derive the best-known lower bounds on the
maximal rate for (N, L-1) multiple packing. Our bounds are obtained via error exponents for list decoding over
Additive White Gaussian Noise (AWGN) channels. We establish a curious inequality which relates the error exponent, a quantity of average-case nature, to the list-decoding radius, a quantity of worst-case nature. We derive
various bounds on the error exponent for list decoding in both bounded and unbounded settings which could be
of independent interest beyond multiple packing.

Upper Bounds on the Feedback Error Exponent of Channels With States and With Memory
Mohsen Heidari (Purdue University, USA); Achilleas Anastasopoulos and S. Sandeep Pradhan (University of Michigan, USA)
As a class of state-dependent channels, Markov channels have been long studied in information theory for characterizing the feedback capacity and error exponent. This paper studies a more general variant of such channels
where the state evolves via a general stochastic process, not necessarily Markov or ergodic. The states are assumed to be unknown to the transmitter and the receiver, but the underlying probability distributions are known.
For this setup, we derive an upper bound on the feedback error exponent and the feedback capacity with VLCs.
The bounds are expressed in terms of the directed mutual information and directed relative entropy. The bounds
on the error exponent are simplified to Burnashev's expression for discrete memoryless channels. Our method
relies on tools from the theory of martingales to analyze a stochastic process defined based on the entropy of
the message given the past channel's outputs.

Achievable Error Exponents for Almost Fixed-Length Binary Classification [virtual]
Lin Bai, Jun Diao and Lin Zhou (Beihang University, China)
Inspired by the design and analysis of the almost fixed-length test for binary hypothesis testing (Lalitha and Javadi, ISIT 2016), we generalize their results to binary classification where the generating distribution under each
hypothesis is unknown. Specifically, we propose a two-phase test where each phase is a fixed-length test and the
second-phase proceeds only if a reject option is decided in the first phase. We derive the achievable error exponents of both type-I and type-II error probabilities. Furthermore, we illustrate our results via numerical examples
and show that the performance close to sequential test can be achieved with the much simpler and less complex
almost fixed-length test.

Tuesday, June 28 16:20 - 18:00
A.8: Constrained Coding
Room: U5
Coding Schemes for Locally Balanced Constraints [virtual]
Chen Wang and Ziyang Lu (Shandong University, China); Zhaojun Lan and Gennian Ge (Capital Normal
University, China); Yiwei Zhang (Shandong University, China)
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Motivated by applications in DNA-based storage, we study explicit encoding and decoding schemes of binary
strings satisfying locally balanced constraints, where the (ℓ, δ)-locally balanced constraint requires that the
weight of any consecutive substring of length ℓ is between ℓ/2-δ and ℓ/2+δ. In this paper we present coding
schemes for the strongly locally balanced constraints and the locally balanced constraints, respectively. Moreover, we introduce an additional result on the linear recurrence formula of the number of binary strings which are
(6, 1)-locally balanced, as a further attempt to both capacity characterization and new coding strategies for locally
balanced constraints.

Evaluating the Gilbert-Varshamov Bound for Constrained Systems
Keshav Goyal and Han Mao Kiah (Nanyang Technological University, Singapore)
We revisit the well-known Gilbert-Varshamov (GV) bound for constrained systems. In 1991, Kolesnik and Krachkovsky showed that GV bound can be determined via the solution of some optimization problem. Later, Marcus
and Roth (1992) modified the optimization problem and improved the GV bound in many instances. In this work,
we provide explicit numerical procedures to solve these two optimization problems and hence, compute the
bounds. We then show the procedures can be further simplified when we plot the respective curves.

Rate-Constrained Shaping Codes for Finite-State Channels With Cost
Yi Liu (University of California, San Diego, USA); Yonglong Li (National University of Singapore, Singapore); Pengfei Huang (Western Digital Corporation, USA); Paul H. Siegel (University of California, San
Diego, USA)
Shaping codes are used to generate code sequences in which the symbols obey a prescribed probability distribution. They arise naturally in the context of source coding for noiseless channels with unequal symbol costs. Recently, shaping codes have been proposed to extend the lifetime of flash memory and reduce DNA synthesis
time. In this paper, we study a general class of shaping codes for noiseless finite-state channels with cost and
i.i.d. sources. We establish a relationship between the code rate and minimum average symbol cost. We then
determine the rate that minimizes the average cost per source symbol (total cost). An equivalence is established
between codes minimizing average symbol cost and codes minimizing total cost, and a separation theorem is
proved, showing that optimal shaping can be achieved by a concatenation of optimal compression and optimal
shaping for a uniform i.i.d. source.

An Asymptotically Optimal Two-Part Coding Scheme for Networked Control Under Fixed-Rate Constraints
Jonathan Keeler, Tamas Linder and Serdar Yüksel (Queen's University, Canada)
It is known that fixed rate adaptive quantizers can be used to stabilize an open-loop-unstable linear system driven
by unbounded noise. These quantizers can be designed so that they have near-optimal rate, and the resulting
system will be stable in the sense of having an invariant probability measure, or ergodicity, as well as the boundedness of the state second moment. However, results on the minimization of the state second moment for such
quantizers, an important goal in practice, do not seem to be available. In this paper, we construct a two-part
adaptive coding scheme that is asymptotically optimal in terms of the second moments. The first part, as in prior
work, leads to ergodicity (via positive Harris recurrence) and the second part attains order optimality of the invariant second moment, resulting in near optimal performance at high rates.

B.8: Message Passing II
Room: U6
On the Convergence of Orthogonal/Vector AMP: Long-Memory Message-Passing Strategy
Keigo Takeuchi (Toyohashi University of Technology, Japan)
This paper proves the convergence of Bayes-optimal orthogonal/vector approximate message-passing (AMP) to
a fixed point (FP) in the large system limit. The proof is based on Bayes-optimal long-memory (LM) messagepassing (MP) that converges in principle. The dynamics of Bayes-optimal LM-MP is analyzed via an existing state
evolution framework. The obtained state evolution recursions are proved to converge. The convergence of
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Bayes-optimal orthogonal/vector AMP is proved by confirming an exact reduction of the state evolution recursions to those for Bayes-optimal orthogonal/vector AMP.

Sparse Superposition Codes Under VAMP Decoding With Generic Rotation-Invariant Coding Matrices
Hou TianQi (Hong Kong University of Science and Technology, Hong Kong); Jean Barbier (Abdus Salam
International Center for Theoretical Physics, Italy); YuHao Liu and Teng Fu (Tsinghua University, China)
Sparse superposition codes were originally proposed as a capacity-achieving communication scheme over the
gaussian channel, whose coding matrices were made of i.i.d. gaussian entries . We extend this coding scheme to
more generic ensembles of rotational invariant coding matrices with arbitrary spectrum, which include the gaussian ensemble as a special case. We further introduce and analyse a decoder based on vector approximate message-passing (VAMP). Our main findings, based on both a standard replica symmetric potential theory and state
evolution analysis, are the superiority of certain structured ensembles of coding matrices (such as partial roworthogonal ones) when compared to i.i.d. matrices, as well as a spectrum-independent upper bound on VAMP's
threshold. Most importantly, we derive a simple “spectral criterion” for the scheme to be at the same time capacity-achieving while having the best possible algorithmic threshold, in the “large section size” limit. Our results
therefore provide practical design principles for the coding matrices in this promising communication scheme.

Sufficient Statistic Memory Approximate Message Passing
Lei Liu, Shunqi Huang and Brian Kurkoski (Japan Advanced Institute of Science and Technology, Japan)
Approximate message passing (AMP) type algorithms have been widely used in the signal reconstruction of certain large random linear systems. A key feature of the AMP-type algorithms is that their dynamics can be correctly
described by state evolution. However, state evolution does not necessarily guarantee the convergence of iterative algorithms. To solve the convergence problem of AMP-type algorithms in principle, this paper proposes a
memory AMP (MAMP) under a sufficient statistic condition, named sufficient statistic MAMP (SS-MAMP). We
show that the covariance matrices of SS-MAMP are L-banded and convergent. Given an arbitrary MAMP, we can
construct an SS-MAMP by damping, which not only ensures the convergence of MAMP but also preserves the
orthogonality of MAMP, i.e., its dynamics can be correctly described by state evolution.

Capacity Optimality of OAMP in Coded Large Unitarily Invariant Systems
Lei Liu (Japan Advanced Institute of Science and Technology, Japan); Shansuo Liang and Li Ping (City
University of Hong Kong, Hong Kong)
This paper investigates a large unitarily invariant system (LUIS) involving a unitarily invariant sensing matrix, an
arbitrary signal distribution, and forward error control (FEC) coding. Several area properties are established
based on the state evolution of orthogonal approximate message passing (OAMP) in an un-coded LUIS. Under
the assumptions that the state evolution for joint OAMP and FEC decoding is correct and the replica method is
reliable, we analyze the achievable rate of OAMP. We prove that OAMP reaches the constrained capacity predicted by the replica method of the LUIS with an arbitrary signal distribution based on matched FEC coding.
Meanwhile, we elaborate a constrained capacity-achieving coding principle for LUIS, based on which irregular
low-density parity-check (LDPC) codes are optimized for binary signaling in the simulation results. We show that
OAMP with the optimized codes has significant performance improvement over the un-optimized ones and the
well-known Turbo linear MMSE algorithm. For quadrature phase-shift keying (QPSK) modulation, constrained
capacity-approaching bit error rate (BER) performances are observed under various channel conditions.

C.8: Private or Secure Coded Caching
Room: U7
Multiaccess Coded Caching With Private Demands
Kai Wan (Technische Universität Berlin, Germany); Minquan Cheng and Dequan Liang (Guangxi Normal
University, China); Giuseppe Caire (Technische Universität Berlin, Germany)
Hachem et al. formulated a multiaccess coded caching model which consists of a central server connected to K
users via an error-free shared link, and K cache-nodes. Each cache-node is equipped with a local cache and each
user can access L neighbouring cache-nodes in a cyclic wrap-around fashion. In this paper, we take the privacy of
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the users' demands into consideration, i.e., each user, while retrieving its own demanded file, cannot obtain any
information on the demands of the other users. By storing some private keys at the cache-nodes, we develop a
novel transformation approach to turn any non-private coded caching scheme (satisfying some constraints) into
a private one.

Coded Caching With Private Demands and Caches
Ali Gholami and Kai Wan (Technische Universität Berlin, Germany); Hua Sun (University of North Texas,
USA); Mingyue Ji (University of Utah, USA); Giuseppe Caire (Technische Universität Berlin, Germany)
In the coded caching literature, the notion of privacy is considered only against demands. On the motivation that
multi-round transmissions almost appear everywhere in real communication systems, this paper formulates the
coded caching problem with private demands and caches. Only one existing private caching scheme, which is
based on introducing virtual users, can preserve the privacy of demands and caches simultaneously, but at the
cost of an extremely large subpacketization exponential in the product of the numbers of users ($K$) and files
($N$) in the system. In order to reduce the subpacketization while satisfying the privacy constraints, we propose
a novel approach which constructs private coded caching schemes through private information retrieval (PIR).
Based on this approach, we propose novel schemes with private demands and caches which have a subpacketization level in the order exponential with K instead of NK in the virtual user scheme. As a by-product, for the
coded caching problem with private demands, a private coded caching scheme could be obtained from the proposed approach, which generally improves the memory-load tradeoff of the private coded caching scheme by
Yan and Tuninetti.

A Secretive Coded Caching for Shared Cache Systems Using Placement Delivery Arrays
Elizabath Peter, K. K. Krishnan Namboodiri and B. Sundar Rajan (Indian Institute of Science, India)
This paper considers the secretive coded caching problem with shared caches in which no user must have access
to the files that it did not demand. In a shared cache network, the users are served by a smaller number of helper
caches, and each user is connected to exactly one helper cache. To ensure the secrecy constraint in shared cache
networks, each user is required to have an individual cache of at least unit file size. The existing secretive coded
caching scheme for shared caches requires a subpacketization level, which is exponential in the number of helper
caches. In this work, we propose a procedure to obtain new secretive coded caching schemes for shared caches
with reduced subpacketization levels by utilizing the placement delivery array constructions. We also show that
the existing secretive coded caching scheme for shared caches can be recovered using our procedure. In addition,
a lower bound based on cut-set based arguments is derived for the shared cache networks under secrecy constraint and characterized the performance of the obtained scheme.

Secure Communication Over 2-User Gaussian Interference Channel With Caching
Parthajit Mohapatra (Indian Institute of Technology Tirupati, India)
This work explores the role of secure cache memory in improving the secrecy performance of the 2-user Gaussian
symmetric interference channel (GSIC) with secrecy constraint. Receiver can store a function of files and secret
keys with memory constraint. The encoded files sent over the GSIC are subject to eavesdropping by the unintended receiver. The work derives novel outer bound which takes account of the memory and secrecy constraint
at the receiver. The work also presents novel achievable schemes and these schemes differ from each other
based on the key used as a part of the cache and channel encoding process. The work illustrates the importance
of partitioning the cache memory for data and key based on the scheme and strength of interference. The metric
secure generalized degrees of freedom is used to illustrate the effectiveness of the derived results.

D.8: Multi-User Source Coding
Room: U9
Shannon Bounds on Lossy Gray-Wyner Networks
Erixhen Sula (MIT, USA); Michael Gastpar (EPFL, Switzerland)
The source coding problem of Gray-Wyner network subject to a fidelity criterion is studied. Upper and lower
bounds for the trade-offs between the private sum-rate and the common rate are obtained for arbitrary sources
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subject to the mean- squared error distortion. The bounds meet, leading to an exact computation of the rate
region, when the source is jointly Gaussian and partially meet, when source is modeled as additive Gaussian
“channel”. The bounds are inspired from the Shannon bounds on the rate-distortion problem.

Two-Terminal Source Coding With Common Sum Reconstruction
Tharindu Adikari and Stark Draper (University of Toronto, Canada)
We present the problem of source coding with Common Sum Reconstruction (CSR) at two-terminals. Consider
two terminals, each with access to one of two correlated sources. Both terminals want to reconstruct the sum of
the two sources under some average distortion constraint, and the reconstructions at two terminals must be
identical with high probability. In this paper, we develop inner and outer bounds to the achievable rate distortion
region of the CSR problem for a doubly symmetric binary source. We employ existing achievability results for
Steinberg's common reconstruction and Wyner-Ziv's source coding with side information problems, and an
achievability result for the lossy version of Korner-Marton's modulo-two sum computation problem.

Multi-User Random Coding Techniques for Mismatched Rate-Distortion Theory
Millen Kanabar (Indian Institute of Technology Bombay, India); Jonathan Scarlett (National University
of Singapore, Singapore)
In this paper, we consider the mismatched rate-distortion problem, in which the encoding is done using a codebook, but the encoder chooses the minimum-distortion codeword according to a mismatched distortion function
that differs from the true one. We establish achievable rate-distortion bounds using multi-user coding techniques, specifically, superposition coding and expurgated parallel coding. We give examples where these attain
the matched rate-distortion curve but a standard random coding ensemble with independent codewords fails to
do so. On the other hand, in contrast with the channel coding counterpart, we show that there are cases where
structured codebooks can perform worse than their unstructured counterparts.

Locally Decodable Slepian-Wolf Compression
Shashank Vatedka (Indian Institute of Technology Hyderabad, India); Venkat Chandar (D. E. Shaw,
USA); Aslan Tchamkerten (Telecom Paris, France)
This paper investigates the Slepian-Wolf distributed compression of two sources Xn and Yn with the additional
property that any pair (Xi, Yi) should reliably be decoded by probing a small number d of compressed bits. We
show that for certain source distributions, the error probability of any such local decoder is lower bounded by
2-O(d), in the worst case over index i, whenever one of the sources is compressed below its entropy. Unlike the
single-source setup, it is thus impossible to simultaneously achieve constant local decodability d and vanishing
local decoding error probability as n increases. We also provide a compression scheme with a local decoder that
almost achieves the above lower bound.

F.8: Cryptography II
Room: U358
Partial Key Exposure Attacks on RSA With Moduli N = pr qs [virtual]
Simeng Yuan, Wei Yu, Kunpeng Wang and XiuXiu Li (Institute of Information Engineering, Chinese Academy of Science, China)
Many fast variants of RSA are designed in order to speed up encryption and decryption. Prime power RSA (PPRSA) is one of the most important variants. It is widely used in electronic money trading systems and high-speed
programs. At present, the security of PP-RSA with moduli N = pr qs has not been fully studied. In this paper, we
give three powerful attacks based on Coppersmith method. They are applicable to the cases when most significant bits or least significant bits of private key are known. Our attacks work in polynomial time. This is the first
work on partial key exposure attack of PP-RSA with moduli N = pr qs.

A Novel Attack to the Permuted Kernel Problem
Paolo Santini, Marco Baldi and Franco Chiaraluce (Università Politecnica delle Marche, Italy)
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The Permuted Kernel Problem (PKP) asks to find a permutation of a given vector belonging to the kernel of a
given matrix. The PKP is at the basis of PKP-DSS, a post-quantum signature scheme deriving from the identification scheme proposed by Shamir in 1989. The most efficient solver for PKP is due to a recent paper by Koussa et
al. In this paper we propose an improvement of such an algorithm, that we achieve by considering a collision
search step applied on kernel equations which involve a small number of coordinates. We study the conditions
for such equations to exist from a coding theory perspective, and we describe how to efficiently find them by
exploiting methods borrowed from coding theory, such as information set decoding. We assess the complexity
of the resulting algorithm and show that it outperforms previous approaches in several cases. We also show that,
taking the new solver into account, the security level of some instances of PKP-DSS turns out to be slightly overestimated.

On the Security Properties of Combinatorial All-Or-Nothing Transforms
Yujie Gu and Sonata Akao (Kyushu University, Japan); Navid Nasr Esfahani (University of Waterloo,
Canada); Ying Miao (University of Tsukuba, Japan); Kouichi Sakurai (Kyushu University, Japan)
All-or-nothing transforms (AONT) were proposed by Rivest as a message preprocessing technique for encrypting
data to protect against brute-force attacks and have many applications in cryptography and information security.
Later the unconditionally secure AONT and their combinatorial characterization were introduced by Stinson. Informally a combinatorial AONT is an array with the unbiased requirements and its security properties in general
depend on the prior probability distribution on the inputs s-tuples. Recently it was shown by Esfahani and Stinson
that a combinatorial AONT has perfect security provided that all the inputs s-tuples are equiprobable and has
weak security provided that all the inputs s-tuples are with non-zero probability. This paper aims to explore on
the gap between perfect security and weak security for combinatorial AONTs. Concretely we consider the typical
scenario that all the s inputs take values independently (but not necessarily identically) and quantify the amount
of information H(X|Y) about any t inputs X that is not revealed by any s-t outputs Y. In particular we establish the
general lower and upper bounds on H(X|Y) for combinatorial AONTs using information-theoretic techniques and
also show that the derived bounds can be attained in certain cases.

Breaking Fair Binary Classification With Optimal Flipping Attacks
Changhun Jo, Jy-yong Sohn and Kangwook Lee (University of Wisconsin-Madison, USA)
Minimizing risk with fairness constraints is one of the popular approaches to learning a fair classifier. Recent
works showed that this approach yields an unfair classifier if the training set is corrupted. In this work, we characterize the minimum amount of data corruption required for a successful flipping attack. We find a lower bound
on this quantity and propose an upper bound by constructing an explicit data poisoning algorithm. Our bounds
are tight when the target model is the unconstrained risk minimizer. Inspired by the attack strategy designed for
the upper bound, we propose an efficient sensitive attribute flipping attack algorithm that can compromise the
performance of fair learning algorithms.

Quasi-Cyclic Stern Proof of Knowledge
Loic Bidoux (Technology Innovation Institute, United Arab Emirates); Philippe Gaborit (Université de
Limoges, France); Mukul R. Kulkarni (Technology Innovation Institute, United Arab Emirates); Nicolas
Sendrier (INRIA, France)
The ongoing NIST standardization process has shown that Proof of Knowledge (PoK) based signatures have become an important type of possible post-quantum signatures. Regarding code-based cryptography, the main
original approach for PoK based signatures is the Stern protocol which allows to prove the knowledge of a small
weight vector solving a given instance of the Syndrome Decoding (SD) problem over F 2 . It features a soundness
error equal to 2/3. This protocol was improved a few years later by Véron who proposed a variation of the scheme
based on the General Syndrome Decoding (GSD) problem which leads to better results in term of communication.
A few years later, the AGS protocol introduced a variation of the Véron protocol based on Quasi-Cyclic (QC)
matrices. The AGS protocol permits to obtain an asymptotic soundness error of 1/2 and an improvement in term
of communications. In the present paper, we introduce the Quasi-Cyclic Stern PoK which constitutes an adaptation of the AGS scheme in a SD context, as well as several new optimizations for code-based PoK. Our main
optimization on the size of the signature can't be applied to GSD based protocols such as AGS and therefore
motivated the design of our new protocol. In addition, we also provide a special soundness proof that is compatible with the use of the Fiat-Shamir transform for 5-round protocols. This approach is valid for our protocol but
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also for the AGS protocol which was lacking such a proof. We compare our results with existing signatures including the recent code-based signatures based on PoK leveraging the MPC in the head paradigm. In practice,
our new protocol is as fast as AGS while reducing its associated signature length by 20%. As a consequence, it
constitutes an interesting trade-off between signature length and execution time for the design of a code-based
signature relying only on the difficulty of the SD problem.

G.8: Distributed Learning II
Room: U4
Improved Information Theoretic Generalization Bounds for Distributed and Federated Learning
Leighton Barnes (Princeton University, USA); Alex Dytso (New Jersey Institute of Technology, USA); H.
Vincent Poor (Princeton University, USA)
We consider information-theoretic bounds on expected generalization error for statistical learning problems in
a networked setting. In this setting, there are K nodes, each with its own independent dataset, and the models
from each node have to be aggregated into a final centralized model. We consider both simple averaging of the
models as well as more complicated multi-round algorithms. We give upper bounds on the expected generalization error for a variety of problems, such as those with Bregman divergence or Lipschitz continuous losses, that
demonstrate an improved dependence of 1/K on the number of nodes. These “per node” bounds are in terms of
the mutual information between the training dataset and the trained weights at each node, and are therefore
useful in describing the generalization properties inherent to having communication or privacy constraints at
each node.

Semi-Decentralized Federated Learning With Collaborative Relaying
Michal Yemini (Princeton University, USA); Rajarshi Saha (Stanford University, USA); Mehmet Emre
Ozfatura and Deniz Gündüz (Imperial College London, United Kingdom); Andrea Goldsmith (Princeton
University, USA)
We present a semi-decentralized federated learning algorithm wherein clients collaborate by relaying their
neighbors' local updates to a central parameter server (PS). At every communication round to the PS, each client
computes a local consensus of the updates from its neighboring clients and eventually transmits a weighted
average to the PS. To ensure that even clients with poor connectivity are able to relay their local updates to the
PS, we appropriately optimize the weights used by each client in computing the local consensus. The optimized
weights ensure that the variance of the global update at the PS is reduced, consequently improving the rate of
convergence. Numerical simulations substantiate our theoretical claims and demonstrate settings with intermittent connectivity between the clients and the PS, where our proposed algorithm shows an improved convergence
rate and accuracy.

Communication-Efficient Distributed Multiple Testing for Large-Scale Inference [virtual]
Mehrdad Pournaderi and Yu Xiang (University of Utah, USA)
The Benjamini-Hochberg (BH) procedure is a celebrated method for multiple testing with false discovery rate
(FDR) control. In this paper, we consider large-scale distributed networks where each node possesses a large
number of p-values and the goal is to achieve the global BH performance in a communication-efficient manner.
We propose that every node performs a local test with an adjusted test size according to the (estimated) global
proportion of true null hypotheses. With suitable assumptions, our method is asymptotically equivalent to the
global BH procedure. Motivated by this, we develop an algorithm for star networks where each node only needs
to transmit an estimate of the (local) proportion of nulls and the (local) number of p-values to the center node;
the center node then broadcasts a parameter (computed based on the global estimate and test size) to the local
nodes. In the experiment section, we utilize existing estimators of the proportion of true nulls and consider various settings to evaluate the performance and robustness of our method.

A Generalized Worker-Task Specialization Model for Crowdsourcing: Optimal Limits and Algorithm
Doyeon Kim, Jeonghwan Lee and Hye Won Chung (KAIST, Korea (South))
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Crowdsourcing system has emerged as an effective platform to label data with relatively low cost by using nonexpert workers. However, inferring correct labels from multiple noisy answers on data has been a challenging
problem, since the quality of answers varies widely across tasks and workers. Many previous works have assumed
a simple model where the order of workers in terms of their reliabilities is fixed across tasks, and focused on
estimating the worker reliabilities to aggregate answers with different weights. We propose a highly general dtype worker-task specialization model in which the reliability of each worker can change depending on the type
of a given task, where the number d of types can scale in the number of tasks. In this model, we characterize the
optimal sample complexity to correctly infer labels with any given accuracy, and propose an algorithm achieving
the order-wise optimal result. We conduct experiments both on synthetic and real datasets, and show that our
algorithm outperforms the existing algorithms developed based on strict model assumptions.

H.8: Fundamentals of Machine Learning III
Room: U1
A Mathematical Framework to Characterize the Dependency Structures in Multimodal Learning With
Minimax Principle [virtual]
Tianren Peng, Weida Wang and Shao-Lun Huang (Tsinghua-Berkeley Shenzhen Institute, China)
Multimodal learning is an increasingly important research topic. Exploiting conditional dependency across multiple modalities has been shown useful for estimating of the multimodal joint distribution, especially when the
number of training samples is insufficient. However, it is difficult to theoretically characterize such conditional
dependency structure. To address this issue, we establish a mathematical framework and formulate the estimation problem based on the minimax principle. Then, we propose an estimator which is close to the analytical
solution of the problem under a mild assumption on the sample size. Moreover, the proposed estimator is a
linear combination of the learning results from the true dependency structure and the conditional one. The combining coefficient is related to three aspects: the number of training samples, the fitness of the conditional dependency structure, and the cardinality of each modality. Finally, numerical simulations are provided to verify
our theoretical results that the proposed estimator is close to the optimal solution of the formulated problem.

Observational Learning With Negative Externalities
Pawan Poojary and Randall A Berry (Northwestern University, USA)
Observational learning models seek to understand how distributed agents learn from observing the actions of
others. In the basic model, agents seek to choose between two alternatives, where the underlying value of each
alternative is the same for each agent. Agents do not know this value but only observe a noisy signal of the value
and make their decision based this signal and observations of other agents' actions. Here, instead we consider a
scenario in which the choices faced by an agent exhibit a negative externality so that the value of a choice may
decrease depending on the history of other agents selecting that choice. We study the learning behavior of
Bayesian agents with such an externality and show that this can lead to very different outcomes compared to
models without such an externality.

Another Look at Universal Individual Learning
Yaniv Fogel and Meir Feder (Tel Aviv University, Israel)
In recent papers we have proposed an individual setting for the batch learning problem and showed that it is
solved by a known variant of the Normalized Maximum Likelihood (NML) which we termed pNML. In this paper
we present a different possible definition for the batch learning problem in the individual setting and show that
it is solved by another known variant of the normalized maximum likelihood, which we denote by pNML2. We
further derive an exact expression of the pNML2 for the linear regression problem. We use this result, along with
known results and new upper and lower bounds over the regret of the pNML2 learner, to compare between the
two learners.

Generalizing Nesterov's Acceleration Framework by Embedding Momentum Into Estimating Sequences: New Algorithm and Bounds
Endrit Dosti, Sergiy A. Vorobyov and Themistoklis Charalambous (Aalto University, Finland)
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We present a new type of heavy-ball momentum term, which is used to construct a class of generalized estimating sequences. These allow for accelerating the minimization process by exploiting the information accumulated
in the previous iterates. Combining a newly introduced momentum term with the estimating sequences framework, we devise, as an example, a new black-box accelerated first-order method for solving smooth unconstrained optimization problems. We prove that the proposed method exhibits an improvement over the rate of
the celebrated fast gradient method by at least a factor of 1/√2, and establish that lower bound on the number
of iterations carried through until convergence is O(√(ϰ/2)). Finally, the practical performance benefits of the
proposed method are demonstrated by numerical experiments.

I.8: Multi-Antenna Coded Caching
Room: U3
Space Time Codes in Multi-Antenna Coded Caching Systems
Anjana Ambika Mahesh and B. Sundar Rajan (Indian Institute of Science, India)
The paper “Adding transmitters dramatically boosts coded caching gains for finite file sizes” by E. Lampiris and
P. Elia introduced multi-antenna transmission as a possible strategy to increase coded caching gains. It showed
that under the assumption of very high SNRs, if additive white Gaussian noise at the receivers is neglected, then
full multiplexing as well as caching gain can be simultaneously obtained with reduced sub-packetization. In this
paper, a more realistic setting where noise at the receivers is non-negligible is considered and a transmission
scheme using space time codes is proposed to get diversity gain in addition to caching and multiplexing gains.

Extended Placement Delivery Arrays for Multi-Antenna Coded Caching Scheme
K. K. Krishnan Namboodiri, Elizabath Peter and B. Sundar Rajan (Indian Institute of Science, India)
The multi-antenna coded caching problem, where the server having L transmit antennas communicating to K
users through a wireless broadcast link, is addressed. In the problem setting, the server has a library of N files,
and each user is equipped with a dedicated cache of capacity M. The idea of extended placement delivery array
(EPDA), an array which consists of a special symbol (star) and integers in a set {1, 2, ..., S}, is proposed to obtain
a novel solution for the aforementioned multi-antenna coded caching problem. From a (K, L, F, Z, S) EPDA, a
multi-antenna coded caching scheme with K users, and the server with L transmit antennas, can be obtained in
which the normalized memory M/N = Z/F, and the delivery time T = S/F. The placement delivery array (for singleantenna coded caching scheme) is a special class of EPDAs with L = 1. For the multi-antenna coded caching
schemes constructed from EPDAs, it is shown that the maximum possible Degree of Freedom (DoF) that can be
achieved is t+L, where t = KM/N is an integer. Furthermore, two constructions of EPDAs are proposed: a) K = t+L,
and b) K = nt+(n-1)L, L ≥ t, where n ≥ 2 is an integer. In the resulting multi-antenna schemes from those EPDAs
achieve the full DoF, while requiring a subpacketization number K/gcd(K,t,L). This subpacketization number is
less than that required by previously known schemes in the literature.

Multiple-Antenna Placement Delivery Array for Cache-Aided MISO Systems
Ting Yang (Guangxi Normal University, China); Kai Wan (Technische Universität Berlin, Germany); Minquan Cheng (Guangxi Normal University, China); Giuseppe Caire (Technische Universität Berlin, Germany)
We consider the cache-aided multiple-input single-output (MISO) broadcast channel consisting of one server
with L antennas which accesses to the library containing N files of equal size, and K users, each of which has one
antenna and a local cache of M files. We aim to design a coded caching scheme including uncoded placement
and one-shot linear delivery phases, to achieve the maximum worst-case sum Degree-of-Freedom (sum-DoF)
with low subpacketization. For this setting, previous existing schemes incurred either an exponential subpacketization order with K, or required specific conditions in the system parameters K, L, M and N. In this paper, we
present a new combinatorial structure called multiple-antenna placement delivery array (MAPDA). Based on
MAPDA, we propose two schemes, one for the case KM/N+L = K and the other for the general case, which achieve
the maximum sum-DoF L+KM/N with reduced subpacketization than the existing schemes.

J.8: Capacity, Error Exponents and Reliability II
Room: U8
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Computability of the Channel Reliability Function and Related Bounds
Holger Boche and Christian Deppe (Technical University of Munich, Germany)
The channel reliability function is an important tool that characterizes the reliable transmission of messages over
communication channels. For many channels, only upper and lower bounds of the function are known. We analyze the computability of the reliability function and its related functions. We show that the reliability function is
not a Turing computable performance function. The same also applies to the functions of the sphere packing
bound and the expurgation bound. Furthermore, we show that the R∞ function is not Banach Mazur computable
and additive.

First-Order Theory of Probabilistic Independence and Single-Letter Characterizations of Capacity Regions [virtual]
Cheuk Ting Li (The Chinese University of Hong Kong, Hong Kong)
This paper shows that many notions in information theory (e.g. entropy, capacity regions) can be defined using
probabilistic independence alone. We consider the first-order theory of random variables with the probabilistic
independence relation, which concerns statements consisting only of random variables, the probabilistic independence symbol, logical operators, and existential and universal quantifiers. Although probabilistic independence is the only non-logical relation included, this theory is surprisingly expressive, and is able to express notions
such as entropy and cardinality, and interpret the true first-order arithmetic over natural numbers (and hence is
undecidable). We also characterize the capacity region for a general class of multiuser coding settings (including
broadcast channel, interference channel and relay channel) using a first-order formula, which can be regarded
as a “single-letter characterization” of the capacity region of the aforementioned settings (conventional singleletter characterizations are existential formulae, whereas our formula contains both existential and universal
quantifiers).

Sequential Channel Synthesis [virtual]
Lei Yu (Nankai University, China); Venkatacham Anantharam (University of California, Berkeley, USA)
The channel synthesis problem has been widely investigated over the last decade. In this paper, we consider the
sequential version in which the encoder and the decoder work in a sequential way. Under a mild assumption on
the target joint distribution we provide a complete (single-letter) characterization of the solution for the pointto-point case, which shows that the canonical symbol-by-symbol mapping is not optimal in general, but is indeed
optimal if we make some additional assumptions on the encoder and decoder. We also extend this result to the
broadcast scenario and the interactive communication scenario. We provide bounds in the broadcast setting and
a complete characterization of the solution under a mild condition on the target joint distribution in the interactive communication case.

Common Randomness Generation From Gaussian Sources
Wafa Labidi, Rami Ezzine, Christian Deppe and Holger Boche (Technical University Munich, Germany)
We study the problem of common randomness (CR) generation in the basic two-party communication setting in
which the sender and the receiver aim to agree on a common random variable with high probability by observing
independent and identically distributed (i.i.d.) samples of correlated Gaussian sources and while communicating
as little as possible over a noisy memoryless channel. We completely solve the problem by giving a single-letter
characterization of the CR capacity for the proposed model and by providing rigorous proof of it. Interestingly,
we prove that the CR capacity is infinite when the Gaussian sources are perfectly correlated.
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Wednesday, June 29
Wednesday, June 29 8:30 - 9:30
P3: Plenary: Bengt Holmström
Room: AB
How Digital Platforms are Radically Transforming Organizations
Bengt Holmström (MIT, USA)
One of the enduring questions in economics is the role played by institutions, contracts and organizations. Informational frictions are the central ingredient in understanding organizations and how they have evolved over time
and across environments. Digitalization has changed informational frictions and organizations in many ways, but
the biggest changes have come in recent years with the emergence of digital platforms. The talk will focus on
digital platforms and the revolutionary impact they are having on all aspects of commerce including innovation,
trade and banking. The emphasis is on the economic value that digital platforms create and the economic drivers
and technological enablers behind it. The lecture illustrates how organizational innovations are essential for utilizing the fruits of technological innovations but also the role regulations must play to distribute the fruits in
socially accepted ways.

Wednesday, June 29 9:30 - 11:40
R: Recent Results Poster Session
Room: AB
Geometric Aspects of Data-Processing of Markov Chains
Geoffrey Wolfer (RIKEN AIP, Japan); Shun Watanabe (Tokyo University of Agriculture and Technology,
Japan)
We consider data-processing of Markov chains through the lens of information geometry. We first develop a
theory of congruent Markov morphisms in the context of Markov kernels that we show to correspond to the
congruent embeddings with respect to the lumping operation. Furthermore, we inspect information projections
onto geodesically convex sets of Markov kernels, and show that under some conditions, m-projecting onto doubly convex submanifolds can be regarded as a data-processing operation. Finally, we show that the family of
lumpable kernels can be meaningfully endowed with the structure of a foliated manifold.

The Computation-Communication Tradeoff in Multi-Access Distributed Computing
Federico Brunero and Petros Elia (EURECOM, France)
The coded distributed computing (CDC) model, proposed by Li et al., is a clever framework that combines techniques from coding theory and distributed computing with the aim of reducing significantly the volume of data
that is exchanged by the computing nodes during the shuffle phase. In light of the ever increasing interest towards the fundamental limits of cache-aided communications, an information-theoretic study of a multi-access
variant of the CDC framework is a must. To this end, we propose here our recent multi-access distributed computing (MADC) setting, a novel system model which generalizes the original CDC model and where cache-aided
computing nodes are interconnected through a multi-access network.
Considering mappers (nodes in charge of the map functions) and reducers (nodes in charge of the reduce functions) as distinct entities, we assume that the reducers can access intermediate values from multiple mappers
through a well-defined multi-access network topology. Out of the variety of multi-access configurations, we focus
on the MADC problem with combinatorial topology, which implies Λ mappers and K reducers such that there is
a unique reducer connected to any α mappers. For such specific MADC problem, we propose a novel coded
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scheme that capitalizes on the multi-access nature of the problem setting. When the communication cost between mappers and reducers is neglected, the introduced achievable scheme comes with an information-theoretic lower bound on the communication load, which allows to characterize the optimal computation-communication tradeoff within a constant multiplicative gap of 1.5. When the communication cost between mappers and
reducers is considered, we propose a slightly modified coded scheme for which mappers can efficiently communicate computed data to reducers. For this latter setting, the optimal max-link communication load is characterized within a constant multiplicative gap of 3.
In spite of the fact that our model supports (potentially much) more reducers than mappers, the proposed coded
scheme not only generalizes the prior CDC achievable scheme, but also outperforms it. Interestingly, the sustained unparalleled coding gains originate from the powerful network topology that allows for a superior exploitation of the limited computed resources at the mappers. This opens up the question of what multi-access network topology guarantees the best possible performance in distributed computing.

Error-Correction Zoo
Victor Albert (NIST & University of Maryland, USA); Philippe Faist (Freie Universität Berlin, Germany);
Alexander Barg (University of Maryland, USA); Daniel Gottesman (University of Maryland & Keysight
Technologies, USA); Leonid P Pryadko (University of California, Riverside, USA)
Error correction is what ensures that the audio in your phone calls remains sharp, your hard drives do not deteriorate too quickly, and signals can be reliably transmitted to remote satellites.
Over multiple decades, and with the explosion of the information age, an enormous variety of error-correction
schemes have been developed. Recently, a radically new type of error correction was introduced, one that can
protect the quantum information that is stored in a quantum computer or that is communicated over a quantum
network.
We created the Error-correction (EC) Zoo to categorize and to organize known classical and quantum error-correction schemes. It is inspired by other similar zoos, including the complexity zoo and the quantum algorithm
zoo.
Code entries form the primary content of the zoo. An entry can be a specific instance of a well-known code or a
large family of codes, depending on community interest. The idea is to have a dedicated up-to-date webpage for
each family, collecting original work, related protocols, and real-world implementations. Codes are organized
into kingdoms by alphabet (or Hilbert space structure in the quantum case), with “parent” and “cousin” fields
listing notable relations and connections.
A useful feature of the EC zoo is separation of data storage from presentation. Code entry information is stored
in a structured human-readable YAML format, one file per code. A LaTeX and a basic reference manager are built
in, and data can then be presented in various formats, including HTML, PDF, or visual formats such as a code
graph. This mechanism also allows for the generation of code lists, which can consist of, e.g., children of a particular code or of codes united by a certain feature. Current code lists include various types of codes (linear,
stabilizer, etc.), codes with fault-tolerant protocols, codes with realizations, and codes with notable rates.

Multi-User Linearly Separable Computation
Ali Khalesi (EURECOM & Sorbonne University, France); Petros Elia (EURECOM, France)
There is an ever-increasing need for distributed computing systems that can speed up the processing of nonlinear and computationally hard functions. The main goal of distributed computing algorithms is to utilize parallel
processing techniques to offload computations to a group of distributed servers so that the computation time is
reduced significantly. In this work, we explore the problem of multi-user linearly separable distributed computing, where N servers help compute the desired functions (jobs) of K users, and where each desired function can
be written as a linear combination of up to L (generally non-linear) subtasks (or basis functions). Each server
computes some of the subtasks and communicates a linear combination of its computed outputs to some of the
users, where each user then linearly combines its received data in order to recover its desired function. We
explore the celebrated computation-vs-communication tradeoff between how many subtasks each server computes vs. how much data each user receives. For a matrix F representing the coefficients of the set of requested
functions, our problem becomes equivalent to resolving the open problem of matrix factorization F = D⋅E over
finite fields, where a sparse D and E imply reduced communication and computing costs respectively. This paper
establishes a novel relationship between our problem, matrix factorization, and coding theory. By exploring the
coding theoretic properties of new codes, we are able to provide achievable and converse bounds on the complexity and the communication cost. The work reveals for the one-shot scenario that in the limit of large N, the

77

optimal computation cost per server scales as ρ ∈ (Hq-1(logq(L)/N), Hq-1(K/N)) — where Hq is the entropy function
over a field of size q — and that this can be achieved with communication cost that scales as O(√logq(N)). This in
turn reveals the role of the computational rate logq(L)/N, showing that this rate cannot exceed what one might
call the computational capacity Hq(ρ) of the system.

Concatenated Non-Binary Coding for Multi-Dimensional Signal Constellations
Sebastian Stern (Institute of Communications Engineering, Ulm University, Germany); Masoud
Barakatain (Huawei Canada Research Center, Canada); Felix Frey and Johannes K. Fischer (Fraunhofer
Institute for Telecommunications, Heinrich Hertz Institute, Germany); Robert F.H. Fischer (Institute of
Communications Engineering, Ulm University, Germany)
Recently, the design of inherently-shaped signal constellations has become popular to approach the AWGN Shannon limit. Since the related shaping gains grow with the dimension, multi-dimensional constellations are promising. 4D ones are convenient in fiber-optic or wireless dual-polarization systems, higher-dimensional ones when
several time steps or frequencies are additionally treated jointly. An issue is the combination with soft-decision
decoding as bit-interleaved coded modulation (BICM) suffers from large non-Gray penalties. To overcome this
issue, we recently proposed a concatenated non-binary coding scheme: The M-ary multi-dimensional constellation is decomposed into log2(M) bit levels. In the style of trellis-coded modulation, only a few lower levels are
protected by an inner code. Using a tailored set partitioning, the minimum squared distance between signal
points grows with the bit-level index. Thus, the upper levels are highly reliable and left uncoded. Residual errors
are handled by an outer hard-decision coding, which is anyway needed to avoid error floors. Via binary codes
and multi-stage decoding - optimal w.r.t. information theory - the coded levels can be protected individually
(multilevel coding). However, for finite code lengths, such a design is challenging as a wide range of code rates
has to be covered and since error propagation has to be incorporated. Besides, several en- and decoders are
required and pipelining may be an issue. Hence, the main approach in our work is the use of a single non-binary
(NB) block code that protects all lower levels jointly. That strategy is also optimal, avoids the above issues, and is
far less complex than an M-ary code covering all levels. In our recent work, 4D constellations in combination with
inner non-binary LDPC and outer binary algebraic codes have been considered in fiber optics, enabling more than
1 dB SNR gain over BICM and QAM. However, the scheme can be adapted to other codes and multi-dimensional
constellations. On the poster, apart from a review of concatenated non-binary coding and its information-theoretic analysis, the following points will be discussed: i) Extension to multi-dimensional lattices like the Gosset
lattice E8 (8D) and the Leech lattice (24D); ii) Joint complexity optimization of inner and outer code; iii) Suboptimal, complexity-reduced decoding (trade-off between SNR gain and complexity); iv) Application of other code
classes like NB polar codes and related decoding.

The Feedback Capacity of NOST Channels
Eli Shalom Shemuel (Ben-Gurion University of the Negev, Israel); Oron Sabag (California Institute of
Technology, USA); Haim H Permuter (Ben-Gurion University of the Negev, Israel)
We consider finite-state channels where the channel state is stochastically dependent on the previous channel
output. We refer to these as Noisy Output is the STate (NOST) channels. We derive the capacity of NOST channels
with feedback in two scenarios: with and without causal state information (CSI) available at the encoder. If CSI is
unavailable, the feedback capacity is CFB = maxP(x|y') I(X; Y|Y'), while if it is available at the encoder, the feedback
capacity is CFB-CSI = maxP(u|y'), x(u, s') I(U; Y|Y'), where U is an auxiliary RV with finite cardinality. In both formulas, the
output process is a Markov process with stationary distribution. The derived formulas generalize special known
instances from the literature, such as where the state is iid and where it is a deterministic function of the output.
CFB and CFB-CSI are also shown to be computable via convex optimization problem formulations. Finally, we present
an example of an interesting NOST channel for which CSI available at the encoder does not increase the feedback
capacity.

Lattice Packings of Cross-Polytopes From Reed-Solomon Codes and Sidon Sets
Mladen Kovačević (University of Novi Sad, Serbia)
We describe two families of lattice packings of n-dimensional cross-polytopes (ℓ1 balls), one based on ReedSolomon codes, and the other based on the notion of Sidon sets in finite Abelian groups. The packing densities
of both constructions exceed the density of the best prior construction by a factor that scales as 2 n/log n (1 + o(1))
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when n → ∞. The construction based on Sidon sets also gives the highest known asymptotic density of packing
discrete cross-polytopes of fixed radius r ≥ 3 in ℤn.

Fast Polar Decoding With Bit Swapping and Tree-Pruning
Sahana Sridhar, Danilo Gligoroski and Katina Kralevska (Norwegian University of Science and Technology, Norway)
Polar codes use Successive Cancellation (SC) decoding methods taking advantage of the channel polarization to
achieve Shannon capacity. Although capacity-achieving, polar codes need faster decoding methods ever, apart
from the existing ones, to be able to support channel coding applications in future wireless networks (5G and
beyond). The serial nature of decoding brings inherent restrictions on the achievable improvements and the
binary-tree greedy-search approach increases the latency and complexity for larger block lengths due to extensive tree traversals.
In this work, we use a novel approach to bring parallelization using 2 bits at a time and a slightly modified channel
transform, Double-Bit transform (DB) or Swapped Double-Bit (SDB) transform, and simplified tree-pruning techniques to achieve faster decoding of polar codes for short to moderate block lengths. We select permutation
matrices such that they swap unordered adjacent-bit positions that make the tree-pruning much more efficient
and faster.

Wednesday, June 29 9:50 - 11:10
A.9: Codes, Graphs and Curves
Room: U5
Graph-Based Codes for Hierarchical Recovery
Allison Beemer (University of Wisconsin-Eau Claire, USA); Rutuja Kshirsagar (Zapata Computing, Inc.,
USA); Gretchen Matthews (Virginia Tech, USA)
In this paper, we consider approaches to designing Tanner codes to protect against symbol loss from multiple
erasures. First, we note that Tanner codes inherit locality and availability from their inner codes, allowing one to
design longer codes with specified locality and availability. Availability is desirable in that multiple disjoint repair
groups increase the likelihood that symbols are available to repair erased ones. Even so, particular patterns of
erasures well-distributed across the repair groups may prevent recovery. Hence, we consider an alternative using
hierarchical locality which implements tiered recovery, where the tier utilized depends on the number of erasures. Finally, we define hierarchical stopping sets to characterize local message-passing decoder failure at the
various repair levels.

Interior-Point Regenerating Codes on Graphs
Adway Patra and Alexander Barg (University of Maryland, USA)
We consider the use of regenerating codes in distributed storage systems where connections between the nodes
are constrained by a graph. In this setting the cost of node repair is determined by the graphical distance from
the helper nodes to the failed node. In our recent work (arXiv:2108:00939) we considered the MSR case, showing
that linear MSR codes are amenable to intermediate processing of the information, resulting in reduced repair
bandwidth which also meets the lower bound on the minimum repair cost. Here we extend this study to the nonMSR case. We derive a lower bound on the repair bandwidth and formulate repair procedures with intermediate
processing for several families of regenerating codes, with an emphasis on the recent constructions from multilinear algebra. We also consider intermediate processing for the problem of partial node repair.

On an Extremal Problem of Regular Graphs Related to Fractional Repetition Codes [virtual]
Hongna Yang and Yiwei Zhang (Shandong University, China)
Fractional repetition (FR) codes are a special family of regenerating codes with the repair-by-transfer property.
The constructions of FR codes are naturally related to combinatorial designs, graphs, and hypergraphs. Given the
file size of an FR code, it is desirable to determine the minimum number of storage nodes needed. The problem
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is related to an extremal graph theory problem, which asks for the minimum number of vertices of an α-regular
graph such that any subgraph with k vertices has at most δ edges. In this paper, we present a class of regular
graphs for this problem to give the bounds for the minimum number of storage nodes for the FR codes.

Deterministic Encoding Into Generalized Huff Curves [virtual]
Luying Li, Wei Yu and Min-Zhong Luo (Institute of Information Engineering, Chinese Academy of Sciences & University of Chinese Academy of Sciences, China)
We propose a novel encoding function for hashing into generalized Huff curves. This encoding is based on computing the square root and is almost injective. An elimination trick is introduced to cut down inversions in encoding function. On finite field of NIST recommended curve P-256, our encoding is over three times faster than the
state-of-the-art encoding in constant time implementation.

B.9: Network Coding II
Room: U6
On Information-Debt-Optimal Streaming Codes With Small Memory
Vinayak Ramkumar (Indian Institute of Science, India); Nikhil Krishnan Muralee Krishnan (IIIT Bangalore, India); Myna Vajha (Indian Institute of Science, India); P Vijay Kumar (Indian Institute of Science
& University of Southern California, India)
In the context of an (n, k, m) convolutional code where k is the number of message symbols, n the number of
code symbols and m the memory, Martinian introduced the concept of information debt whose value at time t
is the number of additional coded symbols needed to decode all prior message symbols. The same paper shows
the existence of (n, k, m) convolutional codes that can recover all prior message symbols whenever the symbolerasure pattern is such that the maximum time interval 𝜏 between successive returns to zero of the infomation
debt function is at most m. The parameter 𝜏 also represents the worst-case delay in decoding a message symbol.
In the present paper, we study (n, k, m) convolutional codes that possess the analogous property for the case 𝜏
> m whenever it is possible to do so. We will refer to such codes as information-debt-optimal streaming (iDOS)
codes. We prove the existence of periodically time-varying iDOS codes for all possible {n, k, m, 𝜏} parameters.
We also show that m-MDS codes and Maximum Distance Profile convolutional codes are iDOS codes for certain
parameter ranges. As a by-product of our existence result, the minimum memory needed for a particular class
of streaming codes studied earlier in the literature, is determined.

Packet Size Optimization for Batched Network Coding [virtual]
Hoover H. F. Yin and Harry W. H. Wong (The Chinese University of Hong Kong, Hong Kong); Mehrdad
Tahernia (Hong Kong); Jiaxin Qing (The Chinese University of Hong Kong, Hong Kong)
Batched network coding (BNC) is a low-complexity variant of random linear network coding (RLNC) that encodes
the file to be sent into batches, each consisting of a few coded packets. Although many works are focusing on
the overhead reduction of RLNC, the overhead reduction for BNC is rarely studied. Different types of overheads
in BNC interact and can potentially increase the overall overhead significantly. In this paper, we formulate a
minimization problem for BNC on the number of symbols we need to send at the source node by tuning the
number of packets divided from the file, which has the same meaning as tuning the packet size. It is hard to
optimize the discrete zigzag-like objective efficiently. However, in practical scenarios, the encoder has to optimize the problem in real-time for different file size and redundancy requirements. We propose an efficient heuristic for this purpose and show its accuracy by numerical evaluations.

Coding Size of Traffic Partition in Switch Memories
Yaniv Sadeh (Tel Aviv University, Israel); Ori Rottenstreich (Technion, Israel); Haim Kaplan (Tel Aviv
University, Israel)
Traffic splitting is a required functionality in networks, for example for load balancing over paths or servers, or
by the source's access restrictions. The capacities of the servers (or the number of users with particular access
restrictions) determine the sizes of the parts into which traffic should be split. A recent approach implements
traffic splitting within the ternary content addressable memory (TCAM), which is often available in switches. It is
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important to reduce the amount of memory allocated for this task since TCAMs are power consuming. We analyze the expected size of a representation, for uniformly random ordered partitions. We show that the expected
representation size of a random partition is at least half the size for the worst-case partition, and is linear in the
number of parts and in the logarithm of the size of the address space.

Improved Batch Code Lower Bounds
Ray Li and Mary Wootters (Stanford University, USA)
Batch codes are a useful notion of locality for error correcting codes, originally introduced in the context of distributed storage and cryptography. Many constructions of batch codes have been given, but few lower bound
(limitation) results are known, leaving gaps between the best known constructions and best known lower
bounds. Towards determining the optimal redundancy of batch codes, we prove a new lower bound on the redundancy of batch codes. Specifically, we study (primitive, multiset) linear batch codes that systematically encode n information symbols into N codeword symbols, with the requirement that any multiset of k symbol requests can be obtained in disjoint ways. We show that such batch codes need Ω(√{Nk}) symbols of redundancy,
improving on the previous best lower bounds of Ω(√N + k) at all k = nε with ε ∈ (0, 1). Our proof follows from
analyzing the dimension of the order-O(k) tensor of the batch code's dual code.

D.9: Signal Processing I
Room: U9
Computing Upper and Lower Bounds for the Bandwidth of Bandlimited Signals
Holger Boche, Ullrich J Mönich and Yannik Böck (Technical University of Munich, Germany)
The bandwidth of a signal is an important physical property that is of relevance in many signal processing applications. In this paper we study questions related to the computability of the bandwidth of bandlimited signals.
To this end we employ the concept of Turing computability, which exactly describes what is theoretically feasible
and can be computed on a digital machine. Recently, it has been shown that there exist bandlimited signals, the
actual bandwidth of which cannot be algorithmically determined, i.e., computed on a digital machine. In this
work, we consider the most general class of bandlimited signals and analyze whether it is at least possible to
compute nontrivial upper or lower bounds for the actual bandwidth of its members. We show that this is not
possible in general.

Unlimited Sampling via Generalized Thresholding
Dorian Florescu and Ayush Bhandari (Imperial College London, United Kingdom)
The Unlimited Sensing Framework (USF) provides an alternative protocol for high dynamic range (HDR) acquisition of real world signals. By incorporating a modulo non-linearity prior to sampling, an HDR signal, which is prone
to clipping due to sensor saturation, is folded back into the dynamic range of the analog-to-digital converter
(ADC). Thereafter, the modulo samples are algorithmically unfolded to their native dynamic range, thus allowing
for recovery of HDR input signals. For bandlimited functions, a sampling density criterion akin to the ShannonNyquist theorem guarantees recovery from the modulo samples. Recently, a hardware implementation of the
modulo ADC has motivated a generalized acquisition model called modulo-hysteresis that can handle non-idealities observed in practice. The recovery guarantees for this model are currently based on finite difference filters.
Such filters cannot handle practical scenarios where noise and perturbation play a role. The main goal of this
work is to introduce a principled approach that explains the role of general filters for signal recovery. Based on
the modulo-hysteresis acquisition model, we formulate input recovery guarantees for thresholding with general
filters and give numerical simulations to show cases where the finite difference filter is not an optimal choice for
reconstruction.

Time-Data Tradeoffs in Structured Signals Recovery via the Proximal-Gradient Homotopy Method
[virtual]
Xiao Lv, Wei Cui and Yulong Liu (Beijing Institute of Technology, China)
In this paper, we characterize data-time tradeoffs of the proximal-gradient homotopy method used for solving
linear inverse problems under sub-Gaussian measurements. Our results are sharp up to an absolute constant
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factor. We demonstrate that, in the absence of the strong convexity assumption, the proximal-gradient homotopy update can achieve a linear rate of convergence when the number of measurements is sufficiently large.
Numerical simulations are provided to verify our theoretical results.

A Perturbation Bound on the Subspace Estimator From Canonical Projections
Karan Srivastava and Daniel Pimentel-Alarcón (University of Wisconsin-Madison, USA)
This paper derives a perturbation bound on the optimal subspace estimator obtained from a subset of its canonical projections contaminated by noise. This fundamental result has important implications in matrix completion,
subspace clustering, and related problems.

E.9: Privacy II
Room: U356
Heterogeneous Differential Privacy via Graphs
Sahel Torkamani and Javad Ebrahimi (Sharif University of Technology, Iran); Parastoo Sadeghi (University of New South Wales, Australia); Rafael D'Oliveira (Clemson University, USA); Muriel Médard (MIT,
USA)
We generalize a previous framework for designing utility-optimal differentially private (DP) mechanisms via
graphs, where datasets are vertices in the graph and edges represent dataset neighborhood. The boundary set
contains datasets where an individual's response changes the binary-valued query compared to its neighbors.
Previous work was limited to the homogeneous case where the privacy parameter across all datasets was the
same and the mechanism at boundary datasets was identical. In our work, the mechanism can take different
distributions at the boundary and the privacy parameter is a function of neighboring datasets, which recovers an
earlier definition of personalized DP as special case. The problem is how to extend the mechanism, which is only
defined at the boundary set, to other datasets in the graph in a computationally efficient and utility optimal
manner. Using the concept of strongest induced DP condition we solve this problem efficiently in polynomial
time (in the size of the graph).

Robust Optimization for Local Differential Privacy
Milan Lopuhaä-Zwakenberg and Jasper Goseling (University of Twente, The Netherlands)
We consider the setting of publishing data without leaking sensitive information. We do so in the framework of
Robust Local Differential Privacy (RLDP). This ensures privacy for all distributions of the data in an uncertainty
set. We formulate the problem of finding the optimal data release protocol as a robust optimization problem. By
deriving closed-form expressions for the duals of the constraints involved we obtain a convex optimization problem. We compare the performance of four possible optimization problems depending on whether or not we
require robustness in i) utility and ii) privacy.

Calibration With Privacy in Peer Review [virtual]
Wenxin Ding (University of Chicago, USA); Gautam Kamath (MIT, USA); Weina Wang and Nihar B Shah
(Carnegie Mellon University, USA)
Reviewers in peer review are often miscalibrated: they may be strict, lenient, extreme, moderate, etc. A number
of algorithms have previously been proposed to calibrate reviews. Such attempts of calibration can however leak
sensitive information about which reviewer reviewed which paper. In this paper, we identify this problem of
calibration with privacy, and provide a foundational building block to address it. Specifically, we present a theoretical study of this problem under a simplified-yet-challenging model involving two reviewers, two papers, and
an MAP-computing adversary. Our main results establish the Pareto frontier of the tradeoff between privacy
(preventing the adversary from inferring reviewer identity) and utility (accepting better papers), and design explicit computationally-efficient algorithms that we prove are Pareto optimal.
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Information Theoretic Private Inference in Quantized Models
Netanel Raviv (Washington University in Saint Louis, USA); Rawad Bitar (Technical University of Munich, Germany); Eitan Yaakobi (Technion, Israel)
In a Private Inference scenario, a server holds a model (e.g., a neural network), a user holds data, and the user
wishes to apply the model on her data. The privacy of both parties must be protected; the user's data might
contain confidential information, and the server's model is his intellectual property.
Private inference has been studied extensively in recent years, mostly from a cryptographic perspective by incorporating homomorphic encryption and multiparty computation protocols, which incur high computational overhead and degrade the accuracy of the model. In this work we take a perpendicular approach which draws inspiration from the expansive Private Information Retrieval literature. We view private inference as the task of retrieving an inner product of a parameter vector with the data, a fundamental step in most machine learning
models.
By combining binary arithmetic with real-valued one, we present a scheme which enables the retrieval of the
inner product for models whose weights are either binarized, or given in fixed-point representation; such models gained increased attention recently, due to their ease of implementation and increased robustness. We also
present a fundamental trade-off between the privacy of the user and that of the server, and show that our
scheme is optimal in this sense. Our scheme is simple, universal to a large family of models, provides clear information-theoretic guarantees to both parties with zero accuracy loss, and in addition, is compatible with continuous data distributions and allows infinite precision.

G.9: Bandits I
Room: U4
Upper Confidence Interval Strategies for Multi-Armed Bandits With Entropy Rewards
Nir Weinberger (Technion, Israel); Michal Yemini (Princeton University, USA)
We introduce a multi-armed bandit problem with information-based rewards. At each round, a player chooses
an arm, observes a symbol, and receives an unobserved reward in the form of the symbol's self-information. The
player aims to maximize the expected total reward associated with the entropy values of the arms played. We
propose two algorithms based on upper confidence bounds (UCB) for this model. The first algorithm optimistically corrects the bias term in the entropy estimation. The second algorithm relies on data-dependent UCBs that
adapt to sources with small entropy values. We provide performance guarantees by upper bounding the expected regret of each of the algorithms, and compare their asymptotic behavior to the Lai-Robbins lower bound.
Finally, we provide numerical results illustrating the regret of the algorithms presented.

Efficient Distributed Machine Learning via Combinatorial Multi-Armed Bandits
Maximilian Egger, Rawad Bitar and Antonia Wachter-Zeh (Technical University of Munich, Germany);
Deniz Gündüz (Imperial College London, United Kingdom)
We consider the distributed stochastic gradient descent (SGD) problem, where a main node distributes gradient
calculations among n workers from which at most b ≤ n can be utilized in parallel. By assigning tasks to all the
workers and waiting only for the k fastest ones, the main node can trade-off the error of the algorithm with its
runtime by gradually increasing k as the algorithm evolves. However, this strategy, referred to as adaptive k sync,
can incur additional costs since it ignores the computational efforts of slow workers. We propose a cost-efficient
scheme that assigns tasks only to k workers and gradually increases k. As the response times of the available
workers are unknown to the main node a priori, we utilize a combinatorial multi-armed bandit model to learn
which workers are the fastest while assigning gradient calculations, and to minimize the effect of slow workers.
Assuming that the mean response times of the workers are independent and exponentially distributed with different means, we give empirical and theoretical guarantees on the regret of our strategy, i.e., the extra time
spent to learn the mean response times of the workers. Compared to adaptive k sync, our scheme achieves
significantly lower errors with the same computational efforts while being inferior in terms of speed.
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Multi-Environment Meta-Learning in Stochastic Linear Bandits
Ahmadreza Moradipari (University of California, Santa Barbara, USA); Mohammad Ghavamzadeh (Facebook AI Research, USA); Taha Rajabzadeh (Stanford University, USA); Christos Thrampoulidis (University of British Columbia, Canada); Mahnoosh Alizadeh (Univ. of California, Santa Barbara, USA)
In this work we investigate meta-learning (or learning-to-learn) approaches in multi-task linear stochastic bandit
problems that can originate from multiple environments. Inspired by the work of [1] on meta-learning in a sequence of linear bandit problems whose parameters are sampled from a single distribution (i.e., a single environment), here we consider the feasibility of meta-learning when task parameters are drawn from a mixture
distribution instead. For this problem, we propose a regularized version of the OFUL algorithm that, when trained
on tasks with labeled environments, achieves low regret on a new task without requiring knowledge of the environment from which the new task originates. Specifically, our regret bound for the new algorithm captures the
effect of environment misclassification and highlights the benefits over learning each task separately or metalearning without recognition of the distinct mixture components.

Remote Contextual Bandits
Francesco Pase (University of Padova, Italy); Deniz Gündüz (Imperial College London, United Kingdom);
Michele Zorzi (University of Padova, Italy)
We consider a remote contextual multi-armed bandit (CMAB) problem, in which the decision-maker observes
the context and the reward, but must communicate the actions to be taken by the agents over a rate-limited
communication channel. This can model, for example, a personalized ad placement application, where the content owner observes the individual visitors to its website, and hence has the context information, but must convey the ads that must be shown to each visitor to a separate entity that manages the marketing content. In this
remote CMAB (R-CMAB) problem, the constraint on the communication rate between the decision-maker and
the agents imposes a trade-off between the number of bits sent per agent and the acquired average reward. We
are particularly interested in characterizing the rate required to achieve sub-linear regret. Consequently, this can
be considered as a policy compression problem, where the distortion metric is induced by the learning objectives.
We first study the fundamental information theoretic limits of this problem by letting the number of agents go
to infinity, and study the regret achieved when Thompson sampling strategy is adopted. In particular, we identify
two distinct rate regions resulting in linear and sub-linear regret behavior, respectively. Then, we provide upper
bounds on the achievable regret when the decision-maker can reliably transmit the policy without distortion.

H.9: Statistics and Machine Learning III
Room: U1
Local Limit Theorems for Approximate Maximum Likelihood Estimation of Network Information
Spreading Models
Abram Magner and Amith Singh (University at Albany, SUNY, USA)
We consider infection/spreading process models on a graph in which infected nodes are associated with realvalued messages that evolve as they spread, according to a parametric probabilistic message spreading model.
Estimation of the parameters of such models from an observed sample infection trajectory and associated messages presents computational and statistical challenges as a result of the fact that the set of neighbors that infected a given node is unobserved. This leads to a log likelihood function with exponentially many terms as a
function of the number of infected neighbors of each node. We show that the log likelihood can be approximated
using a local central limit theorem with provable accuracy and computational efficiency. We then show that
under a well-posedness condition on the model, the maximum of the approximating function is close to the
maximum of the true log likelihood, so that likelihood maximization can be approximately performed by maximizing the Gaussian approximation of the log likelihood.

Hide and Seek on a Budget
Christopher Rose (Brown University, USA)
Imagine a game of hide and seek with an energy-limited hider and an observation rate-limited seeker. We first
show that hider energy expenditure is a function of the process covariance and thus, unsurprisingly, that
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Gaussian motion processes maximize hider entropy, a proxy for seeker effort. We formulate the optimization in
terms of the process position (or velocity) spectral density. If the seeker knows when the hider has looked, the
optimal motion strategy is a satisfyingly simple renewal process – after an observation, pick a velocity at random
and proceed until the next observation where the process renews. However, if the seeker is oblivious to seeker
attentions the problem is more complicated. While the power spectral density of the motion process is necessarily bandlimited owing to the energy constraint, a general closed form eluded us. So, we consider a few special
cases for both stationary motion processes and a class of non-stationary motion processes and then provide an
upper bound on hider efficacy.

Challenging the Deployment of Fiducial Points in Minimum Error Entropy
Sajjad Bahrami and Ertem Tuncel (University of California, Riverside, USA)
In this paper, robust linear adaptive filtering in presence of non-Gaussian noise is addressed. More precisely, the
well-known algorithm for robust adaptive learning called minimum error entropy with fiducial points (MEEF) is
challenged. Error entropy and error correntropy are two information theoretic cost functions that can be used
in a supervised learning problem. They incorporate higher-order statistics of the error between labels and system
outputs and therefore are comprehensive descriptors of data that show more robustness against non-Gaussianity of the environment compared to the conventional cost functions. This robustness makes them strong substitutions for classical mean square error (MSE) that only considers the variance (second-order moment) of the
error. In minimum error entropy (MEE) specifically, error entropy is minimized to extract as much information as
possible about the data generating system. However, this minimum entropy can also occur for other error PDFs
not located at the origin inasmuch as entropy is shift-invariant. In these cases, an undesired estimate of the
system parameters is obtained. Therefore, an extra step must be taken to concentrate error samples around the
origin. The most celebrated approach towards that end is MEEF, in which some external and artificial zero error
samples, called fiducial points (not generated by the underlying system), are added to the cost function as the
reference points to force actual error samples to get concentrated around them. Using these fiducial points
translates MEEF into a weighted combination of MEE and maximum correntropy criterion (MCC). In this paper,
it is shown that incorporating these fiducial points into MEE can even degrade the steady state misalignment
and/or convergence speed.

AutoVAE: Mismatched Variational Autoencoder With Irregular Posterior-Prior Pairing [virtual]
Toshiaki Koike-Akino and Ye Wang (Mitsubishi Electric Research Laboratories, USA)
The variational autoencoder (VAE) has been used in a myriad of applications, e.g., dimensionality reduction and
generative modeling. VAE uses a specific model for stochastic sampling in latent space. The normal distribution
is the most commonly used one because it allows a straightforward sampling, a reparameterization trick, and a
differentiable expression of the Kullback-Leibler divergence. Although various other distributions such as Laplace
were studied in literature, the effect of heterogeneous use of different distributions for posterior-prior pair is
less known to date. In this paper, we investigate numerous possibilities of such a mismatched VAE, e.g., where
the uniform distribution is used as a posterior belief at the encoder while the Cauchy distribution is used as a
prior belief at the decoder. To design the mismatched VAE, the total number of potential combinations to explore
grows rapidly with the number of latent nodes when allowing different distributions across latent nodes. We
propose a novel framework called AutoVAE, which searches for better pairing set of posterior-prior beliefs in the
context of automated machine learning for hyperparameter optimization. We demonstrate that the proposed
irregular pairing offers a potential gain in the variational Renyi bound. In addition, we analyze a variety of likelihood beliefs and divergence order.

I.9: Multi-Access Coded Caching
Room: U3
The Exact Load-Memory Tradeoff of Multi-Access Coded Caching With Combinatorial Topology
Federico Brunero and Petros Elia (EURECOM, France)
Recently, Muralidhar et al. proposed a novel multi-access system model where each user is connected to multiple
caches in a manner that follows the well-known combinatorial topology of combination networks. For such multiaccess topology, the same authors proposed an achievable scheme, which stands out for the unprecedented
coding gains even with very modest cache resources. In this paper, we identify the fundamental limits of such
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multi-access setting with exceptional potential, providing an information-theoretic converse which establishes,
together with the inner bound by Muralidhar et al., the exact optimal performance under uncoded prefetching.

Coded Caching for Two-Dimensional Multi-Access Networks
Mingming Zhang (Guangxi Normal University, China); Kai Wan (Technische Universität Berlin, Germany); Minquan Cheng (Guangxi Normal University, China); Giuseppe Caire (Technische Universität
Berlin, Germany)
This paper formulates the multi-access coded caching (MACC) problem under the two-dimensional (2D) topology, which is a generalization of the one-dimensional (1D) MACC problem originally considered by Hachem et al.
The novel 2D MACC system includes a server containing N files, K1 × K2 cache-nodes (each of size M units) placed
on a grid with K1 rows and K2 columns, and K1 × K2 cache-less users, each of which accesses to L2 nearby cachenodes. More precisely, focus on any row (or column) of the grid, each user can access L consecutive cache-nodes
in a cyclic wrap-around fashion, referred to as row (or column) 1D MACC problem in the 2D MACC system. The
users are connected to the server through an error-free shared link, while they can also retrieve the content
stored at the accessible cache-nodes without cost. Our objective is to minimize the worst-case transmission load
among all possible users' demands. This work propose a baseline scheme firstly, which directly extends an existing 1D MACC scheme to the 2D model by using a Minimum Distance Separable (MDS) code. Then two improved
schemes are designed. In the grouping scheme, we divide the cache-nodes and users into L2 groups by their
positions, such that any two users in the same group do not share any cache-node, and then utilize the seminal
shared-link coded caching scheme proposed by Maddah-Ali and Niesen for each group. Then we propose the
hybrid scheme, consisting in a highly non-trivial way to construct a 2D MACC scheme by using two 1D MACC
problems under vertical and horizontal projections.

An Improved Lower Bound for Multi-Access Coded Caching
K. K. Krishnan Namboodiri and B. Sundar Rajan (Indian Institute of Science, India)
The multi-access variant of the coded caching problem with N files, K users and K caches, where each user has
access to L neighbouring caches in a cyclic wrap-around manner, is considered. A cut-set based lower bound on
the optimal rate-memory trade-off of the multi-access coded caching (MACC) scheme is derived. Furthermore,
an improved lower bound on the optimal rate-memory trade-off of the MACC scheme is derived using non-cutset arguments. The improved lower bound is tighter than the previously known lower bounds for the same setting.

Multi-Access Coded Caching Schemes From Maximal Cross Resolvable Designs
Niladri Das and B. Sundar Rajan (Indian Institute of Science, India)
We study the problem of multi-access coded caching (MACC): a central server has N files, K (K ≤ N) caches each
of which stores M out of the N files, K users each of which demands one out of the N files, and each user accesses
z caches. The objective is to jointly design the placement, delivery, and user-to-cache association, to optimize
the achievable rate. This problem has been extensively studied in the literature under the assumption that a user
accesses only one cache. However, when a user accesses one or more caches, this problem has been studied
only under the assumption that a user accesses z consecutive caches with a cyclic wrap-around over the boundaries. A natural question is how other user-to-cache associations fare against the cyclic wrap-around user-tocache association. A bipartite graph can describe a general user-to-cache association. We identify a class of bipartite graphs that, when used as a user-to-cache association, achieves either a lesser rate or a lesser subpacketization than all other existing MACC schemes using a cyclic wrap-around user-to-cache association. The placement and delivery strategy of our MACC scheme is constructed using a combinatorial structure called maximal
cross resolvable design.

J.9: Boolean Functions
Room: U8
A Novel Construction of Optimal Cross Z-Complementary Sets Based on Generalized Boolean Functions
Zhen-Ming Huang, Cheng-Yu Pai and Chao-Yu Chen (National Cheng Kung University, Taiwan)
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The cross Z-complementary pair (CZCP) has been employed for training design in spatial modulation (SM). Due
to its specific zero correlation zone (ZCZ) for autocorrelation and cross-correlation sums, optimal channel estimation performance in SM over frequency-selective channels can be achieved. However, a disadvantage of the
CZCP is that its ZCZ width is theoretically limited by the half sequence length. In this paper, we extend the concept
of CZCPs to the cross Z-complementary set (CZCS) to aim for large ZCZ widths which can be used in SM to combat
larger delay spread. A novel construction of CZCSs based on generalized Boolean functions is presented in this
paper. The proposed construction leads to the so-called optimal CZCSs with the maximum ZCZ width. The simulation result demonstrates that the proposed CZCS-based training sequences can tolerate larger delay spreads
to improve the channel estimation performance in SM.

Binary Classification Under ℓ0 Attacks for General Noise Distribution
Payam Delgosha (University of Illinois at Urbana Champaign, USA); Hamed Hassani (University of Pennsylvania, USA); Ramtin Pedarsani (University of California, Santa Barbara, USA)
Adversarial examples have recently drawn considerable attention in the field of machine learning due to the fact
that small perturbations in the data can result in major performance degradation. This phenomenon is usually
modeled by a malicious adversary that can apply perturbations to the data in a constrained fashion, such as being
bounded in a certain norm. In this paper, we study this problem when the adversary is constrained by the ℓ0
norm; i.e., it can perturb a certain number of coordinates in the input, but has no limit on how much it can
perturb those coordinates. Due to the combinatorial nature of this setting, we need to go beyond the standard
techniques in robust machine learning to address this problem. We consider a binary classification scenario
where d noisy data samples of the true label are provided to us after adversarial perturbations. We introduce a
classification method which employs a nonlinear component called truncation, and show in an asymptotic scenario, as long as the adversary is restricted to perturb no more than √d data samples, we can almost achieve the
optimal classification error in the absence of the adversary, i.e. we can completely neutralize adversary's effect.
Surprisingly, we observe a phase transition in the sense that using a converse argument, we show that if the
adversary can perturb more than √d coordinates, no classifier can do better than a random guess.

On the Stability of Super-Resolution and a Beurling-Selberg Type Extremal Problem
Maxime Ferreira Da Costa and Urbashi Mitra (University of Southern California, USA)
Super-resolution estimation is the problem of recovering a stream of spikes (point sources) from the noisy observation of a few number of its first trigonometric moments. The performance of super-resolution is recognized
to be intimately related to the separation between the spikes to recover. A novel notion of stability of the Fisher
information matrix (FIM) of the super-resolution problem is introduced, when the minimal eigenvalue of the FIM
is not asymptotically vanishing. The regime where the minimal separation is inversely proportional to the number
of acquired moments is considered. It is shown that there is a separation threshold above which the eigenvalues
of the FIM can be bounded by a quantity that does not depend on the number of moments. The proof relies on
characterizing the connection between the stability of the FIM and a generalization of the Beurling-Selberg box
approximation problem.

Three New Constructions of 5-valued Spectrum Functions with Totally Disjoint Spectra Duals [virtual]
Jiaxin Wang and Fang-Wei Fu (Nankai University, China)
A function f: 𝔽2n → 𝔽2 is called a 5-valued spectrum function if the Walsh transform Wf takes the values
(0, ± 2(n+s_1)/2, ± 2(n+s_2)/2) for some different non-negative integers si, i=1,2, with n+si even. In [IEEE Transactions
on Information Theory, 67 (2), 2021], by spectral method, Hodžić et al. characterized the so-called basic 5-valued
spectrum functions f whose duals f[i]* (i=1,2) are totally disjoint spectra functions. For a special case that the
corresponding functions f[i]* (i=1,2) are basic plateaued functions, Hodžić et al. gave a construction of basic 5valued spectrum functions. They left open problems to provide constructions of 5-valued spectrum functions f
for which f are basic and the corresponding functions f[i]* (i=1,2) are non-basic plateaued functions, or f are nonbasic. In this paper, we provide three new constructions of 5-valued spectrum functions f with totally disjoint
spectra duals f[i]* (i=1,2), including the case that f are basic and the corresponding functions f[i]* (i=1,2) are nonbasic plateaued functions, and the case that f are non-basic, which provide answers to the problems proposed
by Hodžić et al. Since non-basic 5-valued spectrum functions are EA-inequivalent to basic ones, two constructions
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in this paper can produce 5-valued spectrum functions which are EA-inequivalent to ones in [IEEE Transactions
on Information Theory, 67 (2), 2021].

Wednesday, June 29 11:40 - 13:00
A.10: Reed-Muller Codes
Room: U5
On the Generalized Covering Radii of Reed-Muller Codes
Dor Elimelech, Hengjia Wei and Moshe Schwartz (Ben-Gurion University of the Negev, Israel)
We study generalized covering radii, a fundamental property of linear codes that characterizes the trade-off between storage, latency, and access in linear data-query protocols such as PIR. We find the exact value of the
generalized covering radii of Reed-Muller codes in certain extreme cases, as well as proving lower and upper
bounds in various scenarios.

On the Performance of Reed-Muller Codes Over (d,∞)-RLL Input-Constrained BMS Channels
V. Arvind Rameshwar and Navin Kashyap (Indian Institute of Science, India)
This paper considers the input-constrained binary memoryless symmetric (BMS) channel, without feedback. The
channel input sequence respects the (d,∞)-runlength limited (RLL) constraint, which mandates that any pair of
successive 1s be separated by at least d 0s. We consider the problem of designing explicit codes for such channels. In particular, we work with the Reed-Muller (RM) family of codes, which were shown by Reeves and Pfister
(2021) to achieve the capacity of any unconstrained BMS channel, under bit-MAP decoding. We show that it is
possible to pick (d,∞)-RLL subcodes of a capacity-achieving (over the unconstrained BMS channel) sequence of
RM codes such that the subcodes achieve, under bit-MAP decoding, rates of C⋅2-⌈log_2(d+1)⌉, where C is the capacity
of the BMS channel. Finally, we also introduce techniques for upper bounding the rate of any (1,∞)-RLL subcode
of a specific capacity-achieving sequence of RM codes.

Berman Codes: A Generalization of Reed-Muller Codes That Achieve BEC Capacity [virtual]
Lakshmi Prasad Natarajan (Indian Institute of Technology Hyderabad, India); Prasad Krishnan (IIIT Hyderabad, India)
We identify a family of binary codes whose structure is similar to Reed-Muller (RM) codes and which include RM
codes as a strict subclass. The codes in this family are denoted as C n(r, m), and their duals are denoted as Bn(r,
m). The length of these codes is nm, where n ≥ 2, and r is their “order”. When n=2, Cn(r, m) is the RM code of
order r and length 2m. The special case of these codes corresponding to n being an odd prime was studied by
Berman (1967) and Blackmore and Norton (2001). Following the terminology introduced by Blackmore and Norton, we refer to Cn(r, m) as the Berman code and Bn(r, m) as the dual Berman code. We identify these codes using
a recursive Plotkin-like construction, and we show that these codes have a rich automorphism group. Applying a
result of Kumar et al. (2016) to this set of automorphisms, we show that these codes achieve the capacity of the
binary erasure channel (BEC) under bit-MAP decoding.

B.10: GRAND
Room: U6
Constrained Error Pattern Generation for GRAND [virtual]
Mohammad Rowshan and Jinhong Yuan (University of New South Wales, Australia)
Maximum-likelihood (ML) decoding can be used to obtain the optimal performance of error correction codes.
However, the size of the search space and consequently the decoding complexity grows exponentially, making it
impractical to be employed for long codes. In this paper, we propose an approach to constrain the search space
for error patterns under a recently introduced near ML decoding scheme called guessing random additive noise
decoding (GRAND). In this approach, the syndrome-based constraints which divide the search space into disjoint
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sets are progressively evaluated. By employing p constraints extracted from the parity check matrix, the average
number of queries reduces by a factor of 2p while the error correction performance remains intact.

Transversal GRAND for Network Coded Data
Ioannis Chatzigeorgiou (Lancaster University, United Kingdom)
This paper considers a transmitter, which uses random linear coding (RLC) to encode data packets. The generated
coded packets are broadcast to one or more receivers. A receiver can recover the data packets if it gathers a
sufficient number of coded packets. We assume that the receiver does not abandon its efforts to recover the
data packets if RLC decoding has been unsuccessful; instead, it employs syndrome decoding in an effort to repair
erroneously received coded packets before it attempts RLC decoding again. A key assumption of most decoding
techniques, including syndrome decoding, is that errors are independently and identically distributed within the
received coded packets. Motivated by the `guessing random additive noise decoding' (GRAND) framework, we
develop transversal GRAND: an algorithm that exploits statistical dependence in the occurrence of errors, complements RLC decoding and achieves a gain over syndrome decoding, in terms of the probability that the receiver
will recover the original data packets.

Partial Encryption After Encoding for Security and Reliability in Data Systems
Alejandro Cohen (Technion, Israel); Rafael D'Oliveira (Clemson University, USA); Ken R. Duffy (Hamilton
Institute, Maynooth University, Ireland); Muriel Médard (MIT, USA)
We consider the problem of secure and reliable communication over a noisy multipath network. Previous work
considering a noiseless version of our problem proposed a hybrid universal network coding cryptosystem
(HUNCC). By combining an information-theoretically secure encoder together with partial encryption, HUNCC is
able to obtain security guarantees, even in the presence of an all-observing eavesdropper. In this paper, we
propose a version of HUNCC for noisy channels (N-HUNCC). This modification requires four main novelties. First,
we present a network coding construction which is jointly, individually secure and error-correcting. Second, we
introduce a new security definition which is a computational analogue of individual security, which we call individual indistinguishability under chosen ciphertext attack (individual IND-CCA1), and show that N-HUNCC satisfies it. Third, we present a noise based decoder for N-HUNCC, which permits the decoding of the encoded-then
encrypted data. Finally, we discuss how to select parameters for N-HUNCC and its error-correcting capabilities.

C.10: DNA and Data Storage III
Room: U7
The Secure Storage Capacity of a DNA Wiretap Channel Model
Praneeth Kumar Vippathalla and Navin Kashyap (Indian Institute of Science, India)
In this paper, we propose a strategy for making DNA-based data storage information-theoretically secure through
the use of wiretap channel coding. This motivates us to extend the shuffling-sampling channel model of Shomorony and Heckel (2021) to include a wiretapper. Our main result is a characterization of the secure storage
capacity of our DNA wiretap channel model, which is the maximum rate at which data can be stored within a
pool of DNA molecules so as to be reliably retrieved by an authorized party (Bob), while ensuring that an unauthorized party (Eve) gets almost no information from her observations. Furthermore, our proof of achievability
shows that index-based wiretap channel coding schemes are optimal.

Optimal Chromosome-Inversion Correcting Codes for Data Storage in Live DNA
Thanh Tuan Nguyen, Kui Cai and Wentu Song (Singapore University of Technology and Design, Singapore); Kees A. Schouhamer Immink (Turing Machines Inc., The Netherlands)
Advances in synthesis and sequencing technologies have made DNA macromolecules an attractive medium for
digital information storage. Compared with the ex vivo method that stores data in a non-biological environment,
there have been considerations and attempts to store data in living organisms, also known as the in vivo method
or live DNA due to several magnificent advantages. Data stored in this medium is prone to errors arising from
various mutations such as point mutations (when there is a change in a single nucleotide in DNA, i.e. deletion,
insertion, or substitution) or chromosomal alterations (that change the structure of a segment of DNA, i.e.
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tandem duplication, inversion). In this paper, we provide error-correcting codes for errors caused by inversions,
that reverse the order of a segment of DNA. In particular, we construct families of codes for correcting single
inversion of a fixed length or variable length up to a given constant k with at most log n + Θ(1) redundant bits,
where the redundancy matches the optimal value up to only a constant additive term. Moreover, our codes
remain order-optimal, i.e. the redundancy is at most log n + o(log n), when k = o(log n). The redundancy can be
further reduced when k ≤ 3.

Correcting Multiple Short Duplication and Substitution Errors
Yuanyuan Tang (University of Virginia, USA); Shuche Wang (National University of Singapore, Singapore); Ryan Gabrys (Univ. of California, San Diego, USA); Farzad Farnoud (University of Virginia, USA)
Due to its advantages of higher data density, longevity, energy efficiency, and ease of generating copies, DNA is
considered a promising storage technology of the future. However, a diverse set of errors including deletions,
insertions, duplications, and substitutions may arise in DNA at different stages of data storage and retrieval. The
current paper constructs error-correcting codes for simultaneously correcting short (tandem) duplications and
at most p substitutions, where a short duplication generates a copy of a substring with length ≤ 3 and inserts the
copy following the original substring. Compared to the state-of-the-art codes for duplications only, the proposed
codes correct up to p substitutions (in addition to duplications) at the additional cost of roughly 8p(logqn) (1+o(1))
symbols of redundancy, thus achieving the same asymptotic rate, where q ≥ 4 is the alphabet size. Furthermore,
the time complexities of both the encoding and decoding processes are polynomial when p is a constant with
respect to n.

D.10: Signal Processing II
Room: U9
On (1+ε)-Approximate Block Sparse Recovery
Baris Can Esmer (Saarland University & CISPA, Germany); Vasileios Nakos (Relational AI, USA)
Learning approximately block sparse vectors using a small number of linear measurements is a standard task in
the sparse recovery/compressed sensing literature. Schemes achieving a constant factor approximation are long
known, e.g. using model-based RIP. We give a new scheme achieving (1+ε) approximation, which runs in near
linear time in the length of the vector and is likely to be optimal up to constant factors. As an intriguing side
result, we obtain the simplest known scheme measurement-optimal ℓ2/ℓ2 sparse recovery scheme recorded in
the literature. The main component of our algorithm is a subtle variant of the classic CountSketch data structure
where the random signs are substituted by gaussians and the number of repetitions (rows) is tuned to smaller
than usual.

Group-Theoretic Wideband Radar Waveform Design
Kumar Vijay Mishra (United States DEVCOM Army Research Laboratory, USA); Samuel Pinilla (University of Manchester, United Kingdom); Ali Pezeshki (Colorado State University, USA); Robert Calderbank
(Duke University, USA)
We investigate the theory of affine groups in the context of designing radar waveforms that obey the desired
wideband ambiguity function (WAF). The WAF is mathematically obtained by correlating the signal with its frequency-rotated, Doppler-shifted, and delayed replicas. We consider the WAF definition as a coefficient function
of the unitary representation of the group a⋅x + b. This is essentially an algebraic problem applied to radar waveform design. Unlike prior works which largely analyzed narrow-band ambiguity functions, we show that when
the underlying signal of interest is a pulse or pulse train, a tight frame can be built to design the radar waveform.
Specifically, we design the pulses by minimizing the ratio of bounding constants of the frame in order to obtain
lower sidelobes in the WAF. This minimization is performed by building a codebook based on difference sets in
order to achieve the Welch bound. We show that the tight frame so obtained is connected with the wavelet
transform that defines the WAF.

Blind Super-Resolution via Projected Gradient Descent [virtual]
Sihan Mao and Jinchi Chen (Fudan University, China)
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Blind super-resolution can be cast as a low rank matrix recovery problem by exploiting the inherent simplicity of
the signal. In this paper, we develop a simple yet efficient non-convex method for this problem based on the low
rank structure of the vectorized Hankel matrix associated with the target matrix. Theoretical guarantees have
been established under the similar conditions as convex approaches. Numerical experiments are also conducted
to demonstrate its performance.

3D Orientation Estimation With Configurable Backscatter Arrays
Mohamad Rida Rammal and Suhas Diggavi (University of California, Los Angeles, USA); Ashutosh Sabharwal (Rice University, USA)
We consider the problem of estimating the orientation of a 3D object with the assistance of configurable
backscatter tags. We explore the idea of designing tag response codes to improve the accuracy of orientation
estimation. To minimize the difference between the true and estimated orientation, we propose two code design
criteria. We also derive a lower bound on the worst-case error using Le Cam's method and provide simulation
results for multiple scenarios including perfect and imperfect channel knowledge, comparing the performance
of various coding methods against the suggested designs.

E.10: Privacy III
Room: U356
Cactus Mechanisms: Optimal Differential Privacy Mechanisms in the Large-Composition Regime
Wael Alghamdi (Harvard University, USA); Shahab Asoodeh (McMaster University, Canada); Flavio P.
Calmon (Harvard University, USA); Oliver Kosut, Lalitha Sankar and Fei Wei (Arizona State Univ., USA)
Most differential privacy mechanisms are applied (i.e., composed) numerous times on sensitive data. We study
the design of optimal differential privacy mechanisms in the limit of a large number of compositions. As a consequence of the law of large numbers, in this regime the best privacy mechanism is the one that minimizes the
Kullback-Leibler divergence between the conditional output distributions of the mechanism given two different
inputs. We formulate an optimization problem to minimize this divergence subject to a cost constraint on the
noise. We first prove that additive mechanisms are optimal. Since the optimization problem is infinite dimensional, it cannot be solved directly; nevertheless, we quantize the problem to derive near-optimal additive mechanisms that we call “cactus mechanisms” due to their shape. We show that our quantization approach can be
arbitrarily close to an optimal mechanism. Surprisingly, for quadratic cost, the Gaussian mechanism is strictly
sub-optimal compared to this cactus mechanism. Finally, we provide numerical results which indicate that cactus
mechanisms outperform Gaussian and Laplace mechanisms for a finite number of compositions.

Learning Under Storage and Privacy Constraints
Berivan Isik and Tsachy Weissman (Stanford University, USA)
Storage-efficient privacy-guaranteed learning is crucial due to enormous amounts of sensitive user data required
for increasingly many learning tasks. We propose a framework for reducing the storage cost while at the same
time providing privacy guarantees, without essential loss in the utility of the data for learning. Our method comprises noise injection followed by lossy compression. We show that, when appropriately matching the lossy compression to the distribution of the added noise, the compressed examples converge, in distribution, to that of
the noise-free training data. In this sense, the utility of the data for learning is essentially maintained, while
reducing storage and privacy leakage by quantifiable amounts. We present experimental results on the CelebA
dataset for gender classification and find that our suggested pipeline delivers in practice on the promise of the
theory: the individuals in the images are unrecognizable (or less recognizable, depending on the noise level),
overall storage of the data is substantially reduced, with no essential loss of the classification accuracy. As an
added bonus, our experiments suggest that our method yields a substantial boost to robustness in the face of
adversarial test data.

Perfect Subset Privacy for Data Sharing and Learning [virtual]
Netanel Raviv (Washington University in Saint Louis, USA); Ziv Goldfeld (Cornell University, USA)
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As the size of modern datasets grows, it becomes increasingly common to delegate computational tasks to service providers. Doing so, however, raises privacy concerns. Privatization schemes which enable learning algorithms to be executed unaltered have been recently popularized under the name instance encoding, aiming to
circumvent the large overhead of traditional cryptographic primitives. In this work we take an information/coding-theoretic approach towards instance encoding. Specifically, recent works have shown that general-purpose
data sharing can be achieved without leaking information about any individual datapoint (marginally), while
maintaining high mutual information with the dataset in its entirety. We first extend this framework to capture
the entire privacy-utility tradeoff, accounting for the privatization of any subset of the dataset, and provide a
coding scheme for doing so. Second, we introduce a necessary algebraic condition for applying unaltered learning
algorithms on encrypted data, termed signal preservation, and present an additional scheme which guarantees
it. Both schemes achieve almost maximal mutual information with the entire dataset, under appropriate assumptions. The construction relies on some classic ideas such as Shamir secret sharing, as well as a novel technique
called random Hadamard coding.

Differentially Private ℓ1-Norm Linear Regression With Heavy-Tailed Data
Di Wang (KAUST, Saudi Arabia); Jinhui Xu (State University of New York at Buffalo, USA)
We study the problem of Differentially Private Stochastic Convex Optimization (DP-SCO) with heavy-tailed data.
Specifically, we focus on the ℓ1-norm linear regression in the ε-DP model. While most of the previous work focuses on the case where the loss function is Lipschitz, here we only need to assume the variates has bounded
moments. Firstly, we study the case where the ℓ2 norm of data has bounded second order moment. We propose
an algorithm which is based on the exponential mechanism and show that it is possible to achieve an upper
bound of O~(√(d/nε)) (with high probability). Next, we relax the assumption to bounded ϑ-th order moment with
some ϑ ∈ (1, 2) and show that it is possible to achieve an upper bound of O~((d/nε)(ϑ-1)/ϑ). Our algorithms can
also be extended to more relaxed cases where only each coordinate of the data has bounded moments, and we
can get an upper bound of O~(d/√(nε)) and O~((d/nε)(ϑ-1)/ϑ) in the second and ϑ-th moment case, respectively.

F.10: Quantum IV
Room: U358
Exponents in Smoothing the Max-Relative Entropy and of Randomness Extraction Against Quantum
Side Information (JKW Award Finalist) [virtual]
Yongsheng Yao and Ke Li (Harbin Institute of Technology, China); Masahito Hayashi (Southern University of Science and Technology, Shenzhen, China)
The smooth max-relative entropy is a basic tool in quantum information theory and cryptography. In this paper,
we derive the exact exponent for the decay of the small modification of the quantum state in smoothing the
max-relative entropy. We then apply this result to the problem of privacy amplification against quantum side
information and obtain an upper bound for the exponent of the decreasing of the insecurity, measured using
either purified distance or relative entropy. Our upper bound complements the earlier lower bound established
by Hayashi, and the two bounds match when the rate of randomness extraction is above a critical value. Thus,
for the case of high rate, we have determined the exact security exponent. Following this, we give examples and
show that in the low-rate case, neither the upper bound nor the lower bound is tight in general. Lastly, we investigate the asymptotics of equivocation and its exponent under the security measure using the sandwiched Rényi
divergence of order between 1 and 2, which has not been addressed previously in the quantum setting.

Unified Approach for Computing Sum of Sources Over CQ-MAC
Mohammad Aamir Sohail, Touheed Anwar Atif and S. Sandeep Pradhan (University of Michigan, USA)
We consider the task of communicating a generic bivariate function of two classical sources over a ClassicalQuantum Multiple Access Channel (CQ-MAC). The two sources are observed at the encoders of the CQ-MAC, and
the decoder aims at reconstructing a bivariate function from the received quantum state. Inspired by the techniques developed for the analogous classical setting, and employing the technique of simultaneous (joint) decoding developed for the classical-quantum setting, we propose and analyze a coding scheme based on a fusion
of algebraic structured and unstructured codes. This coding scheme allows exploiting both the symmetric structure common amongst the sources and the asymmetries. We derive a new set of sufficient conditions that strictly
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enlarges the largest known set of sources (capable of communicating the bivariate function) for any given CQMAC. We provide these conditions in terms of single-letter quantum information-theoretic quantities.

High-Dimensional Quantum Conference Key Agreement
Omar Amer and Walter O Krawec (University of Connecticut, USA)
Quantum Conference Key Agreement (QCKA) protocols are designed to allow multiple parties to agree on a
shared secret key, secure against computationally unbounded adversaries. In this paper, we consider a highdimensional QCKA protocol and prove its information theoretic security against arbitrary, general, attacks in the
finite-key scenario. Our proof technique may be useful for other high-dimensional multi-party quantum cryptographic protocols. Finally, we evaluate the protocol in a variety of settings, showing that high-dimensional states
can greatly benefit QCKA protocols.

Strong Converse for Privacy Amplification Against Quantum Side Information
Yu-Chen Shen (National Taiwan University, Taiwan); Li Gao (University of Houston, USA); Hao-Chung
Cheng (National Taiwan University, Taiwan)
We prove a strong converse bound for privacy amplification against quantum side information. Combined with
the recent achievability result by Dupuis [arXiv:2105.05342], this shows that the optimal rate of privacy amplification is given by mutual information. Beyond that, we also obtain a second-order converse bound and the convergence in the moderate deviation regime. Our result has applications in estimating the information leakage for
classical-quantum wiretap channels and the information loss in quantum key distribution.

G.10: Bandits II
Room: U4
Fast Beam Alignment via Pure Exploration in Multi-Armed Bandits
Yi Wei (Zhejiang University, China); Zixin Zhong and Vincent Y. F. Tan (National University of Singapore,
Singapore); Chan Wang (Zhejiang University, China)
The beam alignment (BA) problem consists in accurately aligning the transmitter and receiver beams to establish
a reliable communication link in wireless communication systems. Existing BA methods search the entire beam
space to identify the optimal transmit-receive beam pair. This incurs a significant latency when the number of
antennas is large. In this work, we develop a bandit-based fast BA algorithm to latency. Our algorithm is named
Two-Phase Heteroscedastic Track-and-Stop (2PHT&S). We first formulate the BA problem as a pure exploration
problem in multi-armed bandits in which the objective is to minimize the required number of time steps given a
certain fixed confidence level. By taking advantage of the correlation structure among beams that the information from nearby beams are similar and the heteroscedastic property that the variance of the reward of an
arm (beam) is linearly related to its mean, the proposed algorithm groups all beams into several sets of beams
such that the optimal beam set is first selected, and the optimal beam is identified from this set after that. Theoretical analysis and simulation results demonstrate the superiority of the proposed algorithm vis-à-vis other
baseline competitors.

Cascading Bandits With Two-Level Feedback
Duo Cheng (Virginia Tech, USA); Ruiquan Huang (Pennsylvania State University, USA); Cong Shen (University of Virginia, USA); Jing Yang (Pennsylvania State University, USA)
Motivated by the engineering application of efficient mobility management in ultra-dense wireless networks, we
propose a novel cost-aware cascading bandit model with two-level actions. Compared with the standard cascading bandit model with a single-level action, this new model captures the real-world action sequence in mobility
management, where the base station not only decides on an ordered neighbor cell list before measurement, but
also executes the final handover decision to the target base station. We first analyze the optimal offline policy
when the arm statistics are known beforehand. An online learning algorithm coined two-level Cost-aware Cascading UCB (CC-UCB) is then proposed to exploit the structure of the optimal offline policy with estimated arm
statistics. Theoretical analysis shows that the cumulative regret under two-level CC-UCB scales logarithmically in
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time, which coincides with the asymptotic lower bound, thus is order-optimal. Simulation results corroborate
the theoretical results and validate the effectiveness of two-level CC-UCB for mobility management.

SPRT-Based Best Arm Identification in Stochastic Bandits
Arpan Mukherjee and Ali Tajer (Rensselaer Polytechnic Institute, USA)
This paper investigates the problem of best arm identification (BAI) in stochastic multi-armed bandits in the fixed
confidence setting. A novel formulation based on sequential hypothesis testing is proposed, and an algorithm for
BAI is proposed that, in spirit, follows the structure of the canonical sequential probability ratio test (SPRT). The
algorithm has three features: (1) its sample complexity is asymptotically optimal, (2) it is guaranteed to be δ-PAC,
and (3) it addresses the computational challenge of the state-of-the-art approaches. Specifically, these approaches rely on Thompson sampling for dynamically identifying the best arm and a challenger. This paper shows
that identifying the challenger can be computationally expensive and shows that the SPRT-based approach addresses that computational weakness.

H.10: Quickest (Sequential) Change Detection
Room: U1
Quickest Detection of the Change of Community via Stochastic Block Models [virtual]
Fei Sha and Ruizhi Zhang (University of Nebraska-Lincoln, USA)
Community detection is a fundamental problem in network analysis and has important applications in sensor
networks and social networks. In many cases, the community structure of the network may change at some
unknown time and thus it is desirable to come up efficient monitoring procedures that can detect the change as
quickly as possible. In this work, we use the Erdős–Rényi model and the bisection stochastic block model (SBM)
to model the pre-change and post-change distributions of the network, respectively. That is, initially, we assume
there is no community in the network. However, at some unknown time, a change occurs, and two communities
are formed in the network. We then propose an efficient monitoring procedure by using the number of k-cycles
in the graph. The asymptotic detection properties of our proposed procedure are derived when all parameters
are known. A generalized likelihood ratio (GLR) type detection procedure and an adaptive CUSUM type detection
procedure are constructed to address the problem when parameters are unknown.

Minimax Robust Quickest Change Detection Using Wasserstein Ambiguity Sets [virtual]
Liyan Xie (The Chinese University of Hong Kong, Hong Kong)
We study the robust quickest change detection under unknown pre- and post-change distributions. To deal with
uncertainties in the data-generating distributions, we formulate two data-driven ambiguity sets based on the
Wasserstein distance, without any parametric assumptions. The minimax robust test is constructed as the
CUSUM test under least favorable distributions, a representative pair of distributions in the ambiguity sets. We
show that the minimax robust test can be obtained in a tractable way and is asymptotically optimal. We investigate the effectiveness of the proposed robust test over existing methods, including the generalized likelihood
ratio test and the robust test under KL divergence based ambiguity sets.

Active Quickest Detection When Monitoring Multi-Streams With Two Affected Streams
Qunzhi Xu and Yajun Mei (Georgia Institute of Technology, USA)
In the active quickest detection problem when monitoring p local streams in a system under the sampling control,
we assume that r unknown local streams are affected by an undesired event at some unknown time, but one is
only able to take observations from r of these p local streams at each time instant. The objective is how to actively
sample which local streams at each time and when to raise a global alarm, so that we can detect the correct
change as quickly as possible. In this paper, we develop the asymptotic optimality theory when r = 2: we propose
to utilize the win-stay, lose-switch sampling strategy to develop efficient active quickest detection algorithms,
and show that they are asymptotically optimal in the sense of minimizing detection delay up to the second order
subject to the false alarm constraint. Numerical studies are conducted to validate our theoretical results.

94

Quickest Change Detection With Controlled Sensing
Venugopal Veeravalli and Georgios Fellouris (University of Illinois at Urbana-Champaign, USA)
In the problem of quickest change detection, a change occurs at some unknown time in the distribution of a
sequence of random vectors that are monitored in real time, and the goal is to detect this change as quickly as
possible subject to a certain false alarm constraint. In this work we consider this problem in the presence of
parametric uncertainty in the post-change regime and controlled sensing. That is, the post-change distribution
contains unknown parameters, and the distribution of each observation, before and after the change, is affected
by a control action. In this context, in addition to a stopping rule that determines the time at which it is declared
that the change has occurred, one also needs to determine a sequential control policy, which chooses the control
action at each time based on the already collected observations that is “best” for the unknown post-change
parameter. We formulate this problem mathematically using Lorden's minimax criterion, and assuming that
there are finitely many possible actions and post-change parameter values. We establish a universal lower bound
on the worst-case detection delay as the mean time to false alarm goes to infinity that needs to be satisfied by
any procedure for the problem. We then propose a specific procedure for this problem, which we call the
Chernoff-CuSum procedure, for which the conditional expected detection delay, for any fixed value of the
change-point, matches the universal lower bound up to a first-order asymptotic approximation as the mean time
to false alarm goes to infinity.

I.10: Optical Communications
Room: U3
Optimal Shaping Gains for Continuous Spectrum Nonlinear Frequency Signalling Over Long Fibers
Yu Chen, Mohammadamin Baniasadi and Majid Safari (University of Edinburgh, United Kingdom)
An approximated channel model is proposed for signalling on the continuous spectrum of a nonlinear frequency
division multiplexing communication system, describing the effect of noise and nonlinearity at the receiver. The
optimal input distribution that maximizes the mutual information of the proposed approximated channel under
peak amplitude constraint is then studied. We show that, considering the input-dependency of noise, the conventional amplitude-constrained constellation designs can be shaped geometrically to show significant mutual
information gains. However, it is observed that further probabilistic shaping and input distribution size optimization can only provide limited additional gains beyond the best geometrically shaped benchmark scheme, i.e., 64
Amplitude Phase Shift Keying.

On the Capacity of b-Modulated Nonlinear Frequency Division Multiplexing
Mohammadamin Baniasadi, Yu Chen and Majid Safari (University of Edinburgh, United Kingdom)
In this paper, we investigate the capacity of the continuous spectrum of nonlinear frequency division multiplexing
(NFDM) systems when data is encoded using b-modulation. Recently, a tractable channel model is proposed for
such optical fiber communication systems, describing the received b-modulated signal with an input-dependent
complex Gaussian distributed noise. Considering this channel model, we prove that the capacity-achieving input
distribution is unique and discrete. A search algorithm is proposed to determine the optimal discrete input distribution that maximizes the mutual information. The numerical results show that the optimal input distributions
form ring-based constellations. We compare these optimal designs with some conventional ring-based amplitude
and phase shift keying (APSK) modulation schemes including 16 APSK, 32 APSK and 64 APSK, to show the achievable performance gains.

Diversity-Multiplexing Tradeoff Analysis on Block Fading Optical Wireless Channels [virtual]
Sufang Yang (Tsinghua University, China); Longguang Li (East China Normal University, Shanghai,
China); Jintao Wang (Tsinghua University, China)
This paper studies the diversity-multiplexing tradeoff (DMT) for the block fading optical wireless communication
(OWC) channel when the number of transmit antennas is not less than that of receive antennas. Inputs in this
channel represent optical intensities, and hence are real-valued and non-negative. Moreover, inputs are subject
to a per-antenna peak-power and a total average-power constraint. Considering these input constraints and assuming the channel fading follows the negative exponential distribution, we establish the outage diversity and
average error probability bounds by using a random truncated exponential coding argument. By these derived
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bounds, we characterize the optimal DMT curve. Interestingly, the DMT result is fundamentally different from
its counterpart in traditional radio frequency (RF) channels. This is due to the fact that inputs in this channel are
real-valued and bounded, while in RF channels inputs are usually complex-valued and unbounded.

J.10: Relay Channels
Room: U8
On the Benefit of Cooperation in Relay Networks
Oliver Kosut (Arizona State University, USA); Michelle Effros (California Institute of Technology, USA);
Michael Langberg (State University of New York at Buffalo, USA)
This work addresses the cooperation facilitator (CF) model, in which network nodes coordinate through a rate
limited communication device. For independent multiple-access channel (MAC) encoders, the CF model is known
to show significant rate benefits, even when the rate of cooperation is negligible. Specifically, the benefit in MAC
sum-rate, as a function of the cooperation rate CCF, sometimes has an infinite slope at CCF = 0. This work studies
the question of whether cooperation through a CF can yield similar infinite-slope benefits when applied to internal network encoders in which dependence among MAC transmitters can be established without the help of the
CF. Towards this end, this work studies the CF model when applied to relay nodes of a single-source, singleterminal, diamond network consisting of a broadcast channel followed by a MAC. In the relay channel with orthogonal receiver components, careful generalization of the partial-decode-forward/compress-forward lower
bound to the CF model yields sufficient conditions for an infinite-slope benefit. Additional results include derivation of a family of diamond networks for which the infinite-slope rate-benefit derives directly from the properties
of the corresponding MAC component when studied in isolation.

On State-Dependent Streaming Erasure Codes Over the Three-Node Relay Network
Gustavo Facenda (University of Toronto, Canada); Elad Domanovitz (Tel Aviv University, Israel); Nikhil
Krishnan Muralee Krishnan (IIIT Bangalore, India); Ashish Khisti (University of Toronto, Canada); Silas
L. Fong (Qualcomm, USA); Wai-Tian Tan and John Apostolopoulos (Cisco Systems, USA)
This paper investigates low-latency adaptive streaming codes for a three-node relay network. A source node
transmits a sequence of source packets (messages) to the destination through a relay node. We focus on a particular case where the link connecting the source and relay nodes is almost reliable, but the link connecting the
relay to the destination is not. The relay node can observe the erasure pattern that has occurred in the transmission between the source node and itself and adapt its relaying strategy based on that observation. Every source
packet must be perfectly recovered by the destination with a strict delay T, as long as the number of erasures in
the relay-to-destination link lies below some design parameter. We then characterize capacity as a function of
such design parameter. The achievability scheme employs two different relaying strategies, based on whether
an erasure has or has not occurred in the link from source to relay. The converse is proven by analyzing a periodic
erasure pattern and lower bounding the minimum redundancy across channel packets. We show that the achievable rate can be improved compared to non-adaptive schemes previously proposed, indicating that exploiting
the knowledge of the erasure pattern by the relay node is essential in achieving capacity.

Rate-Optimal Streaming Codes Over the Three-Node Decode-And-Forward Relay Network
Shubhransh Singhvi (IIIT Hyderabad, India); Gayathri Raju (Indian Institute of Science, India); P Vijay
Kumar (Indian Institute of Science & University of Southern California, India)
In this paper, we study the three-node Decode-and-Forward (D&F) relay network subject to random and burst
packet erasures. The source wishes to transmit an infinite stream of packets to the destination via the relay. The
three-node D&F relay network is constrained by a decoding delay of T packets, i.e., the packet transmitted by
the source at time i must be decoded by the destination by time i+T. For the individual channels from source to
relay and relay to destination, we assume a delay-constrained sliding-window (DCSW) based packet-erasure
model that can be viewed as a tractable approximation to the commonly-accepted Gilbert-Elliot channel model.
Under the model, any time-window of width w contains either up to a random erasures or else erasure burst of
length at most b (≥ a). Thus the source-relay and relay-destination channels are modeled as (a1, b1, w1, T1) and
(a2, b2, w2, T2) DCSW channels. We first derive an upper bound on the capacity of the three-node D&F relay
network. We then show that the upper bound is tight for the parameter regime: max{b 1, b2}|(T-b1--b2-
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max{a1, a2}+1) by constructing streaming codes achieving the bound. The code construction requires field size
linear in T, and has decoding complexity equivalent to that of decoding an MDS code.
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Thursday, June 30
Thursday, June 30 8:30 - 9:30
P4: Shannon Lecture: Raymond Yeung
Room: AB
Information: From Theory to Practice
Raymond W. Yeung (The Chinese University of Hong Kong, Hong Kong)
Information theory is a mathematical theory with inherent beauty, but with coding as its executive arm, practice
has always been a lighthouse for the subject. However, the connection between theory and practice is at times
obscure and may come in unexpected ways. In this lecture, I will try to explore this connection by reviewing my
own research in the past more than three decades.

Thursday, June 30 9:50 - 11:10
A.11: Coding Theory I
Room: U5
New Bounds on the Size of Binary Codes With Large Minimum Distance
James (Chin-Jen) Pang, Hessam Mahdavifar and S. Sandeep Pradhan (University of Michigan, USA)
Let A(n, d) denote the maximum number of codewords in a binary code of length n and minimum Hamming
distance d. Deriving upper and lower bounds on A(n, d) have been a subject for extensive research in coding
theory. In this paper, we examine upper and lower bounds on A(n, d) in the high-minimum distance regime, in
particular, when d = n/2 - Θ(√n). We will first provide a lower bound based on a cyclic construction for codes of
length n = 2m - 1 and show that A(n, d = n/2 - 2c-1√n) ≥ nc, where c is an integer with 1 ≤ c ≤ m/2-1. With a Fourieranalytic view of Delsarte's linear program, novel upper bounds on A(n, n/2 - √n) and A(n, n/2 - 2√n) are obtained,
and, to the best of the authors' knowledge, are the first upper bounds scaling polynomially in n for the regime
with d = n/2 - Θ(√n).

Minimal Length of Nontrivial Solutions of the Isometry Equation and MacWilliams Extension Property With Respect to Weighted Poset Metric [virtual]
Yang Xu and Haibin Kan (Fudan University, China); Guangyue Han (The University of Hong Kong, Hong
Kong)
For R = Matm(𝔽), the ring of all m×m matrices over the finite field 𝔽 with |𝔽|=q, and the left R-module
A = Matm,k(𝔽) with m+1 ≤ k, by deriving the minimal length of solutions of the related isometry equation, Dyshko
has proved that the minimal code length n for An not to satisfy the MacWilliams extension property with respect
to Hamming weight is equal to Πi=1m (qi+1). In this paper, using the Möbius functions, we derive the minimal
length of nontrivial solutions of the isometry equation for a finite lattice. For the finite vector space H = Πi∈Ω 𝔽 k_i,
a poset P = (Ω, ≤) and a map ω: Ω → ℝ+ give rise to the (P, ω)-weight on H, which has been proposed by Hyun,
Kim and Park. For such a weight, we study the relations between the MacWilliams extension property and other
properties including admitting MacWilliams identity, Fourier-reflexivity of involved partitions and the Unique
Decomposition Property defined for (P, ω). We give necessary and sufficient conditions for H to satisfy the
MacWilliams extension property with the additional assumption that either P is hierarchical or ω is identically 1,
i.e., (P, ω)-weight coincides with P-weight, which further allow us to partly answer a conjecture proposed by
Machado and Firer.
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Fourier-Reflexive Partitions and Group of Linear Isometries With Respect to Weighted Poset Metric
[virtual]
Yang Xu and Haibin Kan (Fudan University, China); Guangyue Han (University of Hong Kong, Hong Kong)
Let H be the cartesian product of a family of abelian groups indexed by a nonempty finite set Ω. A given poset
P = (Ω, ≤) and a map ω: Ω → ℝ+ give rise to the (P, ω)-weight on H, which further leads to a partition Q(H, P, ω)
of H. For the case that H is finite, we give sufficient conditions for two codewords to belong to the same block
of Λ, the dual partition of H, and sufficient conditions for H to be Fourier-reflexive. By relating the involved partitions with certain polynomials, we show that such sufficient conditions are also necessary if P is hierarchical
and ω is integer valued. With H further set to be a finite vector space over a finite field 𝔽, from a partition perspective, we extend the property of “admitting MacWilliams identity” to arbitrary pairs of partitions of H, and
prove that a pair of 𝔽-invariant partitions (Λ, Γ) with |Λ|=|Γ| admits MacWilliams identity if and only if (Λ, Γ) is a
pair of mutually dual Fourier-reflexive partitions. Such a result is applied to the partition Q(H, P, ω). With H set
to be a (possibly infinite) left module over a ring S, we show that each (P, ω)-weight isometry of H uniquely
induces an order automorphism of P, which further leads to a group homomorphism from the group of (P, ω)weight isometries to Aut(P), whose kernel consists of isometries preserving the P-support. Finally, with P set to
be hierarchical, we give a canonical decomposition for all semi-simple subcodes of H.

Non-Standard Linear Recurring Sequence Subgroups and Automorphisms of Irreducible Cyclic
Codes
Henk D.L. Hollmann (University of Tartu, The Netherlands)
Let Un be the multiplicative group of order n in the splitting field 𝔽q^m of xn - 1 over a finite field 𝔽q. Any map of
the form x → c xt with c ∈ Un and t = qi, 0 ≤ i < m, is 𝔽q-linear on 𝔽q^m and fixes Un set-wise; maps of this type will
be called standard. Occasionally there are other, non-standard 𝔽q-linear maps on 𝔽q^m fixing Un set-wise, and in
that case we say that the pair (n, q) is non-standard. We show that an irreducible cyclic code of length n over 𝔽q
has “extra” permutation automorphisms (others than the standard permutations generated by the cyclic shift
and the Frobenius mapping that every such code has) precisely when the pair (n, q) is non-standard; we refer to
such irreducible cyclic codes as non-standard or NSIC-codes. In addition, we relate these concepts to that of a
non-standard linear recurring sequence subgroup as investigated in a sequence of papers by Brison and
Nogueira. We present several families of NSIC-codes, and two constructions called “lifting” and “extension” to
create new NSIC-codes from existing ones. We show that all NSIC-codes of dimension two can be obtained in this
way, thus completing the classification for this case started by Brison and Nogueira.

B.11: Permutation Channels and Codes
Room: U6
Capacity of Noisy Permutation Channels (JKW Award Finalist)
Jennifer Tang and Yury Polyanskiy (MIT, USA)
We establish the capacity of a class of communication channels introduced in [1]. The n-letter input from a finite
alphabet is passed through a discrete memoryless channel P{Z|X} and then the output n-letter sequence is uniformly permuted. We show that the maximal communication rate (normalized by log n) equals (1/2)
(rank(P{Z|X})−1) whenever P{Z|X} is strictly positive. This is done by establishing a converse bound matching the
achievability of [1]. The two main ingredients of our proof are (1) a sharp bound on the entropy of a uniformly
sampled vector from a type class and observed through a DMC; and (2) the covering ε-net of a probability simplex
with Kullback-Leibler divergence as a metric. In addition to strictly positive DMC we also find the noisy permutation capacity for q-ary erasure channels, the Z-channel and others.

On the Ranking Recovery From Noisy Observations Up to a Distortion
Minoh Jeong and Martina Cardone (University of Minnesota, USA); Alex Dytso (New Jersey Institute
of Technology, USA)
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This paper considers the problem of recovering the ranking of a data vector from noisy observations, up to a
distortion. Specifically, the noisy observations consist of the original data vector corrupted by isotropic additive
Gaussian noise, and the distortion is measured in terms of a distance function between the estimated ranking
and the true ranking of the original data vector. First, it is shown that an optimal (in terms of error probability)
decision rule for the estimation task simply outputs the ranking of the noisy observation. Then, the error probability incurred by such a decision rule is characterized in the low-noise regime, and shown to grow sublinearly
with the noise standard deviation. This result highlights that the proposed approximate version of the ranking
recovery problem is significantly less noise-dominated than the exact recovery considered in [Jeong, ISIT 2021].

E.11: Privacy IV
Room: U356
A Generalization of the Stratonovich's Value of Information and Application to Privacy-Utility
Trade-Off
Akira Kamatsuka (Shonan Institute of Technology, Japan); Takahiro Yoshida (Nihon University, Japan);
Toshiyasu Matsushima (Waseda University, Japan)
The Stratonovich's value of information (VoI) is quantity that measures how much inferential gain is obtained
from a perturbed sample under information leakage constraint. In this paper, we introduce a generalized VoI for
a general loss function and general information leakage. Then we derive an upper bound of the generalized VoI.
Moreover, for a classical loss function, we provide a achievable condition of the upper bound which is weaker
than that of in previous studies. Since VoI can be viewed as a formulation of a privacy-utility trade-off (PUT)
problem, we provide an interpretation of the achievable condition in the PUT context.

An Information-Theoretic Characterization of Pufferfish Privacy
Theshani Nuradha and Ziv Goldfeld (Cornell University, USA)
Pufferfish privacy (PP) is an appealing generalization of differential privacy (DP), that offers flexibility in specifying
sensitive information and integrating domain knowledge into the privacy definition. Inspired by the illuminating
equivalent formulation of DP in terms of mutual information proposed by Cuff and Yu [1], this work explores PP
through the lens of information theory. We provide an equivalent information-theoretic formulation of PP as the
conditional mutual information between the mechanism and the secret, given the public information. This formulation lends well for an information-theoretic analysis, and we use it to prove convexity, composability, and
post-processing properties for PP mechanisms. We also leverage our formulation to derive noise levels for the
Laplace and Gaussian PP mechanisms. Compared to existing approaches, we obtain results that are applicable
under significantly relaxed assumptions and provide improved noise levels in certain regimes.

Private Information Delivery With Coded Storage
Kanishak Vaidya and B. Sundar Rajan (Indian Institute of Science, India)
In private information delivery (PID) problem, there are K messages stored across N servers, each capable of
storing M messages and a user. Servers want to convey one of the K messages to the user without revealing the
identity (index) of the message conveyed. The capacity of PID problem is defined as the maximum number of
bits of the desired message that can be conveyed privately, per bit of total communication, to the user. For the
restricted case of replicated systems, where coded messages or splitting one message into several servers is not
allowed, the capacity of PID has been characterized by Hua Sun in “Private Information Delivery, IEEE Transactions on Information Theory, December 2020” in terms of K, N and M. In this paper, we study the problem of PID
with coded storage at the servers. For a class of problems called bi-regular PID we characterize the capacity for
N = K/M and for N > K/M we provide achievable scheme. In both the cases, the rates achieved are more than the
rates achievable with the replicated systems.
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Differentially Private Distributed Matrix Multiplication: Fundamental Accuracy-Privacy Trade-Off
Limits
Ateet Devulapalli and Viveck Cadambe (Pennsylvania State University, USA); Flavio P. Calmon (Harvard
University, USA); Haewon Jeong (Carnegie Mellon University, USA)
The classic BGW algorithm of Ben Or, Goldwasser and Wigderson for secure multiparty computing demonstrates
that secure distributed matrix multiplication over finite fields is possible over 2t+1 computation nodes, while
keeping the input matrices private from every t colluding computation nodes. In this paper, we develop and
study a novel coding formulation to explore the trade-offs between computation accuracy and privacy in secure
multiparty computing for real-valued data, even with fewer than 2t+1 nodes, through a differential privacy perspective. For the case of t=1, we develop achievable schemes and converse arguments that bound ε — the differential privacy parameter that measures the privacy loss — for a given accuracy level. Our achievable coding
schemes are specializations of Shamir secret sharing applied to real-valued data, coupled with appropriate choice
of evaluation points. We develop converse arguments that apply for general additive noise based schemes.

G.11: Fairness and Privacy in Federated Learning
Room: U4
Proportional Fair Clustered Federated Learning
Mohamed Nafea (University of Detroit Mercy, USA); Eugine Shin and Aylin Yener (Ohio State University, USA)
This paper studies federated learning (FL) with non-identical data generating distributions and under the notion
of proportional fairness. Users are partitioned into disjoint clusters – based on their data distributions – and a
distinct model is learnt by each cluster. Different than previous work that considered clustering to optimize personalized learning performance, here clustering is inspected under the disparate impact doctrine, which requires
that certain protected classes (e.g., those of certain race or gender) have representations in every cluster that
are approximately equal to their representation in the overall set of users. A family of iterative algorithms that
balance the learning performance and proportional fairness through cluster assignments as randomized functions of the learning losses is proposed. The trade-off induced by our algorithms between the accuracy of cluster
estimation (which controls the accuracy of model estimation) and the introduced randomization level (which
controls proportional fairness) is characterized. The proposed algorithm is examined on a real dataset to evaluate
its performance.

Stochastic Coded Federated Learning With Convergence and Privacy Guarantees [virtual]
Yuchang Sun, Jiawei Shao and Songze Li (Hong Kong University of Science and Technology, Hong Kong);
Yuyi Mao (Hong Kong Polytechnic University, Hong Kong); Jun Zhang (Hong Kong University of Science
and Technology, Hong Kong)
Federated learning (FL) has attracted much attention as a privacy-preserving distributed machine learning framework, where many clients collaboratively train a machine learning model by exchanging model updates with a
parameter server instead of sharing their raw data. Nevertheless, FL training suffers from slow convergence and
unstable performance due to stragglers caused by the heterogeneous computational resources of clients and
fluctuating communication rates. This paper proposes a coded FL framework, namely stochastic coded federated
learning (SCFL) to mitigate the straggler issue. In the proposed framework, each client generates a privacy-preserving coded dataset by adding additive noise to the random linear combination of its local data. The server
collects the coded datasets from all the clients to construct a composite dataset, which helps to compensate for
the straggling effect. In the training process, the server as well as clients perform mini-batch stochastic gradient
descent (SGD), and the server adds a make-up term in model aggregation to obtain unbiased gradient estimates.
We characterize the privacy guarantee by the mutual information differential privacy (MI-DP) and analyze the
convergence performance in federated learning. Besides, we demonstrate a privacy-performance tradeoff of the
proposed SCFL method by analyzing the influence of the privacy constraint on the convergence rate. Finally,
numerical experiments corroborate our analysis and show the benefits of SCFL in achieving fast convergence
while preserving data privacy.
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Computational Code-Based Privacy in Coded Federated Learning
Marvin Xhemrishi (Technical University of Munich, Germany); Alexandre Graell i Amat (Chalmers University of Technology, Sweden); Eirik Rosnes (Simula UiB, Norway); Antonia Wachter-Zeh (Technical
University of Munich, Germany)
We propose a privacy-preserving federated learning (FL) scheme that is resilient against straggling devices. An
adaptive scenario is suggested where the slower devices share their data with the faster ones and do not participate in the learning process. The proposed scheme employs code-based cryptography to ensure computational
privacy of the private data, i.e., no device with bounded computational power can obtain information about the
other devices' data in feasible time. For a scenario with 25 devices, the proposed scheme achieves a speed-up of
4.7 and 4 for 92 and 128 bits security, respectively, for an accuracy of 95% on the MNIST dataset compared with
mini-batch conventional FL.

Joint Privacy Enhancement and Quantization in Federated Learning
Natalie Lang and Nir Shlezinger (Ben-Gurion University of the Negev, Israel)
Federated learning (FL) is an emerging paradigm for training machine learning models using possibly private data
available at edge devices. Among the key challenges associated with FL are the need to preserve the privacy of
the local data sets, and the communication load due to the repeated exchange of updated models; both are
often tackled individually with methods whose operation distorts the updated models, e.g., local differential
privacy (LDP) mechanisms and lossy compression. In this work we propose a method for joint privacy enhancement and quantization (JoPEQ), unifying lossy compression and privacy enhancement for FL. JoPEQ utilizes universal vector quantization, where distortion is statistically equivalent to additive noise, and augments the compression distortion with dedicated privacy preserving noise to simultaneously achieve compression and a desired
privacy level. We numerically demonstrate that JoPEQ reduces the overall distortion compared to individual LDP
and compression, which is translated into improved trained models.

H.11: Detection I
Room: U1
Uncertainty-Based Non-Parametric Active Peak Detection
Praneeth Narayanamurthy and Urbashi Mitra (University of Southern California, USA)
Active, non-parametric peak detection is considered. As a use case, active source localization is examined and an
uncertainty-based sampling scheme algorithm to effectively localize the peak from a few energy measurements
is designed. It is shown that under very mild conditions, the source localization error with m actively chosen
energy measurements scales as O(log2m / m). Numerically, it is shown that in low-sample regimes, the proposed
method enjoys superior performance on several types of data and outperforms the state-of-the-art passive
source localization approaches and in the low sample regime, can outperform greedy methods as well.

Rare and Weak Detection Models Under Moderate Deviations Analysis and Log-Chisquared P-Values
Alon Kipnis (Stanford University, USA)
Rare/Weak models for multiple hypothesis testing assume that only a small proportion of the tested hypotheses
concern non-null effects and the individual signals are only moderately large, so that they generally do not stand
out individually above the noise level. Such models have been studied in quite a few settings, for example in
some cases studies focused on underlying Gaussian means model for the hypotheses being tested; in some others, Poisson. It seems not to have been noticed before that such seemingly different models have asymptotically
the following common structure: Summarizing the evidence each test provides by the negative logarithm of its
P-value, previous rare/weak model settings are asymptotically equivalent to detection where most negative log
P-values have a standard exponential distribution but a small fraction of the P-values might have an alternative
distribution which is moderately larger; we do not know which individual tests those might be, or even if there
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are any such. Moreover, the alternative distribution is approximately noncentral chisquared on one degree of
freedom. We characterize the asymptotic performance of several global tests combining these P-values using a
phase diagram analysis involving the log-chisquared mixture parameters. Interestingly, the log-chisquared approximation for P-values we use here is different from a classical analysis proposing the log-normal approximation which would be unsuitable for understanding rare/weak multiple testing models.

Aspis: Robust Detection for Distributed Learning [virtual]
Konstantinos Konstantinidis and Aditya Ramamoorthy (Iowa State University, USA)
State-of-the-art machine learning models are routinely trained on large-scale distributed clusters. Crucially, such
systems can be compromised when some of the computing devices exhibit abnormal (Byzantine) behavior and
return arbitrary results to the parameter server (PS). This behavior may be attributed to a plethora of reasons,
including system failures and orchestrated attacks. Existing work suggests robust aggregation and/or computational redundancy to alleviate the effect of distorted gradients. However, most of these schemes are ineffective
when an adversary knows the task assignment and can choose the attacked workers judiciously to induce maximal damage. Our proposed method Aspis assigns gradient computations to workers using a subset-based assignment which allows for multiple consistency checks on the behavior of a worker. Examination of the calculated
gradients and clique-finding in an appropriately constructed graph by the PS allows for efficient detection and
exclusion of adversaries from the training. We prove the Byzantine resilience guarantees of Aspis under weak
and strong attacks and extensively evaluate the system on various training scenarios and demonstrate an improvement of about 30% in accuracy compared to many state-of-the-art approaches on the CIFAR-10 dataset as
well as reduction of the fraction of corrupted gradients ranging from 16% to 99%.

Detecting Correlated Gaussian Databases
Zeynep Kahraman and Bobak Nazer (Boston University, USA)
This paper considers the problem of detecting whether two databases, each consisting of n users with d Gaussian
features, are correlated. Under the null hypothesis, the databases are independent. Under the alternate hypothesis, the features are correlated across databases, under an unknown row permutation. Upper and lower bounds
are developed to show that a phase transition occurs at roughly ρ ≈ 1/d where ρ is the correlation coefficient
(per feature). This is in contrast to the corresponding recovery problem, where the goal is to decode the unknown
permutation, and the required correlation coefficient ρ ≈ 1 - n-4/d also depends on the number of users n.

I.11: Age of Information II
Room: U3
Game Theoretic Analysis of an Adversarial Status Updating System [virtual]
Subhankar Banerjee and Sennur Ulukus (University of Maryland, USA)
We investigate the game theoretic equilibrium points of a status updating system with an adversary that jams
the updates in the downlink. We consider the system models with and without diversity. The adversary can jam
up to α proportion of the entire communication window. In the model without diversity, in each time slot, the
base station schedules a user from N users according to a stationary distribution. The adversary blocks (jams) α T
time slots of its choosing out of the total T time slots. For this system, we show that a Nash equilibrium does not
exist, however, a Stackelberg equilibrium exists when the scheduling algorithm of the base station acts as the
leader and the adversary acts as the follower. In the model with diversity, in each time slot, the base station
schedules a user from N users and chooses a sub-carrier from Nsub sub-carriers to transmit update packets to the
scheduled user according to a stationary distribution. The adversary blocks α T time slots of its choosing out of T
time slots at the sub-carriers of its choosing. For this system, we show that a Nash equilibrium exists and identify
the Nash equilibrium.

Privacy Leakage in Discrete-Time Updating Systems
Nitya Sathyavageeswaran, Roy Yates, Anand D. Sarwate and Narayan Mandayam (Rutgers University,
USA)
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A source generates time stamped update packets that are sent to a server and then forwarded to a monitor. This
occurs in the presence of an adversary that can infer information about the source by observing the output
process of the server. The server wishes to release updates in a timely way to the monitor but also wishes to
minimize the information leaked to the adversary. We analyze the trade-off between the age of information (AoI)
and the maximal leakage for systems in which the source generates updates as a Bernoulli process. For a time
slotted system in which sending an update requires one slot, we consider three server policies: (1) Geo/Geo/1:
updates are queued and head-of-line update is released after a geometric holding time; (2) Deterministic Accumulate-and-Dump (DAD): the most recently generated update (if any) is released after a fixed time; (3) Random
Accumulate-and-Dump (RAD): the most recently generated update is released after a geometric holding time.
We show that for the same maximal leakage rate, the DAD policy achieves lower age compared to the other two
policies but is restricted to discrete age-leakage operating points.

Age-Optimal Causal Labeling of Memoryless Processes
Yunus Inan and Emre Telatar (EPFL, Switzerland)
We consider a problem of labeling a memoryless temporal point process. The labelings have to be done causally.
We study the tradeoff between the rate and age of the labeled process and characterize the optimal tradeoff
curve. We show that the optimal curve can be achieved with rather simple labeling procedures which repeatedly
do the following: Wait for T time units and label the next arrival.

Age of Information in Reservation Multi-Access Networks With Stochastic Arrivals [virtual]
Qian Wang and He Chen (The Chinese University of Hong Kong, Hong Kong)
This paper investigates the Age of Information (AoI) performance of Frame Slotted ALOHA with Reservation and
Data slots (FSA-RD). We consider a symmetric multi-access network where each user transmits its randomly generated status updates to an access point in a framed manner. Each frame consists of one reservation slot and
several data slots. The reservation slot is made up of some mini-slots. In each reservation slot, users, with a status
update packet to transmit, randomly send short reservation packets in one of the mini-slots to contend for data
slots of the frame. The data slots are assigned to those users that succeed in reservation slot. To provide insights
in optimizing the information freshness of FSA-RD, we manage to derive a closed-form expression of the average
AoI under FSA-RD by applying a recursive method. Numerical results validate the analytical expression and
demonstrate the influence of the frame size and reservation probability on the average AoI. We finally perform
a comparison between the AoI performance of FSA-RD with optimized frame size and reservation probability,
and that of slotted ALOHA with optimized transmission probability. The comparison results show that FSA-RD
can effectively reduce the AoI performance of multi-access networks, especially when the status arrival rate of
the network becomes large.

J.11: Finite Blocklengths
Room: U8
Efficiently Computable Converses for Finite-Blocklength Communication
Felipe Areces, Dan Song and Richard Wesel (University of California, Los Angeles, USA); Aaron Wagner
(Cornell University, USA)
This paper presents a method for computing a finite-blocklength converse for the rate of fixed-length codes with
feedback used on discrete memoryless channels (DMCs). The new converse is expressed in terms of a stochastic
control problem whose solution can be efficiently computed using dynamic programming and Fourier methods.
For channels such as the binary symmetric channel (BSC) and binary erasure channel (BEC), the accuracy of the
proposed converse is similar to that of existing special-purpose converse bounds, but the new converse technique can be applied to arbitrary DMCs. We provide example applications of the new converse technique to the
binary asymmetric channel (BAC) and the quantized amplitude-constrained AWGN channel.

Dirty Paper Coding for Consecutive Messages With Heterogeneous Decoding Deadlines in the Finite
Blocklength Regime
Homa Nikbakht, Malcolm Egan (INRIA, France); Jean-Marie Gorce (INSA-Lyon & CITI, INRIA, France)
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To improve reliability in latency-critical applications, a point-to-point communication system with heterogeneous
decoding deadlines is considered. Unlike existing work, this system allows for a message to arrive before the
decoding deadline of a prior message. A new coding scheme with finite blocklength codewords is introduced
exploiting the dirty paper coding principle. Rigorous bounds are derived for achievable error probabilities. Moreover, numerical results illustrate that the proposed scheme outperforms time sharing for a wide range of blocklengths.

Achievable Information-Energy Region in the Finite Block-Length Regime With Finite Constellations
Sadaf Ul Zuhra and Samir M. Perlaza (INRIA, France); H. Vincent Poor (Princeton University, USA); Eitan
Altman (INRIA, France)
This paper characterizes an achievable information-energy region of simultaneous information and energy transmission over an additive white Gaussian noise channel. This analysis is performed in the finite block-length regime with finite constellations. More specifically, a method for constructing a family of codes is proposed and
the set of achievable tuples of information rate, energy rate, decoding error probability (DEP) and energy outage
probability (EOP) is characterized. Using existing converse results, it is shown that the construction is information
rate, energy rate, and EOP optimal. The achieved DEP is, however, sub-optimal.

The Statistical Delay and Error-Rate Bounded QoS Control for URLLC in the Non-Asymptotic Regime
[virtual]
Xi Zhang, Jingqing Wang (Texas A&M University, USA); H. Vincent Poor (Princeton University, USA)
To support increasing demands for real-time multimedia wireless data traffic, there have been tremendous efforts to guarantee stringent quality-of-service (QoS) when designing mobile wireless network architecture models for ultra-reliable and low-latency communications (URLLC). One of the major design issues raised by URLLC is
how to guarantee stringent delay and error-rate bounded QoS requirements when implementing short-packet
data communications, such as finite blocklength coding (FBC), over highly time-varying wireless fading channels.
To efficiently accommodate statistical QoS for URLLC, it is important to remodel wireless fading channel's stochastic-characteristics by defining and identifying new statistical QoS metrics and their analytical relationships,
such as delay-bound-violating probability, effective capacity, error probability, outage capacity, etc., when applying FBC. However, when being integrated with FBC, how to rigorously and efficiently characterize the stochastic dynamics of mobile wireless networks in terms of statistically upper-bounding both delay and error-rate QoS
metrics has been neither well understood not thoroughly studied. To overcome these obstacles, in this paper we
develop analytical frameworks and control mechanisms for statistical delay and error-rate bounded QoS provisioning in the non-asymptotic regime. First, we establish FBC-based wireless-fading channels model by characterizing various information-theoretic specifications. Second, we characterize the FBC-based outage-probability
and outage capacity functions. Third, we develop a set of new statistical delay and error-rate bounded QoS metrics and control mechanisms including delay-bound-violating probability, QoS-exponent function, and the epsilon-effective capacity in the non-asymptotic regime. Finally, our simulation results validate and evaluate our developed controlling-mechanisms for statistical QoS provisioning in supporting URLLC.

Thursday, June 30 11:40 - 13:00
A.12: Coding Theory II
Room: U5
Minimum Distance and Other Properties of Quasi-Dyadic Parity Check Codes [virtual]
Meraiah Martinez and Christine Kelley (University of Nebraska-Lincoln, USA)
Quasi-dyadic (QD) parity check codes are a special class of array based codes where the blocks are dyadic matrices. Depending on the number of nonzero positions in the leading row of each block, these codes may be either
low density or moderate density. Moreover, each block is reproducible, giving QD codes advantages similar to
quasi-cyclic (QC) codes. In this paper we examine basic code properties of QD-LDPC and QD-MDPC codes. These
codes have potential to be of use in standard error correction applications as well as code-based cryptography
due to their smaller key size.
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Sub-Block Rearranged Staircase Codes for Optical Transport Networks [virtual]
Min Qiu and Jinhong Yuan (University of New South Wales, Australia)
We propose a new family of spatially coupled product codes, called sub-block rearranged staircase (SR-staircase)
codes. Each SR-staircase code block is constructed by encoding rearranged preceding code blocks, where the
rearrangement involves sub-blocks decomposition and transposition. The major advantage of the proposed construction over the conventional staircase construction is that it enables to employ stronger algebraic component
codes to achieve better waterfall and error floor performance with lower miscorrection probability under lowcomplexity iterative bounded distance decoding while having the same code rate and similar blocklength as the
conventional staircase codes. Moreover, both waterfall and error floor performance can be further improved by
using a large coupling width. The superior performance of the proposed codes is demonstrated through density
evolution and error floor analysis as well as simulation.

Preserving the Minimum Distance of Polar-Like Codes While Increasing the Information Length
Samet Gelincik (INSA Rennes, France); Philippe Mary (Univ Rennes, INSA Rennes, CNRS, IETR, France);
Anne Savard (IMT Nord Europe - IRCICA, France); Jean-Yves Baudais (Univ Rennes, INSA Rennes, CNRS,
IETR, France)
Reed Muller (RM) codes are known for their good minimum distance. One can use their structure to construct
polar-like codes with good distance properties by choosing the information set as the rows of the polarization
matrix with the highest Hamming weight, instead of the most reliable synthetic channels. However, the information length options of RM codes are quite limited due to their specific structure. In this work, we present
sufficient conditions to increase the information length by at least one bit for some underlying RM codes and in
order to obtain pre-transformed polar-like codes with the same minimum distance than lower rate codes. Moreover, our findings are combined with the method presented in [1] to further reduce the number of minimum
weight codewords. Numerical results show that the designed codes perform close to the meta-converse bound
at short blocklengths and better than the polarized adjusted convolutional polar codes with the same parameters.

A Generalization of the ASR Search Algorithm to 2-Generator Quasi-Twisted Codes
Saurav Pandey, Nuh Aydin, Matthew Harrington and Dev Akre (Kenyon College, USA)
One of the central problems in coding theory is to construct codes with best possible parameters and properties.
A special class of codes called quasi-twisted (QT) codes is well-known to produce codes with good parameters.
Most of the work on QT codes has been over the 1-generator case. In this work, we focus on 2-generator QT
codes and generalize the ASR algorithm that has been very effective to produce new linear codes from 1-generator QT codes. As a result of implementing the generalized algorithm, we have found 100 2-generator QT codes
that are new among the class of QT codes. Additionally, most of these codes possess the following additional
properties: a) they have the same parameters as best known linear codes, and b) many of them have additional
desired properties such as being LCD and dual-containing. Further, we have also found a binary 2-generator QT
code that is new (record breaking) among all binary linear codes and its extension yields another record breaking
binary linear code.

B.12: Polar Coding I
Room: U6
Adjacent-Bits-Swapped Polar Codes: A New Code Construction to Speed Up Polarization [virtual]
Guodong Li (Shandong University, China); Min Ye (Tsinghua University, China); Sihuang Hu (Shandong
University, China)
The construction of polar codes with code length n = 2m involves m layers of polar transforms. In this paper, we
observe that after each layer of polar transforms, one can swap certain pairs of adjacent bits to accelerate the
polarization process. More precisely, if the previous bit is more reliable than its next bit under the successive
decoder, then switching the decoding order of these two adjacent bits will make the reliable bit even more reliable and the noisy bit even noisier. Based on this observation, we propose a new family of codes called the
Adjacent-Bits-Swapped (ABS) polar codes. We add a permutation layer after each polar transform layer in the
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construction of the ABS polar codes. In order to choose which pairs of adjacent bits to swap in the permutation
layers, we rely on a new polar transform that combines two independent channels with 4-ary inputs. This new
polar transform allows us to track the evolution of every pair of adjacent bits through different layers of polar
transforms, and it also plays an essential role in the Successive Cancellation List (SCL) decoder for the ABS polar
codes. Extensive simulation results show that ABS polar codes consistently outperform standard polar codes by
0.15dB—0.6dB when we use CRC-aided SCL decoder with list size 32 for both codes.

Binary Polar Codes Based on Bit Error Probability
Jun Muramatsu (NTT Corporation, Japan)
This paper introduces techniques to construct binary polar source/channel codes based on the bit error probability of successive-cancellation decoding. Techniques to compute the bit error probability based on the symmetric parameterization of joint sources are introduced. These techniques can be applied to the construction of polar
codes and the computation of lower and upper bounds of the block decoding error probability.

Polar Coded Computing: The Role of the Scaling Exponent
Dorsa Fathollahi (Stanford University, USA); Marco Mondelli (IST Austria, Austria)
We consider the problem of coded distributed computing using polar codes. The average execution time of a
coded computing system is related to the error probability for transmission over the binary erasure channel in
recent work by Soleymani, Jamali and Mahdavifar, where the performance of binary linear codes is investigated.
In this paper, we focus on polar codes and unveil a connection between the average execution time and the
scaling exponent μ of the family of codes. The scaling exponent has emerged as a central object in the finitelength characterization of polar codes, and it captures the speed of convergence to capacity. In particular, we
show that (i) the gap between the normalized average execution time of polar codes and that of optimal MDS
codes is O(n-1/μ), and (ii) this upper bound can be improved to roughly O(n -1/2) by considering polar codes with
large kernels. We conjecture that these bounds could be improved to O(n -2/μ) and O(n-1), respectively, and provide a heuristic argument as well as numerical evidence supporting this view.

Design of Multilevel Polar Codes With Shaping [virtual]
Peter Trifonov (ITMO University, Russia)
A method for computing the reliability of bit subchannels arising in multilevel polar codes with shaping is presented. The proposed approach is based on explicit expressions for cumulative density functions of LLRs arising
in the SC decoder in multilevel Honda-Yamamoto polar coding scheme.

C.12: MDS Codes and Distributed Storage I
Room: U7
Higher-Order MDS Codes [virtual]
Ron M. Roth (Technion, Israel)
An improved Singleton-type upper bound is presented for the list decoding radius of linear codes, in terms of the
code parameters [n, k, d] and the list size L. L-MDS codes are then defined as codes that attain this bound (under
a slightly stronger notion of list decodability), with 1-MDS codes corresponding to ordinary linear MDS codes.
Several properties of such codes are presented, one of which is that the 2-MDS property is preserved under
duality. Finally, explicit constructions for 2-MDS codes are presented through generalized Reed-Solomon (GRS)
codes.

PMDS Array Codes With Small Sub-Packetization Level and Small Repair Bandwidth [virtual]
Jie Li (Huawei Technologies Co., Ltd., Hong Kong); Xiaohu Tang (Southwest Jiaotong University, China);
Hanxu Hou (Huawei Technology Co., Ltd., Hong Kong); Yunghsiang Sam Han (University of Electronic
Science and Technology of China); Bo Bai and Gong Zhang (Huawei Technologies Co., Ltd., Hong Kong)
Partial maximum distance separable (PMDS) codes are a kind of erasure codes where the nodes are divided into
multiple groups with each forming an MDS code with a smaller code length, thus they allow repairing a failed
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node with only a few helper nodes and can correct all erasure patterns which are information-theoretically correctable. However, the repair of a failed node of PMDS codes still requires a large amount of communication if
the group size is large. Recently, PMDS array codes with each local code being an MSR code were introduced to
further reduce the repair bandwidth, however, codes over small finite fields only exist for two global parities,
and require large rebuilding access and unavoidably a large sub-packetization level. In this paper, we propose
two constructions of PMDS array codes with two and three global parities, respectively. Both have a small subpacketization level, small repair bandwidth, and much smaller finite fields than existing ones.

Maximum-Length Low-Density MDS Codes and Near Resolvable Designs
Odae Al Aboud, Daniel Panario and Brett Stevens (Carleton University, Canada)
We study the relation between near resolvable designs and Fq-linear codes over Fq^t. We use the incidence matrix of a near resolvable design to construct a parity-check matrix of an Fq-linear code. We show an equivalence
between the construction of a new class of near resolvable designs NRB(kt+1, k), that we call k-complete, and
the Fq-linear codes over Fq^t with length n and dimension n-k which have the following good properties: (i) they
are maximum distance separable, (ii) they are maximum-length, and (iii) they are low-density.

New Constructions of Binary MDS Array Codes and Locally Repairable Array Codes
Jingjie Lv and Weijun Fang (Tsinghua University, China); Bin Chen (Harbin Institute of Technology, Shenzhen, China); Shutao Xia (Tsinghua University, China); Xiangyu Chen (Huawei Technologies Co., Ltd.,
China)
In this paper, we firstly present a new construction of binary maximum distance separable (MDS) array codes,
from which some types of new MDS array codes of minimum distance 4 with array dimension (p-1)l can be deduced. Based on the construction, binary locally repairable array codes (LRACs) of minimum distance 4 are also
explored, whose array dimension is (p-1)2l and column locality is l-1. Particularly, when 2 is a primitive root module p, by selecting appropriate polynomials, a scheduled algorithm for syndrome computation of the LRACs is
proposed, which converges to 2 XORs per data bit when l approaches infinity.

E.12: Privacy V
Room: U356
Distances Release With Differential Privacy in Tree and Grid Graph [virtual]
Chenglin Fan and Ping Li (Baidu Research, China)
Data about individuals may contain private and sensitive information. The differential privacy (DP) was proposed
to address the problem of protecting the privacy of each individual while keeping useful information about a
population. Sealfon introduced a private graph model in which the graph topology is assumed to be public while
the weight information is assumed to be private. That model can express hidden congestion patterns in a known
transportation system. In this paper, we revisit the problem of privately releasing approximate distances between all pairs of vertices. Our goal is to minimize the approximation error, namely the difference between the
released distance and actual distance under a private setting. We propose improved solutions to that problem
for several cases. For the problem of privately releasing all-pairs distances, we show that for depth bounded tree
with depth h, we can release all-pairs distances with additive error O(log1.5 h · log1.5 V) for fixed privacy parameters where V is the number of vertices in the tree, which improves the previous error bound O(log 2.5 V), since the
size of h can be as small as O(log V), which means a log V factor is saved, and the additive error in the tree can
be smaller than the error on array/path. Additionally, for the grid graph with arbitrary edge weights, we also
propose a method to release all-pairs distances with approximation error O(V3/4 log V) for fixed privacy parameters. On the application side, many cities like Manhattan are composed of horizontal streets and vertical avenues,
which can be modeled as a grid graph.

Distributed User-Level Private Mean Estimation
Antonious M. Girgis, Deepesh Data and Suhas Diggavi (University of California, Los Angeles, USA)
Traditionally, an item-level differential privacy framework has been studied for applications in distributed learning. However, when a client has multiple data samples, and might want to also hide its potential participation, a
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more appropriate notion is that of user-level privacy. In this paper, we develop a distributed private optimization
framework that studies the trade-off between user-level local differential privacy guarantees and performance.
This is enabled by a novel distributed user-level private mean estimation algorithm using distributed private
heavy-hitter estimation. We use this result to develop the privacy-performance trade-off for distributed optimization.

Maximum Mutual Information Under Local Differential Privacy Constraint [virtual]
Jiangnan Cheng and Kevin Tang (Cornell University, USA)
Local differential privacy (LDP) is a state-of-the-art technique for privacy preservation. In this paper, we provide
upper bounds for mutual information, a common information-theoretic metric, under pure LDP and approximate
LDP constraints. Compared to existing results, our results have the advantage of holding for any discrete distribution and any privacy budget, and are tighter over some regions of the distribution and privacy budget.

Private Balance-Checking on Blockchain Accounts Using Private Integer Addition
Birenjith Padmakumari Sasidharan (Indian Institute of Science, India); Emanuele Viterbo (Monash University, Australia)
A transaction record in a sharded blockchain can be represented as a two-dimensional array of integers with
row-index associated to an account, column-index to a shard and the entry to the transaction amount. In a blockchain-based cryptocurrency system with coded sharding, a transaction record of a given epoch of time is encoded
using a maximum-distance-separable code considering the entries as finite-field symbols. Each column of the
resultant coded array is then stored in a server. In this paper, we propose a privacy-preserving multi-round protocol that allows a remote client to retrieve from a coded blockchain system the sum of transaction amounts
belonging to two different epochs of time, but to the same account. At the core of the protocol lies an algorithm
for a remote client to privately compute a non-linear function referred to as integer addition of two finite-field
symbols representing integers, in the presence of curious-but-honest adversaries. Applying it to balance-checking in a cryptocurrency system, the protocol guarantees information-theoretic privacy on account number and
shard number thereby ensuring perfect user anonymity, and also maintains confidentiality of half of the input
bits on average. The protocol turns out to be a useful primitive for balance-checking in lightweight clients of a
PolyShard-ed blockchain.

F.12: Quantum V
Room: U358
Learning Quantum Circuits of T-Depth One
Ching-Yi Lai (National Yang Ming Chiao Tung University, Taiwan); Hao-Chung Cheng (National Taiwan
University, Taiwan)
In this paper, we study the problem of learning an unknown quantum circuit of a certain structure. If the unknown target is an n-qubit Clifford circuit, we devise an algorithm to reconstruct its circuit representation by
using O(n2) queries to it. It is unknown for decades how to handle circuits beyond the Clifford group for which
the stabilizer formalism cannot be applied. Herein, we study quantum circuits of T-depth one on the computational basis. We show that their output states can be represented by a certain stabilizer pseudomixture. By analyzing the algebraic structure of the stabilizer pseudomixture, we can generate a hypothesis circuit that is equivalent to the unknown target T-depth one quantum circuit U on computational basis states, using Pauli and Bell
measurements. If the number of T gates in U is of the order O(log n), our algorithm requires O(n2) queries to U
to produce its equivalent circuit representation on the computational basis in time O(n 3). Using further additional
O(43n) classical computations, we can derive an exact description of U for arbitrary input states. Our results
greatly extend the previously known facts that stabilizer states can be efficiently identified based on the stabilizer
formalism.

The Platypus of the Quantum Channel Zoo
Felix Leditzky (University of Illinois at Urbana-Champaign, USA); Debbie Leung (University of Waterloo,
Canada); Vikesh Siddhu (University of Colorado/NIST, Boulder, USA); Graeme Smith (University of Colorado Boulder, USA); John Smolin (IBM Quantum, USA)
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A key objective of quantum information theory is to understand quantum channels and their capacities. Here we
study a remarkably simple, low-dimensional, single-parameter family of quantum channels with exotic quantum
information-theoretic features. We focus on the simplest example from this family, a qutrit-to-qutrit channel
intuitively obtained by hybridizing together a simple degradable channel with a completely useless qubit channel.
Such hybridizing makes this channel's capacities behave in a variety of interesting ways. For instance, the private
and classical capacity of this channel coincide and can be explicitly calculated, even though the channel lies outside any previous class with calculable capacities. Moreover, the quantum capacity of the channel can be computed explicitly, given a clear and compelling conjecture is true. This "spin alignment conjecture", which may be
of independent interest, is proved in certain special cases and backed numerically in certain other cases. Finally,
we generalize the qutrit channel; the resulting channels and their capacities display similarly rich behavior. Our
companion paper (link in manuscript) demonstrates superadditivity when transmitting quantum information
jointly across our qutrit channel used with a variety of assisting channels, in a manner unknown before.

Quantum Message-Passing Algorithm for Optimal and Efficient Decoding
Christophe Piveteau and Joseph M. Renes (ETH Zürich, Switzerland)
Recently, Renes proposed a quantum algorithm called belief propagation with quantum messages (BPQM) for
decoding classical data encoded using a binary linear code with tree Tanner graph that is transmitted over a purestate classical-quantum channel (ISIT 2017). The algorithm presents a genuine quantum counterpart to decoding
based on the classical belief propagation algorithm, which has found wide success in classical coding theory when
used in conjunction with LDPC or Turbo codes. Here we significantly expand the understanding, formalism, and
applicability of the BPQM algorithm with the following contributions. First, we prove analytically that BPQM realizes optimal decoding for any binary linear code with tree Tanner graph. We also provide the first formal description of the BPQM algorithm in full detail and without any ambiguity. In so doing, we identify a key flaw
overlooked in the original algorithm which causes quantum circuit realizations to be exponentially large in the
code size. We remedy this problem by formulating a truly message-passing algorithm which approximates BPQM
and has circuit complexity O(poly n, polylog 1/q), where n is the code length and q is the approximation error.
Finally, we also propose a novel method for extending BPQM to factor graphs containing cycles by making use of
approximate quantum cloning.

Communication With Unreliable Entanglement Assistance
Uzi Pereg, Christian Deppe and Holger Boche (Technical University of Munich, Germany)
Entanglement resources can increase transmission rates substantially. Unfortunately, entanglement is a fragile
resource that is quickly degraded by decoherence effects. The present work introduces a new model of unreliable
entanglement assistance, whereby the communication system operates whether entanglement assistance is present or not. While the sender is ignorant, the receiver knows whether the entanglement generation was successful. In the case of a failure, the receiver decodes less information. In this manner, the effective transmission rate
is adapted according to the assistance status. Regularized formulas are derived for the classical and quantum
capacity regions with unreliable entanglement assistance, characterizing the tradeoff between the unassisted
rate and the excess rate that can be obtained from entanglement assistance.

G.12: New Directions in Group Testing
Room: U4
Approximate Set Identification: PAC Analysis for Group Testing [virtual]
Sameera Bharadwaja Hayavadana (Indian Institute of Science, India); Monika Bansal (Qualcomm Inc.,
India); Chandra R Murthy (Indian Institute of Science, India)
In this paper, we derive sufficiency results on the number of group tests required, in a non-adaptive random
pooling matrix setting, to find almost all the defective and non-defective items with high confidence, via two
popular algorithms in the group testing literature, namely CoMa and DD. To this end, we propose viewing the
group testing problem as an online function learning problem and develop our analysis using the probably approximately correct (PAC) framework. We compare the derived bounds with existing bounds literature for exact
recovery both theoretically and using simulations. We also illustrate the savings in the number of tests required
for approximate defective set recovery compared to exact recovery.
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Improving Group Testing via Gradient Descent
Sundara Rajan Srinivasavaradhan (University of California, Los Angeles, USA); Pavlos Nikolopoulos
(EPFL, Switzerland); Christina Fragouli and Suhas Diggavi (University of California, Los Angeles, USA)
We study the problem of group testing with non-identical, independent priors. So far, the pooling strategies that
have been proposed in the literature take the following approach: a hand-crafted test design along with a decoding strategy is proposed, and guarantees are provided on how many tests are sufficient in order to identify
all infections in a population. In this paper, we take a different, yet perhaps more practical, approach: we fix the
decoder and the number of tests, and we ask, given these, what is the best test design one could use? We explore
this question for the Definite Non-Defectives (DND) decoder. We formulate a (non-convex) optimization problem, where the objective function is the expected number of errors for a particular design. We find approximate
solutions via gradient descent, which we further optimize with informed initialization. We illustrate through simulations that our method can achieve significant performance improvement over traditional approaches.

Group Testing With a Dynamic Infection Spread [virtual]
Batuhan Arasli and Sennur Ulukus (University of Maryland, USA)
We study a dynamic infection spread model, inspired by the discrete time SIR model, where infections are spread
via non-isolated infected individuals. While infection keeps spreading over time, a limited capacity testing is performed at each time instance as well. In contrast to the classical, static, group testing problem, the objective in
our setup is not to find the minimum number of required tests to identify the infection status of every individual
in the population, but to control the infection spread by detecting and isolating the infections over time by using
the given, limited number of tests. To analyze the performance of the proposed algorithms, we focus on the
mean-sense analysis of the number of individuals that remain non-infected throughout the process of controlling
the infection. We propose two dynamic algorithms that both use given limited number of tests to identify and
isolate the infections over time, while the infection spreads. While the first algorithm is a dynamic randomized
individual testing algorithm, in the second algorithm we employ the group testing approach similar to the original
work of Dorfman. By considering weak versions of our algorithms, we obtain lower bounds for the performance
of our algorithms. Finally, we implement our algorithms and run simulations to gather numerical results and
compare our algorithms and theoretical approximation results under different sets of system parameters.

Dynamic Group Testing to Control and Monitor Disease Progression in a Population
Sundara Rajan Srinivasavaradhan (University of California, Los Angeles, USA); Pavlos Nikolopoulos
(EPFL, Switzerland); Christina Fragouli and Suhas Diggavi (University of California, Los Angeles, USA)
In this paper, we introduce a "discrete-time SIR stochastic block model" that also allows for group testing and
interventions on a daily basis. Our model can be regarded as a discrete version of the well-known continuoustime SIR stochastic network model and relies on a specific type of weighted graph to capture the underlying
community spread. Given that infection model, we then formulate a dynamic group- testing problem by asking:
(a) what is the minimum number of tests needed everyday to identify all infections? and (b) are there nonadaptive group testing strategies that achieve this with vanishing error probability? Our results show that one
can leverage the knowledge of the community infection model to compute a lower bound on the number of tests
and also inform nonadaptive group testing algorithms, so that they can achieve (almost) the same performance
as complete individual testing with a much smaller number of tests. Moreover, these algorithms are order-optimal, under specific conditions.

H.12: Detection II
Room: U1
On Distributed Sampling for Detection of Poisson Sources [virtual]
Ralte Vanlalruata, Sharma Praveen and Amitalok J. Budkuley (Indian Institute of Technology Kharagpur,
India); Stefano Rini (National Yang Ming Chiao Tung University, Taiwan)
In this paper, we study the detection of Poisson point sources when the central detector observes the remote
source via a restricted number of samples from distributed sensors. More specifically, we consider the scenario
in which a Poisson source is observed, in noise, at two remote observers or samplers. At each sampler, the noisy
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observations are sampled as part of a distributed strategy designed by the central detector by accounting for a
communication constraint between the sensor and the detector. Such limited sampling/estimation/communication scenarios are fundamental to modern cyberphysical systems. In such systems, discrete events such as signals
for detection, control, and feedback propagate through a common communication and sensing infrastructure.
For this scenario, we study the problem of optimally selecting the distributed sampling strategy employed at all
remote samplers under the constraint that samples can be acquired for a given fraction of time across both
samplers. We focus on point processes in this work and derive an optimal sampling strategy for the case of a
homogeneous Poisson source which may be corrupted by another independent, additive and homogeneous Poisson noise source with known intensity. We show that any optimal solution combines either or both of these two
distributed sampling strategies: (i) a time-sharing strategy - samplers communicate samples corresponding to
non-overlapping time intervals, and (ii) a noise rejection strategy - samplers communicate samples during an
identical time interval of activity, thus allowing for identification and subsequent rejection of the spurious additive noise realizations at either sampler. We argue that these two strategies play a crucial role in more general
scenarios, encompassing a more general class of sources and noise realizations.

Sensitivity of Under-Determined Linear System [virtual]
Yunfeng Cai, Guanhua Fang and Ping Li (Baidu Research, China)
This paper considers the sensitivity of the optimization problem min f(x) with the linear constraint A x = b, where f
is a general differentiable function quantifying sparsity, A x = b is the under-determined linear system of equations, A ∈ ℝn×p, b ∈ ℝn. Given small noises to A and b, we are able to show the difference between the perturbed
solution and optimal solution. The new perturbation bound reveals the factors that affect the sensitivity of the
optimal solution of the linear system. Different objective functions f's lead to distinct perturbation bounds,
whose magnitudes determine the robustness of the optimization problem. Our results shed a fresh insight in
understanding the robustness of under-determined linear system.

Asymptotic Mean Squared Error of Noisy Periodical Successive Over-Relaxation
Tadashi Wadayama (Nagoya Institute of Technology, Japan); Satoshi Takabe (Tokyo Institute of Technology, Japan)
Chebyshev-periodical successive over-relaxation was recently proposed as a method of accelerating the convergence speed of fixed-point iterations. If a PSOR iteration is influenced by stochastic disturbances, such as Gaussian noise, then the behavior of the PSOR iteration deviates from the predicted behavior of the noiseless iterations, i.e., the convergence behavior of the Chebyshev-PSOR is highly sensitive to the noises. This paper presents
a concise formula of the asymptotic mean squared error (AMSE) of the noisy PSOR iterations. A PSOR iteration
can be regarded as a stochastic difference equation and spectral decomposition plays a key role to reveal the
asymptotic behaviors of the error covariance. Based on the AMSE formula, a noise mitigation method is developed to reduce the effects of the stochastic disturbance.

Mitigating Noise in Ensemble Classification With Real-Valued Base Functions
Yuval Ben-Hur, Asaf Goren and Da-El Klang (Technion, Israel); Yongjune Kim (DGIST, Korea (South));
Yuval Cassuto (Technion, Israel)
In data-intensive applications, it is advantageous to perform some partial processing close to the data, and communicate to a central processor the partial results instead of the data itself. When the communication medium
is noisy, one must mitigate the resulting degradation in computation quality. We study this problem for the setup
of binary classification performed by an ensemble of functions communicating real-valued confidence levels. We
propose a noise-mitigation solution that works by optimizing the aggregation coefficients at the central processor. Toward that, we formulate a post-training gradient algorithm that minimizes the error probability given the
dataset and the noise parameters. We further derive lower and upper bounds on the optimized error probability,
and show empirical results that demonstrate the enhanced performance achieved by our scheme on real data.

I.12: MIMO I
Room: U3
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Designing Two-Dimensional Complete Complementary Codes for Omnidirectional Transmission in
Massive MIMO Systems
Cheng-Yu Pai (National Cheng Kung University, Taiwan); Zilong Liu (University of Essex, United Kingdom); You-Qi Zhao, Zhen-Ming Huang and Chao-Yu Chen (National Cheng Kung University, Taiwan)
This paper presents an efficient construction of two-dimensional (2D) complete complementary codes (CCCs) for
their modern application as omnidirectional precoding matrices in massive MIMO systems to attain enhanced
cell coverage. Unlike the traditional 1D CCCs, little progress has been made on efficient and systematic constructions of the 2D counterpart. In contrast to the existing recursive constructions with the aid of various sequence
operations, certain 1D seed sequences or 2D arrays, we propose to use 2D generalized Boolean functions for
direct synthesis of 2D CCCs. Simulation results show that the proposed 2D CCCs appear to be good candidates
for precoding matrices to achieve omnidirectional transmission in massive MIMO systems.

Capacity Optimal Coded Generalized MU-MIMO
Yuhao Chi (Xidian University, China); Lei Liu (Japan Advanced Institute of Science and Technology, Japan); Guanghui Song and Ying Li (University of Xidian, China); Yong Liang Guan (Nanyang Technological
University, Singapore); Chau Yuen (Singapore University of Technology and Design, Singapore)
With the complication of future communication scenarios, most conventional signal processing technologies of
multi-user multiple-input multiple-output (MU-MIMO) become unreliable, which are designed based on ideal
assumptions, such as Gaussian signaling and independent identically distributed (IID) channel matrices. As a result, this paper considers a generalized MU-MIMO (GMU-MIMO) system with more general assumptions, i.e.,
arbitrarily fixed input distributions, and general unitarily-invariant channel matrices. However, there is still no
accurate capacity analysis and capacity optimal transceiver with practical complexity for GMU-MIMO under the
constraint of coding. To address these issues, inspired by the replica method, the constrained sum capacity of
coded GMU-MIMO with fixed input distribution is calculated by using the celebrated mutual information and
minimum mean-square error (MMSE) lemma and the MMSE optimality of orthogonal/vector approximate message passing (OAMP/VAMP). Then, a capacity optimal multiuser OAMP/VAMP receiver is proposed, whose
achievable rate is proved to be equal to the constrained sum capacity. Moreover, a design principle of multi-user
codes is presented for the multiuser OAMP/VAMP, based on which a kind of practical multi-user low-density
parity-check (MU-LDPC) code is designed. Numerical results show that finite-length performances of the proposed MU-LDPC codes with multi-user OAMP/VAMP are about 2 dB away from the constrained sum capacity
and outperform those of the existing state-of-art methods.

Optimal Order of Encoding for Gaussian MIMO Multi-Receiver Wiretap Channel [virtual]
Yue Qi and Mojtaba Vaezi (Villanova University, USA)
The capacity region of the Gaussian multiple-input multiple-output (MIMO) multi-receiver wiretap channel has
been characterized by applying dirty-paper coding and stochastic encoding. However, K factorial encoding orders
may need to be enumerated for optimal encoding, which makes the problem intractable. This paper investigates
optimal encoding order by forming a secrecy weighted sum-rate (WSR) maximization problem. We prove that K
factorial encoding orders can be avoided and find an optimal encoding order that maximizes the WSR. The weight
ordering in the WSR maximization problem determines the optimal encoding order. A user with a higher weight
in the WSR should be encoded earlier than those with lower weights. We also develop a solution to determine
the covariance matrices maximizing the WSR problem.

Quantized MIMO: Channel Capacity and Spectrospatial Power Distribution
Abbas Khalili, Elza Erkip and Sundeep Rangan (New York University, USA)
Millimeter wave systems suffer from high power consumption and are constrained to use low resolution quantizers–digital to analog and analog to digital converters (DACs and ADCs). However, low resolution quantization
leads to reduced data rate and increased out-of-band emission noise. In this paper, a multiple-input multipleoutput (MIMO) system with linear transceivers using low resolution DACs and ADCs is considered. An information-theoretic analysis of the system to model the effect of quantization on spectrospatial power distribution
and capacity of the system is provided. More precisely, it is shown that the impact of quantization can be accurately described via a linear model with additive independent Gaussian noise. This model in turn leads to simple
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and intuitive expressions for spectrospatial power distribution of the transmitter and a lower bound on the
achievable rate of the system. Furthermore, the derived model is validated through simulations and numerical
evaluations, where it is shown to accurately predict both spectral and spatial power distributions.

J.12: Second and Third Order Asymptotics
Room: U8
Third-Order Analysis of Channel Coding in the Moderate Deviations Regime
Recep Can Yavas, Victoria Kostina and Michelle Effros (California Institute of Technology, USA)
The channel coding problem in the moderate deviations regime is studied, where the error probability sub-exponentially decays to zero, and the rate approaches the capacity slower than O(1/√n). Our result refines Altug
and Wagner's moderate deviations result by deriving lower and upper bounds on the third-order term in the
asymptotic expansion of the maximum achievable message size. We introduce a new quantity called the channel
skewness that governs the third-order term of our expansion. For the binary symmetric channel and most practically important (n, ε) pairs including n ∈ [100, 500] and ε ∈ [10-10, 10-1], an approximation up to the channel
skewness is the most accurate among several expansions in the literature.

Second-Order Converse for Rate-Limited Common Randomness Generation
Henri Hentilä (Aalto University, Finland); Yanina Y. Shkel (EPFL, Lausanne, Switzerland); Visa Koivunen
(Aalto University, Finland)
We employ a recent technique based on a semigroup application of the method of types to improve on a secondorder converse for the common randomness (CR) generation problem. The previously known bound lead to a
correct second-order asymptotic rate, but incorrect sign on the second-order term for error rates below 1/2. The
new bound has both the correct second-order rate and sign for small enough error rates.

Sequentially Mixing Randomly Arriving Packets Improves Channel Dispersion Over Block-Based Designs
Pin-Wen Su (Purdue University, USA); Yu-Chih Huang (National Yang Ming Chiao Tung University, Taiwan); Shih-Chun Lin and I-Hsiang Wang (National Taiwan University, Taiwan); Chih-Chun Wang (Purdue
University, USA)
Channel dispersion quantifies the convergence speed of coding rate to channel capacity under different latency
constraints. Under the setting of packet erasure channels (PECs) with Bernoulli packet arrivals, this work characterizes the channel dispersions of random linear streaming codes (RLSCs) and MDS block codes, respectively.
New techniques are developed to quantify the channel dispersion of sequential (non-block-based) coding, the
first in the literature. The channel dispersion expressions are then used to compare the levels of error protection
between RLSCs and MDS block codes. The results show that if and only if the target error probability pe is smaller
than a threshold ≈ 0.1774, RLSCs offer strictly stronger error protection than MDS block codes, which is on top
of the already significant 50% latency savings of RLSCs that eliminate the queueing delay completely.

Variable-Length Stop-Feedback Codes With Finite Optimal Decoding Times for BI-AWGN Channels
Hengjie Yang (University of California, Los Angeles, USA); Recep Can Yavas and Victoria Kostina (California Institute of Technology, USA); Richard Wesel (University of California, Los Angeles, USA)
In this paper, we are interested in the performance of a variable-length stop-feedback (VLSF) code with (m) optimal decoding times for the binary-input additive white Gaussian noise channel. We first develop tight approximations on the tail probability of length-n cumulative information density. Building on the work of Yavas et al.,
for a given information density threshold, we formulate the integer program of minimizing the upper bound on
average blocklength over all decoding times subject to the average error probability, minimum gap and integer
constraints. Eventually, minimization of locally optimal upper bounds over all thresholds yields the globally minimum upper bound and this is called the two-step minimization. For the integer program, we present a greedy
algorithm that yields possibly suboptimal integer decoding times. By allowing a positive real-valued decoding
time, we develop the gap-constrained sequential differential optimization (SDO) procedure that sequentially
produces the optimal, real-valued decoding times. In the error regime where Polyanskiy's scheme of stopping at
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zero does not help, the two-step minimization with the gap-constrained SDO shows that a finite m suffices to
attain Polyanskiy's bound for VLSF codes with m = ∞.

Thursday, June 30 14:30 - 15:50
A.13: List Decoding I
Room: U5
List Decoding of Quaternary Codes in the Lee Metric
Marcus Greferath (University College Dublin, Ireland); Jens Zumbrägel (University of Passau, Germany)
We present a list decoding algorithm for quaternary negacyclic codes over the Lee metric. To achieve this result,
we use a Sudan-Guruswami type list decoding algorithm for Reed-Solomon codes over certain ring alphabets.
Our decoding strategy for negacyclic codes over the ring ℤ4 combines the list decoding algorithm by Wu with the
Gröbner basis approach for solving a key equation due to Byrne and Fitzpatrick.

List Decoding of 2-Interleaved Binary Alternant Codes
Chih-Chiang Huang, Hedongliang Liu, Lukas Holzbaur, Sven Puchinger and Antonia Wachter-Zeh (Technical University of Munich, Germany)
This paper is concerned with list decoding of 2-interleaved {binary} alternant codes. The principle of the proposed
algorithm is based on a combination of a list decoding algorithm for (interleaved) Reed-Solomon codes and an
algorithm for (non-interleaved) alternant codes. A new upper bound on the decoding radius is derived and the
list size is shown to scale polynomially in the code parameters. While it remains an open problem whether this
upper bound is achievable, the provided simulation results show that a decoding radius exceeding the binary
Johnson radius can be achieved with a high probability of decoding success by the proposed algorithm.

Improving the List Decoding Version of the Cyclically Equivariant Neural Decoder [virtual]
Xiangyu Chen and Min Ye (Tsinghua University, China)
The cyclically equivariant neural decoder was recently proposed in [Chen-Ye, International Conference on Machine Learning, 2021] to decode cyclic codes. In the same paper, a list decoding procedure was also introduced
for two widely used classes of cyclic codes—BCH codes and punctured Reed-Muller (RM) codes. While the list
decoding procedure significantly improves the Frame Error Rate (FER) of the cyclically equivariant neural decoder, the Bit Error Rate (BER) of the list decoding procedure is even worse than the unique decoding algorithm
when the list size is small. In this paper, we propose an improved version of the list decoding algorithm for BCH
codes and punctured RM codes. Our new proposal significantly reduces the BER while maintaining the same (in
some cases even smaller) FER. More specifically, our new decoder provides up to 2dB gain over the previous list
decoder when measured by BER, and the running time of our new decoder is 15% smaller. Code available at
https://github.com/improvedlistdecoder/code

Secure Codes With List Decoding
Yujie Gu (Kyushu University, Japan); Ilya Vorobyev (Skolkovo Institute of Science and Technology, Russia); Ying Miao (University of Tsukuba, Japan)
Traitor tracing is a mathematical approach of protecting copyright of multimedia content. In this paper we propose a new class of secure codes with list decoding (SCLD) for collusion-resistant multimedia fingerprinting. We
build an efficient identifying algorithm for SCLD and establish bounds on its largest asymptotic code rate. In comparison with the existing fingerprinting codes, it is shown that SCLD has not only much more efficient traceability
than separable codes but also a much larger code rate than frameproof codes.

B.13: Polar Coding II
Room: U6
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Joint Source-Channel Polar-Coded Modulation [virtual]
Bolin Wu, Jincheng Dai and Kai Niu (Beijing University of Posts and Telecommunications, China)
In this paper, we investigate the joint design and optimization of source-channel polar coding with 2m-ary transmission. A joint framework is proposed which includes a source polar code to compress the redundant source,
followed by a set of component polar codes over a 2m-ary modulation to protect the source against errors and
achieve increased spectral efficiency. We prove that our scheme suffices to achieve the theoretical limit of
source-channel separation theorem. For finite-length cases, a joint decoder that exploits both the residual redundancy and channel characteristics is also derived to further reduce the error rate. Simulation results verify
the effectiveness of the scheme.

Distributed Joint Source-Channel Polar Coding [virtual]
Yanfei Dong, Kai Niu and Jincheng Dai (Beijing University of Posts and Telecommunications, China)
In this paper, we propose a new class of distributed joint source-channel coding (DJSCC) methods, namely triple
polar codes (T-PC), for transmitting a pair of correlated binary sources over noisy channels. In the T-PC structure,
one source is protected by a systematic polar code (SPC), and the other source is encoded into a double polar
code (D-PC) word. Following this, we prove the T-PC approaches the corner point of the achievable rate-region
of DJSCC. We further propose a distributed joint source-channel decoding algorithm, which involves two components: a cyclic redundancy check (CRC) aided successive cancellation list (CA-SCL) decoding of the SPC and a joint
successive cancellation list (J-SCL) decoding of the D-PC. The CA-SCL and J-SCL decoding procedures alternately
generate hard-decisions of sources which are iteratively exchanged as the side information and result in superior
performance compared with the state-of-the-art polar code based DJSCC scheme.

The Complete SC-Invariant Affine Automorphisms of Polar Codes
Zicheng Ye and Yuan Li (University of Chinese Academy of Sciences & Academy of Mathematics and
Systems Science, Chinese Academy of Sciences, China); Huazi Zhang, Rong Li and Jun Wang (Huawei
Technologies, Co., Ltd, China); Guiying Yan and Zhiming Ma (Chinese Academy of Sciences, China)
Automorphism ensemble (AE) decoding for polar codes was proposed by decoding permuted codewords with
successive cancellation (SC) decoders in parallel and hence has lower latency compared to that of successive
cancellation list (SCL) decoding. However, some automorphisms are SC-invariant, thus are redundant in AE decoding. In this paper, we find a necessary and sufficient condition related to the block lower-triangular structure
of transformation matrices to identify SC-invariant automorphisms. Furthermore, we provide an algorithm to
determine the complete SC-invariant affine automorphisms under a specific polar code construction.

Polar Codes Do Not Have Many Affine Automorphisms
Kirill Ivanov and Ruediger L Urbanke (EPFL, Switzerland)
Polar coding solutions demonstrate excellent performance under the list decoding that is challenging to implement in hardware due to the path sorting operations. As a potential solution to this problem, permutation decoding recently became a hot research topic. However, it imposes more constraints on the code structure.
In this paper, we study the structural properties of Arikan's polar codes. It is know that they are invariant under
lower-triangular affine permutations amongst others. However, those permutations are not useful in the context
of permutation decoding. We show that, unfortunately, the group of affine automorphisms of Arikan's polar
codes asymptotically cannot be much bigger than the group of lower-triangular permutations.

C.13: MDS Codes and Distributed Storage II
Room: U7
Optimal-Repair-Cost MDS Array Codes for a Class of Heterogeneous Distributed Storage Systems
[virtual]
Zhengrui Li and Wai Ho Mow (Hong Kong University of Science and Technology, Hong Kong); Lei Deng
and Ting-Yi Wu (Huawei Technologies Co., Ltd., Hong Kong)
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In this paper, the problem of designing the maximum-distance-separable (MDS) array codes for repairing a single
node failure in a distributed storage system (DSS) is addressed. We consider the class of heterogeneous DSSs
which can be represented as a fully connected storage network consisting of links having possibly different persymbol transmission costs and assume that the repair process only allows a single-hop transmission from any
helper node to a failed node. First, we consider the repair cost of a failed node to be the worst-case transmission
cost overall helper nodes incurred by the repair process. For a storage network represented by a static weighted
graph with the weights being the per-symbol transmission costs, we derive a lower bound on the repair cost of
every node and construct a single optimal-repair-cost MDS array code that can achieve the repair cost lower
bounds of all nodes. Next, we consider the repair cost of a failed node to be the total transmission cost from all
helper nodes incurred by the repair process. The corresponding repair cost lower bound of every node is derived.
Somewhat surprisingly, even for a storage network with a time-varying weighted graph representation, we can
also construct a single optimal-repair-cost MDS array code that can achieve the repair cost lower bounds of all
nodes.

Balanced and Swap-Robust Trades for Dynamical Distributed Storage
Chao Pan (University of Illinois at Urbana-Champaign, USA); Ryan Gabrys (University of California, San
Diego, USA); Xujun Liu (Xi'an Jiaotong-Liverpool University, China); Charles Colbourn (Arizona State
University, USA); Olgica Milenkovic (University of Illinois at Urbana-Champaign, USA)
Trades, introduced by Hedayat, are two sets of blocks of elements which may be exchanged (traded) without
altering the counts of certain subcollections of elements within their constituent blocks. They are of importance
in applications where certain combinations of elements dynamically become prohibited from being placed in the
same group of elements, since in this case one can trade the offending blocks with allowed ones. This is particularly the case in distributed storage systems, where due to privacy and other constraints, data of some groups of
users cannot be stored together on the same server. We introduce a new class of balanced trades, important for
access balancing of servers, and perturbation resilient balanced trades, important for studying the stability of
server access frequencies with respect to changes in data popularity. The constructions and bounds on our new
trade schemes rely on specialized selections of defining sets in minimal trades and number-theoretic analyses.

Private Read Update Write (PRUW) With Storage Constrained Databases
Sajani Vithana and Sennur Ulukus (University of Maryland, USA)
We investigate the problem of private read update write (PRUW) in relation to federated submodel learning (FSL)
with storage constrained databases. In PRUW, a user privately reads a submodel from a system of N databases
containing M submodels, updates it locally, and writes the update back to the databases without revealing the
submodel index or the value of the update. The databases considered in this problem are only allowed to store
a given amount of information specified by an arbitrary storage constraint. We provide a storage mechanism
that determines the contents of each database prior to the application of the PRUW scheme, such that the total
communication cost is minimized. We show that the proposed storage scheme achieves a lower total cost compared to what is achieved by using coded storage or divided storage to meet the given storage constraint.

Data Integrity Check in Distributed Storage Systems [virtual]
Zhiquan Tan (Tsinghua University, China); Sian-Jheng Lin (Huawei Technology Co., Ltd., Hong Kong);
Yunghsiang Sam Han (Dongguan University of Technology, China); Zhongyi Huang (Tsinghua University,
China); Bo Bai and Gong Zhang (Huawei Technologies Co., Ltd., China)
In this paper, we propose a method for checking data integrity in distributed storage systems. Compared with
conventionally used cyclic redundancy check (CRC) method, the proposed method may usually achieve a 99%
reduction of bandwidth with the expense of losing only a little detection capacity. We also provide an analysis of
performance and a suggestion of auxiliary matrix used in the proposed framework. Besides, a theoretical upper
bound of CRC method's detection capacity is given.

D.13: Signal Processing III
Room: U9
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Fundamental Limits of Multi-Sample Flow Graph Decomposition
Kayvon Mazooji and Ilan Shomorony (University of Illinois at Urbana-Champaign, USA); William Noble
and Sreeram Kannan (University of Washington, USA)
The problem of decomposing a graph flow into a small set of paths has a wide range of applications, including
transcriptome assembly and routing in data networks. A standard formulation is the sparsest flow decomposition
problem, which is known to be NP-hard. In this work, we consider a multi-sample variant of this problem, motivated by the problem of identifying and quantifying proteoforms from mass spectrometry data, where multiple
views of the graph can be obtained from multiple biological samples. We derive necessary conditions for the set
of samples to unambiguously determine the ground truth set of paths, and we design an algorithm with matching
sufficient conditions for a large class of problem instances, making our algorithm information optimal for this
class of problem instances. The necessary conditions, combined with a probabilistic model for sample generation,
yield a characterization of the number of samples needed for unambiguous recovery of the underlying paths. We
analyze the algorithm's performance on flow data simulated on peptide graphs from real mass spectrometry
data.

The Optimal Sample Complexity of Matrix Completion With Hierarchical Similarity Graphs
Adel Elmahdy (University of Minnesota, USA); Junhyung Ahn (KAIST, Korea (South)); Soheil Mohajer
(University of Minnesota, USA); Changho Suh (KAIST, Korea (South))
We study a matrix completion problem that leverages a hierarchical structure of social similarity graphs as side
information in the context of recommender systems. We assume that the users are categorized into clusters,
each of which comprises sub-clusters (or what we call “groups”). We consider a low-rank matrix model for the
rating matrix, and a hierarchical stochastic block model that well respects practically-relevant social graphs. Under this setting, we characterize the information-theoretic limit on the number of observed matrix entries (i.e.,
optimal sample complexity) as a function of the quality of graph side information (to be detailed) by proving
sharp upper and lower bounds on the sample complexity. Furthermore, we develop a matrix completion algorithm and empirically demonstrate via extensive experiments that the proposed algorithm achieves the optimal
sample complexity.

Partial Extraction From Invertible Bloom Filters
Ivo Kubjas (ConsenSys, Spain); Vitaly Skachek (University of Tartu, Estonia)
Invertible Bloom Filter (IBF) is a data structure, which employs a small set of hash functions. An IBF allows for an
efficient insertion and, with high probability, for an efficient extraction of the data. However, the success probability of the extraction depends on the storage overhead of an IBF and the amount of the data stored. In an
application, such as set reconciliation, where there is a need to extract data stored in the IBF, the extraction
might succeed only partially, by recovering only part of the stored data. In this work, the probability of success
for a partial extraction of data from an IBF is analyzed. It is shown that partial extraction could be useful in applications, such as set reconciliation. In particular, it allows for set reconciliation by using the IBF, where the storage
overhead is too small to allow full extraction.

Composite Anomaly Detection via Hierarchical Dynamic Search
Benjamin Wolff (ETH Zürich, Switzerland); Tomer Gafni (Ben-Gurion University of the Negev, Israel);
Guy Revach (ETH Zürich, Switzerland); Nir Shlezinger and Kobi Cohen (Ben-Gurion University of the
Negev, Israel)
Anomaly detection among a large number of processes arises in many applications ranging from dynamic spectrum access to cybersecurity. In such problems one can often obtain noisy observations aggregated from a chosen subset of processes that conforms to a tree structure. The distribution of these observations, based on which
the presence of anomalies is detected, may be only partially known. This gives rise to the need for a search
strategy designed to account for both the sample complexity and the detection accuracy, as well as cope with
statistical models that are known only up to some missing parameters. In this work we propose a sequential
search strategy using two variations of the Generalized Log Likelihood Ratio statistic. Our proposed Hierarchical
Dynamic Search (HDS) strategy is shown to be order-optimal with respect to the size of the search space and
asymptotically optimal with respect to the detection accuracy. An explicit upper bound on the error probability
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of HDS is established for the finite sample regime. Extensive experiments are conducted, demonstrating the performance gains of HDS over existing methods.

F.13: Quantum VI
Room: U358
Chain Rules for Quantum Channels
Mario Berta (Imperial College London, United Kingdom); Marco Tomamichel (National University of
Singapore, Singapore)
Divergence chain rules for channels relate the divergence of a pair of channel inputs and to the divergence of the
corresponding channel outputs. An important special case of such a rule is the data-processing inequality, which
tells us that if the same channel is applied to both inputs then the divergence cannot increase. Based on direct
matrix analysis methods, we derive several Rényi divergence chain rules for channels in the quantum setting.
Our results simplify and in some cases generalise previous derivations in the literature.

Bounding Quantum Capacities via Partial Orders and Complementarity
Christoph Hirche (National University of Singapore, Singapore & Technical University Munich, Germany); Felix Leditzky (University of Illinois at Urbana-Champaign, USA)
Quantum capacities are fundamental quantities that are notoriously hard to compute and can exhibit surprising
properties such as superadditivity. Thus a vast amount of literature is devoted to finding close and computable
bounds on these capacities. We add a new viewpoint by giving operationally motivated bounds on several capacities, including the quantum capacity and private capacity of a channel and the one-way distillable entanglement and private key of a bipartite state. Our bounds themselves are generally given by certain capacities of the
complementary channel or state. As a tool to obtain these bounds we discuss partial orders on quantum channels, such as the less noisy and the more capable order. Our bounds help to further understand the interplay
between different capacities and give operational limitations on superadditivity properties and the difference
between capacities. They can also be used as a new approach towards numerically bounding capacities, as discussed with some examples.

A Smallest Computable Entanglement Monotone
Jens Eisert (Freie Universität Berlin, Germany); Mark M Wilde (Louisiana State University, USA)
The Rains relative entropy of a bipartite quantum state is the tightest known upper bound on its distillable entanglement – which has a crisp physical interpretation of entanglement as a resource – and it is efficiently computable by convex programming. It has not been known to be a selective entanglement monotone in its own
right. In this work, we strengthen the interpretation of the Rains relative entropy by showing that it is monotone
under the action of selective operations that completely preserve the positivity of the partial transpose, reasonably quantifying entanglement. That is, we prove that Rains relative entropy of an ensemble generated by such
an operation does not exceed the Rains relative entropy of the initial state in expectation, giving rise to the
smallest, most conservative known computable selective entanglement monotone. Additionally, we show that
this is true not only for the original Rains relative entropy, but also for Rains relative entropies derived from
various Renyi relative entropies. As an application of these findings, we prove, in both the non-asymptotic and
asymptotic settings, that the probabilistic approximate distillable entanglement of a state is bounded from above
by various Rains relative entropies.

G.13: Machine Learning for Communications and Coding I
Room: U4
AirNet: Neural Network Transmission Over the Air
Mikolaj Jankowski, Deniz Gündüz and Krystian Mikolajczyk (Imperial College London, United Kingdom)
State-of-the-art performance for many emerging edge applications is achieved by deep neural networks (DNNs).
Often, the employed DNNs are location- and time-dependent, and the parameters of a specific DNN must be
delivered from an edge server to the edge device rapidly and efficiently to carry out time-sensitive inference
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tasks. This can be considered as a joint source-channel coding (JSCC) problem, in which the goal is not to recover
the DNN coefficients with the minimal distortion, but in a manner that provides the highest accuracy in the
downstream task. For this purpose we introduce AirNet, a novel training and analog transmission method to
deliver DNNs over the air. We first train the DNN with noise injection to counter the wireless channel noise. We
also employ pruning to identify the most significant DNN parameters that can be delivered within the available
channel bandwidth, knowledge distillation, and non-linear bandwidth expansion to provide better error protection for the most important network parameters. We show that AirNet achieves significantly higher test accuracy
compared to the separation-based alternative, and exhibits graceful degradation with channel quality.

Interpreting Deep-Learned Error-Correcting Codes
Natasha Devroye, Neshat Mohammadi, Abhijeet Mulgund, Harish Naik, Raj Shekhar, Gyuri Turan and
Milos Zefran (University of Illinois at Chicago, USA)
Deep learning has been used recently to learn error-correcting encoders and decoders which may improve upon
previously known codes in certain regimes. The encoders and decoders are learned „black-boxes“, and interpreting their behavior is of interest both for further applications and for incorporating this work into coding theory.
Understanding these codes provides a compelling case study for Explainable Artificial Intelligence (XAI): since
coding theory is a well-developed and quantitative field, the interpretability problems that arise differ from those
traditionally considered. We develop post-hoc interpretability techniques to analyze the deep-learned, autoencoder-based encoders of TurboAE-binary codes, using influence heatmaps, mixed integer linear programming
(MILP), Fourier analysis, and property testing. We compare the learned, interpretable encoders combined with
BCJR decoders to the original black-box code.

Learning Neural Codes for Perceptual Uncertainty
Mehrdad Salmasi and Maneesh Sahani (University College London, United Kingdom)
Perception is an inferential process, in which the state of the immediate environment must be estimated from
sensory input. Inference in the face of noise and ambiguity requires reasoning with uncertainty, and much animal
behaviour appears close to Bayes optimal. This observation has inspired hypotheses for how the activity of neurons in the brain might represent the distributional beliefs necessary to implement explicit Bayesian computation. While previous work has focused on the sufficiency of these hypothesised codes for computation, relatively
little consideration has been given to optimality in the representation itself. Here, we adopt an encoder-decoder
approach to study representational optimisation within one hypothesised belief encoding framework: the distributed distributional code (DDC). We consider a setting in which typical belief distribution functions take the
form of a sparse combination of an underlying set of basis functions, and the corresponding DDC signals are
corrupted by neural variability. We estimate the conditional entropy over beliefs induced by these DDC signals
using an appropriate decoder. Like other hypothesised frameworks, a DDC representation of a belief depends on
a set of fixed encoding functions that are usually set arbitrarily. Our approach allows us to seek the encoding
functions that minimise the decoder conditional entropy and thus optimise representational accuracy in an information theoretic sense. We apply the approach to show how optimal encoding properties may adapt to represent beliefs in new environments, relating the results to experimentally reported neural responses.

Learning Maximum Margin Channel Decoders for Non-Linear Gaussian Channels
Amit Tsvieli and Nir Weinberger (Technion, Israel)
The problem of learning a channel decoder for an unknown non-linear white Gaussian noise channel is considered. The learner is provided with a fixed codebook and a dataset comprised of n independent input-output
samples of the channel, and is required to select a matrix for a nearest neighbor decoder with a linear kernel.
The objective of maximizing the margin of the decoder is addressed. Accordingly, a regularized loss minimization
problem with a codebook-related regularization term and a hinge-like loss function is developed, which is inspired by the support vector machine paradigm for classification problems. Expected generalization error bound
for that hinge loss is provided for the solution of the regularized loss minimization, and shown to scale at a rate
of O(1/(λ n)), where λ is a regularization tradeoff parameter. In addition, a high probability uniform generalization
error bound is provided for the hypothesis class, and shown to scale at a rate of O(1/√n). A stochastic sub-gradient descent algorithm for solving the regularized loss minimization problem is proposed, and an optimization
error bound is stated, which scales at a rate of O~(1/(λ T)). The performance of the this algorithm is demonstrated
by an example.
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H.13: Bottleneck, Generalization and Leakage
Room: U1
The Compound Information Bottleneck Program
Michael Dikshtein, Nir Weinberger and Shlomo (Shitz) Shamai (Technion, Israel)
Motivated by the emerging technology of oblivious processing in remote radio heads with universal decoders,
we formulate and analyze in this paper a compound version of the information bottleneck problem. In this problem, a Markov chain X → Y → Z is assumed, and the marginals PX and PY are set. The mutual information between
X and Z is sought to be maximized over the choice of conditional probability of Z given Y from a given class, under
the worst choice of the joint probability of the pair (X, Y) from a different class. We provide values, bounds, and
various characterizations for specific instances of this problem: the binary symmetric case, the scalar Gaussian
case, the vector Gaussian case, the symmetric modulo-additive case, and total variation constraints case. Finally,
for the general case, we propose a Blahut-Arimoto type of alternating iterations algorithm to find a consistent
solution to this problem.

Tighter Expected Generalization Error Bounds via Convexity of Information Measures
Gholamali Aminian (University College London, United Kingdom); Yuheng Bu and Gregory Wornell
(MIT, USA); Miguel Rodrigues (University College London, United Kingdom)
Generalization error bounds are essential to understanding machine learning algorithms. This paper presents
novel expected generalization error upper bounds based on the average joint distribution between the output
hypothesis and each input training sample. Multiple generalization error upper bounds based on different information measures are provided, including Wasserstein distance, total variation distance, KL divergence, and Jensen-Shannon divergence. Due to the convexity of the information measures, the proposed bounds in terms of
Wasserstein distance and total variation distance are shown to be tighter than their counterparts based on individual samples in the literature. An example is provided to demonstrate the tightness of the proposed generalization error bounds.

Understanding Generalization via Leave-One-Out Conditional Mutual Information
Mahdi Haghifam (University of Toronto, Canada); Shay Moran (Technion & Google Research, Israel);
Daniel Roy (University of Toronto, Canada); Gintare Karolina Dziugaite (Google Research, Canada)
We study the mutual information between the output of a learning algorithm and its n training data, conditional
on a supersample of n+1 i.i.d. data from which the training data is chosen at random without replacement. We
show that this variant of the conditional mutual information (CMI) of an algorithm (Steinke and Zakynthinou,
2020), which we dub leave-one-out CMI, determines the mean generalization error of any interpolating learning
algorithm. For interpolating and non-interpolating classifiers, we demonstrate that bounded leave-one-out CMI
implies generalization. Finally, as an application, we analyze the population risk of the One-Inclusion-Graph Algorithm, a transductive learning algorithm for VC classes in the realizable setting, and prove that our framework
is the first information-theoretic framework that is able to achieve the optimal bound for learning VC classes in
the realizable setting.

A Variational Formula for Infinity-Rényi Divergence With Applications to Information Leakage
Gowtham R. Kurri, Oliver Kosut and Lalitha Sankar (Arizona State University, USA)
We present a variational characterization for the Rényi divergence of order infinity. Our characterization is related to guessing: the objective functional is a ratio of maximal expected values of a gain function applied to the
probability of correctly guessing an unknown random variable. An important aspect of our variational characterization is that it remains agnostic to the particular gain function considered, as long as it satisfies some regularity
conditions. Also, we define two variants of a tunable measure of information leakage, the maximal α-leakage,
and obtain closed-form expressions for these information measures by leveraging our variational characterization.

I.13: MIMO II
Room: U3
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Canonical Training is Bad for Reconfigurable Intelligent Surfaces
Bharath Shamasundar and Aria Nosratinia (University of Texas at Dallas, USA)
Channel training in reconfigurable intelligent surfaces (RIS) is different from that in MIMO since, in addition to
transmitting pilot signals, it also requires setting RIS training states. Several RIS training schemes are studied in
the literature, but the effect of training overhead and accuracy on capacity has not received the deserved attention. This is necessary for guiding the choice of RIS dimensionality and the parameters of modulation and coding.
The present work fills this gap and shows that the spectral efficiency of RIS with DFT training (that uses the
columns of DFT matrix for the RIS training states) is higher than that with the canonical training (that uses the
canonical basis for RIS training states). Specifically, with 32 RIS elements, DFT training achieves a 2 bits/s/Hz gain
compared to canonical training when the coherence interval is 150 time slots. Our results also reveal that beyond
a certain critical RIS array size, further increase in size is not beneficial and that the optimal array size goes down
with increase in SNR.

Channel State Acquisition in FDD Massive MIMO: Rate-Distortion Bound and Effectiveness of “Analog” Feedback
Mahdi Barzegar Khalilsarai, Yi Song, Tianyu Yang and Giuseppe Caire (Technische Universität Berlin,
Germany)
We consider the problem of estimating the fading coefficients of a frequency-selective, spatially correlated channel via Downlink (DL) training and Uplink (UL) feedback in frequency division duplexing (FDD) massive MIMO
systems. Using rate-distortion theory, we derive optimal bounds on the achievable channel state estimation error
in terms of the number of training pilots in DL (βtr) and feedback dimension in UL (βfb), with random, spatially
isotropic pilots. It is shown that when the number of training pilots exceeds the channel covariance rank (r), the
optimal rate-distortion feedback strategy achieves an estimation error decay of Θ(SNR-α) in estimating the channel state, where α = min(βfb/r, 1) is the so-called quality scaling exponent (QSE). We then discuss an “analog”
feedback strategy, showing that it achieves the optimal QSE for a wide range of training and feedback dimensions
with no channel covariance knowledge and simple signal processing at the user side. Our findings are supported
by numerical simulations comparing these feedback strategies in terms of channel state mean squared error and
achievable ergodic sum-rate in DL with zero-forcing precoding.

MIMO Systems With One-Bit ADCs: Capacity Gains Using Nonlinear Analog Operations
Farhad Shirani (North Dakota State University, USA); Hamidreza Aghasi (University of California, Irvine,
USA)
Analog to Digital Converters (ADCs) are a major contributor to the energy consumption on the receiver side of
millimeter-wave multiple-input multiple-output (MIMO) systems with large antenna arrays. Consequently, there
has been significant interest in using low-resolution ADCs along with hybrid beam-forming at MIMO receivers for
energy efficiency. However, decreasing the ADC resolution results in performance loss — in terms of achievable
rates — due to increased quantization error. In this work, we study the application of practically implementable
nonlinear analog operations, prior to sampling and quantization at the ADCs, as a way to mitigate the aforementioned rate-loss. A receiver architecture consisting of linear analog combiners, implementable nonlinear analog
operators, and one-bit threshold ADCs is designed. The fundamental information theoretic performance limits
of the resulting communication system, in terms of achievable rates, are investigated under various assumptions
on the set of implementable nonlinear analog functions. In order to justify the feasibility of the nonlinear operations in the proposed receiver architecture, an analog circuit is introduced, and circuit simulations exhibiting the
generation of the desired nonlinear analog operations are provided.

A Partition-Based Scheme for IRS-Aided MIMO Fading Channels: Outage and DMT Analysis
Andreas Nicolaides and Constantinos Psomas (University of Cyprus, Cyprus); Ghassan M. Kraidy (University of Cyprus, Cyprus & Notre Dame University - Louaize, Lebanon); Ioannis Krikidis (University of
Cyprus, Cyprus)
In this paper, a partition-based scheme is investigated for multiple-input multiple-output (MIMO) fading channels assisted by an intelligent reflecting surface (IRS). In this scheme, the IRS elements are partitioned into subsurfaces, which are periodically selected to assist the communication. Through the sequential activation of each
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sub-surface, an equivalent parallel channel in the time domain is produced. The proposed scheme has low implementation complexity and does not require knowledge of the channel state information. We analyze the performance of the proposed scheme in terms of outage probability and provide an expression for the diversitymultiplexing tradeoff. We show, through theoretical and numerical results, that the asymptotic performance of
the considered network under the partition-based scheme can be significantly enhanced in terms of diversity
gain compared to the conventional case, where a single partition is considered. Moreover, both maximum diversity and multiplexing gain can be achieved under certain conditions with respect to the number of elements in
each sub-surface.

J.13: Capacity I
Room: U8
The Capacity of Causal Adversarial Channels
Yihan Zhang (IST Austria, Austria); Sidharth Jaggi (University of Bristol, United Kingdom); Michael Langberg (State University of New York at Buffalo, USA); Anand D. Sarwate (Rutgers University, USA)
We characterize the capacity for the discrete-time arbitrarily varying channel with discrete inputs, outputs, and
states when (a) the encoder and decoder do not share common randomness, (b) the input and state are subject
to cost constraints, (c) the transition matrix of the channel is deterministic given the state, and d at each time
step the adversary can only observe the current and past channel inputs when choosing the state at that time.
The achievable strategy involves stochastic encoding together with list decoding and a disambiguation step. The
converse uses a two-phase „babble-and-push“ strategy where the adversary chooses the state randomly in the
first phase, list decodes the output, and then chooses state inputs to symmetrize the channel in the second
phase. These results generalize prior work on specific channels models (additive, erasure) to general discrete
alphabets and models.

Channel Capacity for Adversaries With Computationally Bounded Observations
Eric Ruzomberka, Chih-Chun Wang and David Love (Purdue University, USA)
We study reliable communication over point-to-point adversarial channels in which the adversary can observe
the codeword via some function that takes the n-bit codeword as input and computes an rn-bit output for some
given r ∈ [0, 1]. We consider the scenario where the rn-bit observation is computationally bounded – the adversary is free to choose an arbitrary observation function as long as the function can be computed using a polynomial amount of computational resources. This observation-based restriction differs from conventional channelbased computational limitations, where in the latter case, the resource limitation applies to the computation of
the channel error. For some number r* ∈ [0, 1] and for r ∈ [0, r*], we characterize the capacity of the above
channel. For this range of r, we find that the capacity is identical to the completely obvious setting (r = 0). This
result can be viewed as a generalization of known results on myopic adversaries and channels with active eavesdroppers for which the observation process depends on a fixed distribution and fixed-linear structure, respectively, that cannot be chosen arbitrarily by the adversary.

New Results on AVCs With Omniscient and Myopic Adversaries
Anuj Kumar Yadav (Indian Institute of Technology Patna, India); Mohammadreza Alimohammadi (Sharif University of Technology, Iran); Yihan Zhang (IST Austria, Austria); Amitalok J. Budkuley (Indian Institute of Technology Kharagpur, India); Sidharth Jaggi (University of Bristol, United Kingdom)
In the classic adversarial communication problem, two parties communicate over a noisy channel in the presence
of a malicious jamming adversary. The arbitrarily varying channels (AVCs) offer an elegant framework to study a
wide range of interesting adversary models. The optimal throughput or capacity over such AVCs is intimately tied
to the underlying adversary model; in some cases, capacity is unknown and the problem is known to be notoriously hard. The omniscient adversary, one which knows the sender's entire channel transmission a priori, is one
of such classic models of interest; the capacity under such an adversary remains an exciting open problem. The
myopic adversary is a generalization of that model where the adversary's observation may be corrupted over a
noisy discrete memoryless channel. Through the adversary's myopicity, one can unify the slew of different adversary models, ranging from the omniscient adversary to one that is completely blind to the transmission (the
latter is the well-known oblivious model where the capacity is fully characterized). In this work, we present new
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results on the capacity under both the omniscient and myopic adversary models. We completely characterize
the positive capacity threshold over general AVCs with omniscient adversaries. The characterization is in terms
of two key combinatorial objects: the set of completely positive distributions and the CP-confusability set. For
omniscient AVCs with positive capacity, we present non-trivial lower and upper bounds on the capacity; unlike
some of the previous bounds, our bounds hold under fairly general input and jamming constraints. Our lower
bound improves upon the generalized Gilbert-Varshamov bound for general AVCs while the upper bound generalizes the well-known Elias-Bassalygo bound (known for binary and q-ary alphabets). For the myopic AVCs, we
build on prior results known for the so-called sufficiently myopic model, and present new results on the positive
rate communication threshold over the so-called insufficiently myopic regime (a completely insufficient myopic
adversary specializes to an omniscient adversary). We present interesting examples for the widely studied models of adversarial bit-flip and bit-erasure channels. In fact, for the bit-flip AVC with additive adversarial noise as
well as random noise, we completely characterize the omniscient model capacity when the random noise is sufficiently large vis-a-vis the adversary's budget.

Noisy Sorting Capacity
Ziao Wang (University of British Columbia, Canada); Nadim Ghaddar (University of California, San Diego, USA); Lele Wang (University of British Columbia, Canada)
Sorting is the task of ordering n elements using pairwise comparisons. It is well known that m = Θ(n log n) comparisons are both necessary and sufficient when the outcomes of the comparisons are observed with no noise.
In this paper, we study the sorting problem in the presence of noise. Unlike the common approach in the literature which aims to minimize the number of pairwise comparisons m to achieve a given desired error probability,
our goal is to characterize the maximal ratio (n log n) / m such that the ordering of the elements can be estimated
with a vanishing error probability asymptotically. The maximal ratio is referred to as the sorting capacity. In this
work, we derive upper and lower bounds on the sorting capacity. The algorithm that attains the lower bound is
based on the well-known Burnashev–Zigangirov algorithm for coding over channels with feedback. By comparing
with existing algorithms in the literature under the proposed framework, we show that our algorithm can achieve
a strictly larger ratio asymptotically.

Feedback Capacity of Gaussian Channels With Memory
Oron Sabag, Victoria Kostina and Babak Hassibi (California Institute of Technology, USA)
We consider the feedback capacity of a MIMO channel whose channel output is given by a linear state-space
model driven by the channel inputs and a Gaussian process. The generality of our state-space model subsumes
all previous studied models, and allows one to reveal the special case of an additive channel with colored Gaussian noise with an arbitrary dependence on previous channel inputs or outputs. A computable solution for the
feedback capacity is given as a finite-dimensional convex optimization problem subject to a detectability condition. We demonstrate the capacity result on the auto-regressive Gaussian noise channel, where we show that
even a single time-instance delay in the feedback reduces the feedback capacity significantly in the stationary
regime. On the other hand, for large regression parameters, the feedback capacity can be achieved with delayed
feedback. Finally, we show that the detectability condition is satisfied for scalar models and conjecture that it is
true for MIMO models.

Thursday, June 30 16:20 - 18:00
A.14: List Decoding II
Room: U5
List-Decodable Zero-Rate Codes for the Z-Channel
Nikita Polyanskii (Technical University of Munich, Germany); Yihan Zhang (IST Austria, Austria)
This paper studies combinatorial properties of codes for the Z-channel. A Z-channel with error fraction 𝜏 takes as
input a length-n binary codeword and injects in an adversarial manner n𝜏 asymmetric errors, i.e., errors that only
zero out bits but do not flip 0's to 1's. It is known that the largest (L-1)-list-decodable code for the Z-channel with
error fraction 𝜏 has exponential (in n) size if 𝜏 is less than a critical value that we call the Plotkin point and has
constant size if 𝜏 is larger than the threshold. The (L-1)-list-decoding Plotkin point is known to be L-1/(L-1) - L-L/(L-1).
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In this paper, we show that the largest (L-1)-list-decodable code ε-above the Plotkin point has size ΘL(ε-3/2) for
any L-1 ≥ 1.

List-Decodability of Poisson Point Processes
Yihan Zhang (IST Austria, Austria); Shashank Vatedka (Indian Institute of Technology Hyderabad, India)
We study the problem of high-dimensional multiple packing in Euclidean space. Multiple packing is a natural
generalization of sphere packing and is defined as follows. Let N > 0 and L ∈ ℤ≥2. A multiple packing is a set C of
points in ℝn such that any point in ℝn lies in the intersection of at most L-1 balls of radius √{nN} around points
in C. Given a well-known connection with coding theory, multiple packings can be viewed as the Euclidean analog
of list-decodable codes, which are well-studied for finite fields. In this paper, we exactly pin down the asymptotic
density of (expurgated) Poisson Point Processes under a stronger notion called average-radius multiple packing.
To this end, we apply tools from high-dimensional geometry and large deviation theory. This gives rise to the
best known lower bound on the largest multiple packing density. Our result corrects a mistake in a previous
paper by Blinovsky.

Singleton-Type Bounds for List-Decoding and List-Recovery, and Related Results [virtual]
Eitan Goldberg, Itzhak Tamo and Chong Shangguan (Tel Aviv University, Israel)
We prove a new Singleton-type upper bound for list-decodable codes, which improves upon the previously
known bound by roughly a factor of 1/L, where L is the list size. We also prove a Singleton-type upper bound for
list-recoverable codes, which to the best of our knowledge, is the first such bound. Then, we apply these results
to obtain new lower bounds on the list size of list-decodable or recoverable codes with rates approaching capacity, that are optimal up to a multiplicative constant. Moreover, we show that for a wide range of parameters,
list-decodable nonlinear codes can strictly outperform list-decodable linear codes. This is achieved by a novel
connection between list-decoding and the notion of sparse hypergraphs in extremal combinatorics. Lastly, we
show that list-decodability or recoverability of codes implies in some sense good unique decodability.

Improving Belief Propagation List Decoding of Polar Codes by Post-Processing
Yonatan Urman, Guy Mogilevsky and David Burshtein (Tel Aviv University, Israel)
CRC-aided belief propagation list (CBPL) is a low latency, high throughput decoder for polar codes. In this work,
it is shown that CBPL decoding of polar codes over the additive white Gaussian noise channel can be substantially
improved using ordered statistics post-processing that only requires a very low reprocessing order (e.g., order
one). We present efficient implementations of the ordered statistics post-processing with a trade-off between
computational complexity and error rate.

B.14: Polar Coding III
Room: U6
Approximate Weight Distribution of Polarization-Adjusted Convolutional (PAC) Codes
Sadra Seyedmasoumian and Tolga M. Duman (Bilkent University, Turkey)
Polarization-adjusted convolutional (PAC) codes combine the polar and convolutional transformations to enhance the distance properties of polar codes. They offer a performance very close to the finite length information-theoretic bounds for short block lengths. In this paper, we develop a method of computing the weight
distribution of PAC codes in an approximate form by employing a probabilistic technique. We demonstrate that
the results well match the exact weight distributions for small codes that can be computed using a brute-force
algorithm. We also present a way employing the results (along with the union bound on the code performance)
to design specific PAC codes, more precisely, to determine suitable rate profiles via simulated annealing. Numerical examples illustrate that the PAC codes with the designed rate profiles offer superior performance.

Polar Coded Merkle Tree: Improved Detection of Data Availability Attacks in Blockchain Systems
Debarnab Mitra, Lev Tauz and Lara Dolecek (University of California, Los Angeles, USA)
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Lights nodes are commonly used in blockchain systems to combat the storage burden. However, light nodes are
known to be vulnerable to data availability (DA) attacks where they accept an invalid block with unavailable
portions. Previous works have used LDPC codes with Merkle Trees to mitigate DA attacks. However, LDPC codes
have issues in the finite length due to the NP-hardness of ascertaining the minimum stopping set size, and in the
asymptotic regime due to probabilistic guarantees on code performance. We circumvent both issues by proposing the novel Polar Coded Merkle Tree (PCMT) which is a Merkle Tree built from the encoding graphs of polar
codes. We provide a specialized polar code construction called Sampling-Efficient Freezing that efficiently calculates the minimum stopping set size, thus simplifying design. PCMT performs well in detecting DA attacks for
large transaction block sizes.

On the Bit-Channels for Channel Polarization
Wen-Yao Chen and Chung-Chin Lu (National Tsing Hua University, Taiwan)
The problem of constructing polar codes is equivalent to select good channels among a set of bit-channels with
output alphabet size grows exponentially. To solve the problem, Tal and Vardy proposed a channel quantization
algorithm to approximate the original channel by channels with less output symbols. Based on Arikan's original
work, we derived a matrix form of channel transformation. This formulation automatically merge suitable output
symbols, thus reduce the step of pre-processing complexity in Tal and Vardy's algorithm.

Multilevel Binary Polar-Coded Modulation Achieving the Capacity of Asymmetric Channels
Constantin Runge, Thomas Wiegart, Diego Lentner and Tobias Prinz (Technical University of Munich,
Germany)
A multilevel coded modulation scheme is studied that uses binary polar codes and Honda-Yamamoto probabilistic shaping. The scheme is shown to achieve the capacity of discrete memory-less channels with input alphabets
of cardinality a power of two. The performance of finite-length implementations is compared to polar-coded
probabilistic amplitude shaping and constant composition distribution matching.

C.14: MDS Codes and Distributed Storage III
Room: U7
New Piggybacking Codes With Lower Repair Bandwidth for Any Single-Node Failure [virtual]
Hao Shi (Jilin University, China); Hanxu Hou (Huawei Technology Co., Ltd., Hong Kong); Yunghsiang Sam
Han (Dongguan University of Technology, China); Patrick Pak-Ching Lee (The Chinese University of
Hong Kong, Hong Kong); Zhengyi Jiang and Zhongyi Huang (Tsinghua University, China); Bo Bai (Huawei
Technologies Co., Ltd., Hong Kong)
Piggybacking codes are an important class of array codes with small sub-packetization to achieve small repair
bandwidth for single-node failures. In this paper, we propose new piggybacking codes such that the sub-packetization is equal to the number of parity nodes. Our piggybacking codes have an efficient repair method for any
single-node failure, including both data nodes and parity nodes. We show that the proposed piggybacking codes
have strictly less repair bandwidth for any single-node failure than that of the existing piggybacking codes, when
the code rate is k/n = 0.8, 0.9 and the number of parity nodes ranges from 6 to 40.

Practical Considerations in Repairing Reed-Solomon Codes
Thi Xinh Dinh, Luu Y Nhi Nguyen, Lakshmi J Mohan and Serdar Boztas (RMIT University, Australia); Tran
Luong (Academy of Cryptography Techniques, Vietnam); Hoang Dau (RMIT University, Australia)
The issue of repairing Reed-Solomon codes currently employed in industry has been sporadically discussed in the
literature. In this work we carry out a systematic study of these codes and investigate important aspects of repairing them under the trace repair framework, including which evaluation points to select and how to implement a trace repair scheme efficiently. In particular, we employ different heuristic algorithms to search for lowbandwidth repair schemes for codes of short lengths with typical redundancies and establish three tables of
current best repair schemes for [n, k] Reed-Solomon codes over GF(256) with 4 ≤ n ≤ 16 and r = n - k ∈ {2, 3, 4}.
The tables cover most known codes currently used in the distributed storage industry.
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Dual-Code Bounds on Multiple Concurrent (Local) Data Recovery
Gianira Nicoletta Alfarano (University of Zurich, Switzerland); Alberto Ravagnani (Eindhoven University
of Technology, The Netherlands); Emina Soljanin (Rutgers University, USA)
We are concerned with linear redundancy storage schemes regarding their ability to provide concurrent (local)
recovery of multiple data objects. This paper initiates a study of such systems within the classical coding theory.
We show how we can use the structural properties of the generator matrix defining the scheme to obtain a
bounding polytope for the set of data access rates the system can support. We derive two dual distance outer
bounds, which are sharp for some large classes of matrix families.

A New Approach to Compute Information Theoretic Outer Bounds and Its Application to Regenerating Codes
Wenjing Chen and Chao Tian (Texas A&M University, USA)
The study of the fundamental limits of information systems is a central theme in information theory. Both the
traditional analytical approach and the recently proposed computational approach have significant limitations,
where the former is mainly due to its reliance on human ingenuity, and the latter due to its exponential memory
and computational complexity. In this work, we propose a new computational approach to tackle the problem
with much lower memory and computational requirements, which can naturally utilize certain intuitions, but
also can maintain the strong computational advantage of the existing computational approach. A reformulation
of the underlying optimization problem is first proposed, which converts the large linear program to a maximin
problem. This leads to an iterative solving procedure, which uses the LP dual to carry over learned evidence
between iterations. The key in the reformulated problem is the selection of good information inequalities, with
which a relaxed LP can be formed. A particularly powerful intuition is a potentially optimal code construction,
and we provide a method that directly utilizes it in the new algorithm. As an application, we derive a tighter outer
bound for the storage-repair tradeoff for the (6, 5, 5) regenerating code problem, which involves at least 30
random variables and is impossible to compute with the previously known computational approach.

A Bound on the Minimal Field Size of LRCs, and Cyclic MR Codes That Attain It
Han Cai (Southwest Jiaotong University, China); Moshe Schwartz (Ben-Gurion University of the Negev,
Israel)
We prove a new lower bound on the field size of locally repairable codes (LRCs). Additionally, we construct maximally recoverable (MR) codes which are cyclic. While a known construction for MR codes has the same parameters, it produces non-cyclic codes. Furthermore, we prove necessary and sufficient conditions that specify when
the known non-cyclic MR codes may be permuted to become cyclic, thus proving our construction produces
cyclic MR codes with new parameters. Furthermore, using our new bound on the field size, we show that the
new cyclic MR codes have optimal field size in certain cases. Other known LRCs are also shown to have optimal
field size in certain cases.

D.14: Signal Processing IV
Room: U9
Uniqueness and Robustness of TEM-Based FRI Sampling
Hila Naaman, Satish Mulleti and Yonina C. Eldar (Weizmann Institute of Science, Israel)
In this paper, we study the problem of sampling finite-rate-of-innovation (FRI) signals by using an integrate-andfire time encoding machine. We consider a Fourier-domain reconstruction approach and design a robust sampling kernel that has a frequency-domain alias cancellation condition and excludes the zero frequency. In the
absence of noise, we present theoretical recovery guarantees for FRI signals with arbitrary pulse shapes using
our approach. We show that the minimum firing rate is proportional to the rate of innovation of the FRI signal.
In the presence of noise, our technique results in 2-10 dB lower error while estimating the FRI parameters compared to existing methods for the same number of measurements.
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Recoverable Systems on Lines and Grids
Alexander Barg (University of Maryland, USA); Ohad Elishco (Ben-Gurion University of the Negev, Israel); Ryan Gabrys (University of California, San Diego, USA); Eitan Yaakobi (Technion, Israel)
A storage code is an assignment of symbols to the vertices of a connected graph G(V, E) with the property that
the value of each vertex is a function of the values of its neighbors, or more generally, of a certain neighborhood
of the vertex in G. Under the name of recoverable systems, a class of storage codes on Z was recently studied
relying on methods from constrained systems and ergodic theory. In this work, we address the question of the
maximum capacity of recoverable systems on Z and Z2 from a combinatorial perspective. We establish a closed
form formula for the capacity of several one- and two-dimensional systems, depending on their recovery set,
using connections between storage codes, graphs, anticodes, and difference-avoiding sets.

A Computational Design of Aperiodic Mismatched Filtering Sequences [virtual]
Zhi Gu, Avik Ranjan Adhikary, Zhengchun Zhou and Pingzhi Fan (Southwest Jiaotong University, China)
Sequences with low correlation sidelobes have found a wide range of applications in communication systems
and RADAR. In this work, we have proposed a computational framework of aperiodic mismatched filtering sequence pairs using iterative twisted approximation (ITROX). A mismatched-filter is a filter where the transmitting
sequence and receiving sequence are different (not matched). We have used singular value decomposition (SVD)
instead of eigenvalue decomposition (EVD), which is more general, to obtain the resultant sequences. Numerical
simulation shows that the resultant aperiodic mismatched filtering sequences have lower sidelobes without reducing too much loss-in-processing gain.

Signaling for MISO Channels Under First- and Second-Moment Constraints
Shuai Ma (LTCI, Telecom Paris, IP Paris, France); Stefan M. Moser (ETH Zürich, Switzerland & National
Yang Ming Chiao Tung University, Taiwan); Ligong Wang (ETIS Laboratory, France); Michele A Wigger
(Telecom Paris, France)
Consider a multiple-input single-output system, where the nonnegative, peak-limited inputs X1, ..., Xn_T ∈ [0, A]
are subject to first- and second-moment sum-constraints on all antennas. The paper characterizes all probability
distributions that can be induced for the channel image, which is given by the inner product of the input vector
with a given channel vector. Key to this result is the description of input vectors that achieve a given deterministic
channel image with the smallest energy, where energy of an input vector refers to a weighted sum of its oneand two-norms. Minimum-energy input vectors have an interesting structure: depending on the desired channel
image, some of the weakest antennas are silenced, and the remaining antennas are chosen according to a shifted
and amplitude-constrained beamforming rule.

E.14: Secret Key
Room: U356
Distillation of Secret Key and GHZ States From Multipartite Mixed States
Farzin Salek (Technical University of Munich, Germany); Andreas Winter (Universitat Autonoma de
Barcelona & ICREA, Spain)
We consider two related problems of extracting correlation from a given multipartite mixed quantum state: the
first is the distillation of a conference key when the state is shared between a number of legal players and an
eavesdropper; the eavesdropper, apart from starting off with this quantum side information, also observes the
public communication between the players. The second is the distillation of Greenberger-Horne- Zeilinger (GHZ)
states by means of LOCC from the given mixed state. These problem settings extend our previous paper [FS &
AW, IEEE Trans. Inf. Theory 68(2):976-988, 2022], and we generalise its results: using a quantum version of the
task of communication for omniscience, we derive a novel lower bound on the distillable secret key from any
multipartite quantum state by means of a so-called non-interacting communication protocol. Secondly, by making the secret key distillation protocol coherent, we derive novel lower bounds on the distillation rate of GHZ
states. Full details in the long version [1].

128

Protecting Semantic Information Using an Efficient Secret Key [virtual]
Tao Guo, Jie Han, Huihui Wu, Yizhu Wang, Bo Bai and Wei Han (Huawei Technologies Co., Ltd., Hong
Kong)
We consider the semantic cipher system, in which we protect only the semantic information of the source. The
optimal tradeoff is characterized among the coding rate, the secret key rate, the semantic information leakage
rate, the source reconstruction distortion, and the semantic distortion. It is shown that an efficient key with a
small size suffices to protect the semantic information.

Secret Key-Based Authentication With Passive Eavesdropper for Scalar Gaussian Sources
Vamoua Yachongka (Yokohama National University, Japan); Hideki Yagi and Yasutada Oohama (University of Electro-Communications, Japan)
We analyze the fundamental trade-off of secret key-based authentication systems in the presence of an eavesdropper for correlated Gaussian sources. A complete characterization of trade-off among secret-key, storage,
and privacy-leakage rates of both generated and chosen secret models is provided. One of the main contributions
is revealing that unlike the known results for discrete sources, there is no need for the second auxiliary random
variable in characterizing the capacity regions for the Gaussian cases. In addition, it is shown that the strong
secrecy for secrecy-leakage of the systems can be achieved by an information-spectrum approach, and the parametric expressions (computable forms) of the capacity regions are also derived.

Secret Keys From Parity Bits in the Satellite Setting
Jari Lietzen and Olav Tirkkonen (Aalto University, Finland); Roope Vehlakahti (University of Jyväskylä,
Finland)
We consider a two-way secret key distribution protocol in the satellite setting, where Alice, Bob and Eve each
decode bits from noisy signals received from a source in their environment. Alice and Bob perform advantage
distillation to find a secret key. We apply a Two-way Protocol with Parity bit Reconciliation (TPPR) where secret
keys are collected from parity bits in course of advantage distillation, not only from the final distilled bits. We
analyze the mutual information acquired by Eve from exploiting the original eavesdropped information together
with the information leaked during the distillation protocol, as well as TPPR key rate. Comparing to the ParityCheck Protocol (PCP) known in the literature, TPPR provides complementary performance. In operation regions
where PCP fare badly as compared to one-way protocols, TPPR provides gains in key rate.

Improved Bound on the Local Leakage-Resilience of Shamir's Secret Sharing [virtual]
bHemanta K. Maji and Hai H. Nguyen (Purdue University, USA); Anat Paskin-Cherniavsky (Ariel University, Israel); Mingyuan Wang (University of California, Berkeley, USA)
Side-channel attacks have repeatedly falsified the assumption that cryptosystems are black boxes. Leakage-resilient cryptography studies the robustness of cryptographic constructions when an unforeseen revelation of
information occurs. In this context, recently, Benhamouda, Degwekar, Ishai, and Rabin (CRYPTO–2018) motivated the study of the local leakage resilience of secret-sharing schemes against an adversary who obtains independent leakage from each secret share. Motivated by applications in secure computation, Benhamouda~et. al.
(CRYPTO–2018) initiated the study of the local leakage resilience of Shamir's secret-sharing scheme, an essential
primitive for nearly all threshold cryptography. The objective is to achieve local leakage resilience with as small
a fractional reconstruction threshold as possible. Previously, Benhamouda et al. showed that the reconstruction
threshold k being at least 0.907 times the number of parties n is sufficient for Shamir's secret-sharing scheme to
be resilient against arbitrary single-bit local leakage from each secret share. After that, Maji et al. (CRYPTO–2021)
and Benhamouda et al. (Journal of Cryptology–2021) independently lowered this threshold to k/n ≥ 0.8675 and
k/n ≥ 0.85, respectively. This paper contributes to this line of research and proves that k/n ≥ 0.78 is sufficient.
Next, motivated by applications in GMW-style leakage-resilient secure computation, our work extends this
bound to a more general adversary who corrupts some parties (obtaining their entire secret shares) and obtains
leakage from the remaining honest parties' secret shares. Our technical analysis proceeds by Fourier analysis and
accurately estimates an exponential sum arising in this analysis.
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G.14: Machine Learning for Communications and Coding II
Room: U4
Simultaneous Sensing and Channel Access Based on Partial Observations via Deep Reinforcement
Learning
Yoel Bokobza, Ron Dabora and Kobi Cohen (Ben-Gurion University of the Negev, Israel)
In this paper we study dynamic spectrum access (DSA) in cognitive wireless networks, consisting of primary users
(PUs) and a secondary user (SU) which has only partial observations. The traffic patterns of the PUs are modeled
as finite-memory Markov chains, and are unknown to the SU. It is noted that as observations are partial, then
both channel sensing and channel access actions affect the throughput. Our objective in this work is to design a
DSA algorithm such that the SU's long-term throughput is maximized. To that aim, we show theoretically that
the DSA problem can be formulated as a single-agent problem with a single policy for both sensing and access,
and propose a novel algorithm that learns both the optimal access policy and the optimal sensing policy via deep
Q-learning, which is referred to as Double Deep Q-network for Sensing and Access (DDQSA). To the best of our
knowledge, this is the first instance of a deep Q-learning-based DSA algorithm, which learns both sensing and
access policies. Our results show that DDQSA learns a policy that implements both sensing and channel access,
and achieves significantly better performance compared to existing approaches.

DeepNP: Deep Learning-Based Noise Prediction for Ultra-Reliable Low-Latency Communications
Alejandro Cohen (Technion, Israel); Amit Solomon (MIT, USA); Nir Shlezinger (Ben-Gurion University of
the Negev, Israel)
Closing the gap between high data rates and low delay in real-time streaming applications is a major challenge
in advanced communication systems. While adaptive network coding schemes have the potential of balancing
rate and delay in real-time, they often rely on the prediction of channel behavior. In practice, such prediction is
based on delayed feedback, making it difficult to acquire causally, particularly when the channel model is unknown. In this work, we propose a deep learning-based noise prediction (DeepNP) algorithm, which augments
the recently proposed adaptive and causal random linear network coding scheme with a neural network that
learns to carry out noise prediction from data. This neural augmentation is utilized to maximize the throughput
while minimizing in-order delivery delay of the coding scheme, and operate in a channel-model agnostic manner.
We numerically show that performance can dramatically increase by the learned prediction of the channel noise
rate., demonstrating that DeepNP gains up to a factor of four in mean and maximum delay and a factor two in
throughput compared with statistic-based network coding approaches.

Learning to Broadcast With Layered Division Multiplexing
Roy Karasik (Technion, Israel); Osvaldo Simeone (King's College London, United Kingdom); Shlomo
(Shitz) Shamai (Technion, Israel)
A broadcast/multicast communication system is studied in which layered division multiplexing (LDM) is applied
to support differential quality-of-service (QoS) levels. Focusing on a practical scenario in which the transmitter
does not know the fading distribution, layer allocation is optimized based on a dataset sampled during deployment. The optimality gap caused by the availability of limited data is bounded via a generalization analysis, and
is shown to be monotonically decreasing as the dataset grows larger. Numerical experiments demonstrate that
LDM improves spectral efficiency even for small datasets; and that, for sufficiently large datasets, the proposed
mirror-descent-based layer optimization scheme achieves an expected rate close to that achieved when the
transmitter knows the fading distribution.

H.14: Distributed Detection and Estimation
Room: U1
Information Structures for State-Dependent Decentralized Detection
Joni Shaska and Urbashi Mitra (University of Southern California, USA)
The problem of decentralized detection over a sensor network where each agent takes a state a priori is considered. It is assumed that the agents' states have an impact the underlying hypothesis, resulting in correlated
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observations. The impact of fusion center knowledge is examined: with network state knowledge and without.
In the limit of network size, the error exponent for both cases is computed and the relationship between both
cases is characterized. A novel error exponent representation facilitates the asymptotic analysis.

On Sub-Optimality of Random Binning for Distributed Hypothesis Testing
Shun Watanabe (Tokyo University of Agriculture and Technology, Japan)
We investigate the quantize and binning scheme, known as the Shimokawa-Han-Amari (SHA) scheme, for the
distributed hypothesis testing. We develop tools to evaluate the critical rate attainable by the SHA scheme. For
a product of binary symmetric double sources, we present a sequential scheme that improves upon the SHA
scheme.

Benefits of Rate-Sharing for Distributed Hypothesis Testing
Mustapha Hamad, Mireille Sarkiss, and Michele A Wigger (Telecom Paris, France)
We study distributed binary hypothesis testing with a single sensor and two remote decision centers that are
also equipped with local sensors. The communication between the sensor and the two decision centers takes
place over three links: a shared link to both centers and an individual link to each of the two centers. All communication links are subject to expected rate constraints. This paper characterizes the optimal exponents region of
the type-II error for given type-I error thresholds at the two decision centers and further simplifies the expressions in the special case of having only the single shared link. The exponents region illustrates a gain under expected rate constraints compared to equivalent maximum rate constraints. Moreover, it exhibits a tradeoff between the exponents achieved at the two centers.

Can We Break the Dependency in Distributed Detection?
Osama Hanna, Xinlin Li, Christina Fragouli and Suhas Diggavi (Univ. of California, Los Angeles, USA)
We consider a distributed detection problem where sensors observe dependent observations. We ask, if we can
allow the sensors to locally exchange a few bits with each other, whether we can use these bits to “break” the
dependency of the sensor observations, and thus reduce the dependent detection problem to the much betterstudied and understood case of conditionally independent observations. To this end, we propose an optimization
problem that we prove is equivalent to minimizing the dependency between the sensor observations. This problem is in general NP-hard, however we show that for at least some cases of Gaussian distributions it can be solved
efficiently. For general distributions, we propose to use alternating minimization and derive a constant factor
approximation algorithm. Numerical evaluations indicate that our approach can offer significant improvement
in detection accuracy over alternative schemes.

Consistent Bayesian Community Recovery in Multilayer Networks
Kalle Alaluusua and Lasse Leskelä (Aalto University, Finland)
Revealing underlying relations between nodes in a network is one of the most important tasks in network analysis. Using tools and techniques from a variety of disciplines, many community recovery methods have been
developed for different scenarios. Despite the recent interest on community recovery in multilayer networks,
theoretical results on the accuracy of the estimates are few and far between. Given a multilayer, e.g. temporal,
network and a multilayer stochastic block model, we derive bounds for sufficient separation between intra- and
inter-block connectivity parameters to achieve posterior exact and almost exact community recovery. These conditions are comparable to a well-known threshold for community detection by a single-layer stochastic block
model. A simulation study shows that the derived bounds translate to classification accuracy that improves as
the number of observed layers increases.

I.14: MIMO III
Room: U3
A Rigorous Proof of the Capacity of MIMO Gauss-Markov Rayleigh Fading Channels
Rami Ezzine, Moritz Wiese, Christian Deppe and Holger Boche (Technical Univ. of Munich, Germany)
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We investigate the problem of message transmission over time-varying single-user multiple-input multiple-output (MIMO) Rayleigh fading channels with average power constraint and with complete channel state information available at the receiver side (CSIR). To describe the channel variations over the time, we consider a firstorder Gauss-Markov model. We completely solve the problem by giving a single-letter characterization of the
channel capacity in closed form and by providing a rigorous proof of it.

On Broadcast Approach to MIMO Fading Channels [virtual]
Kangning Ma (Shanghai Jiao Tong University, China); Yinfei Xu (Southeast University, China); Shuo Shao
(Shanghai Jiao Tong University, China)
We consider a general point-to-point fading multiple-input multiple-output (MIMO) Gaussian channel. The channel suffers block fading and with finite channel states, among which there is no degraded order on state information due to multi-antenna deployment. To guarantee reliable transmissions under arbitrary unpredictable
fading state, we generalize the layered broadcast approach in the channel by inducing a rate splitting scheme. It
assigns a specific sub-message layer for every possible state set and splits the transmission rate by allocating
power to each layer. Under this scheme, a generalized broadcast approach is designed to suitable for multiantenna transmission. The maximum average rate under total power constraint can be characterized by an optimization problem. Numerical examples are provided to show optimality of our transmission scheme within
degradedness among different channel state information. Meanwhile, such generalization can also provide a
decent performance under the general non-degraded case.

MIMO Gaussain Cognitive Interference Channels With Confidential Messages [virtual]
Yinfei Xu (Southeast University, China); Tong Zhang (Southern University of Science and Technology,
China); Yong Dong and Xia Yili (Southeast University, China); Jian Lu (SiPaiLou 2, China)
The secrecy capacity of the multiple-input multiple-output (MIMO) Gaussian cognitive interference channel with
common, private and confidential messages is characterized in this paper. To show the achievability, we use
jointly Gaussian auxiliary random variables to evaluate the existing single-letter description of the capacity region
for the discrete memoryless channel. The converse part is established by invoking linear estimation theory and
a new version of the extremal inequality. To resolve the Gaussian optimality problem in the extremal inequality,
the perturbation framework is employed. Our results explore the connections between the MIMO Gaussian
broadcast channel and its distributive antennas counterpart, i.e., the MIMO Gaussian interference channel.

J.14: Capacity II
Room: U8
Beating the Sum-Rate Capacity of the Binary Adder Channel With Non-Signaling Correlations
Paul Fermé and Omar Fawzi (ENS Lyon, INRIA, France)
We address the problem of coding for multiple-access channels (MACs) with the assistance of non-signaling correlations between parties. It is well-known that non-signaling assistance does not change the capacity of pointto-point channels. However, it was recently observed that one can construct MACs from two-player non-local
games while relating the winning probability of the game to the capacity of the MAC. By considering games for
which entanglement (a special kind of non-signaling correlation) increases the winning probability (e.g., the
Magic Square game), this shows that for some specific kinds of channels, entanglement between the senders can
increase the capacity.
Here, we show that the increase in capacity from non-signaling assistance goes beyond such special channels
and applies even to the simplest MAC: the binary adder channel. In particular, we show that, with non-signaling
assistance, a sum-rate of log2(72)/4 = 1.5425... can be reached with zero error, which beats the maximum classical sum-rate capacity of 3/2.
In order to achieve this, we show that efficient linear programs can be formulated to compute the success probability of the best non-signaling assisted code for a finite number of copies of a multiple-access channel. In particular, this can be used to give lower bounds on the zero-error non-signaling assisted capacity of multiple-access
channels.
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On the Separation of Correlation-Assisted Sum Capacities of Multiple Access Channels
Akshay Seshadri (University of Colorado Boulder, USA); Felix Leditzky (University of Illinois at UrbanaChampaign, USA); Vikesh Siddhu (University of Colorado/NIST, Boulder, USA); Graeme Smith (University of Colorado Boulder, USA)
Computing the sum capacity of a multiple access channel (MAC) is a non-convex optimization problem. It is
therefore common to compute an upper bound on the sum capacity using a convex relaxation. We investigate
the performance of such a relaxation by considering a family of MACs obtained from nonlocal games. First, we
derive an analytical upper bound on the sum capacity of such MACs, while allowing the senders to share any
given set of correlations. Our upper bound depends only on the properties of the game available in practice,
thereby providing a way to obtain separations between the sum capacity assisted by different sets of correlations. In particular, we obtain a bound on the sum capacity of the MAC obtained from the magic square game
that is tighter than the previously known result. Next, we introduce a game for which the convex relaxation of
the sum capacity can be arbitrarily loose, demonstrating the need to find other techniques to compute or bound
the sum capacity. We subsequently propose an algorithm that can certifiably compute the sum capacity of any
two-sender MAC to a given precision.

Zero-Error Capacity of Binary Channels With Two Memories [virtual]
Qi Chen and Qi Cao (Xidian University, China)
The zero-error capacity of a channel is defined as the maximum rate at which it is possible to transmit information
with zero probability of error. A graph is used to represent the distinguishability of the inputs of the binary channel with two memories. In the graph, there are eight vertices and 28 possible edges. In this paper, we consider
all the 28 graphs with only one edge and determine the zero-error capacity of most of these graphs.

A New Framework for Proving Coding Theorems for Linear Codes [virtual]
Xiao Ma, Yixin Wang and Tingting Zhu (Sun Yat-sen University, China)
A new framework is presented in this paper for proving coding theorems for linear codes, where the systematic
bits and the corresponding parity-check bits play different roles. Precisely, the noisy systematic bits are used to
limit the list size of typical codewords, while the noisy parity-check bits are used to select from the list the maximum likelihood codeword. This new framework for linear codes allows that the systematic bits and the paritycheck bits are transmitted in different ways and over different channels. In particular, this new framework unifies
the source coding theorems and the channel coding theorems. With this framework, we prove that the Bernoulli
generator matrix codes (BGMCs) are capacity-achieving over binary-input output symmetric (BIOS) channels and
also entropy-achieving for Bernoulli sources.

Capacity-Achieving Input Distributions: Algorithmic Computability and Approximability
Holger Boche (Technical University of Munich, Germany); Rafael F. Schaefer (University of Siegen, Germany); H. Vincent Poor (Princeton University, USA)
The capacity of a channel can usually be characterized as a maximization of certain entropic quantities. From a
practical point of view it is of crucial interest to not only compute the capacity value, but also to find the corresponding optimizer, i.e., the capacity-achieving input distribution. This paper addresses the general question of
whether or not it is possible to find algorithms that can compute the optimal input distribution depending on the
channel. For this purpose, the concept of Turing machines is used which provides the fundamental performance
limits of digital computers and therewith fully specifies tasks are algorithmically feasible in principle. It is shown
that it is impossible to algorithmically compute the capacity-achieving input distribution, where the channel is
given as an input to the algorithm or Turing machine. Finally, it is further shown that it is also impossible to
algorithmically approximate these input distributions.
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Friday, July 1
Friday, July 1 8:30 - 9:30
P5: Plenary: Tsachy Weissman
Room: AB
Learning From Humans How to Improve Lossy Data Compression
Tsachy Weissman (Stanford University, USA)
In the summer of 2018, inspired by a couple of high schoolers and Shannon's work on estimating the entropy of
printed English, we experimented with a framework for image compression comprising a human describing images using text instructions to another human who was tasked with reconstructing the original image. The reconstructions were rated by human scorers on Mechanical Turk and compared to reconstructions obtained by
existing image compressors. The results suggested potential for substantial improvements over current approaches to multimedia data compression by harnessing the power of human language, knowledge, and perception. I'll describe subsequent and ongoing work geared toward understanding and realizing this potential, as well
as related challenges for the information theory community to consider.

Friday, July 1 9:50 - 11:10
A.15: Coding Theory, Decoding III
Room: U5
On Multibasis Information Set Decoding
Sebastian Bitzer and Martin Bossert (Ulm University, Germany)
Information set decoding is a method for soft-decision decoding of general linear binary codes. Its performance
can be improved by reprocessing multiple bases. Different methods for choosing the bases are known. We present a novel method for basis selection using probability analysis. The sequence of bases is determined which
maximizes the decoding performance. We present a method for approximating this sequence by updating the
error probabilities of the received symbols and give an efficient implementation. Furthermore, we show that the
concept of updating bit error probabilities can be extended from information set decoding to box and match
decoding. Simulation results confirm the efficiency of the proposed decoders compared with regular information
set decoding and other multibasis algorithms.

Decoding of Generalized Concatenated Codes Over the One-Lee Error Channel for the McEliece Cryptosystem
Johann-Philipp Thiers (University of Applied Sciences, Konstanz, Germany); Juergen Freudenberger
(University of Applied Sciences, Konstanz & Institute for System Dynamics, Germany)
The code-based McEliece cryptosystem is one of the most promising candidates for post-quantum cryptography.
The sender encodes a message, using a public scrambled generator matrix, and adds a random error vector.
Those errors can only be corrected with the knowledge of the private generator matrix. Lately, it was proposed
to use q-ary codes and to restrict the Lee weight of the added error symbols. This leads to an increased error
correction capability and a larger work factor for information-set decoding attacks, which are a common attack
scenario. In this work, we consider codes over an extension field and use the one-Lee error channel, which restricts the error values to Lee weight one. For this channel model, generalized concatenated codes can achieve
high error correction capabilities. We discuss the decoding of those codes and the possible gain for decoding
beyond the guaranteed error correction capability.
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Generalized Inverse Based Decoding
Ferucio Tiplea (Alexandru Ioan Cuza University of Iasi, Romania); Vlad-Florin Dragoi (University of Arad
& Normandy University, Romania)
The concept of Generalized Inverse Decoding (GID) is introduced, as an algebraic framework for the syndrome
decoding (SD) and low-weight codeword (LWC) problems. The framework has ground on two characterizations
by generalized inverses, one for the null space of a matrix and the other for the solution space of a system of
linear equations over a finite field. Generic GID solvers are proposed for the SD and LWC problems. It is shown
that information set decoding (ISD) algorithms, such as Prange, Lee-Brickell, Leon, and Stern's algorithms, are
particular cases of GID solvers. All of them search generalized inverses or elements of the null space under various specific strategies. However, as the paper shows in the case of Prange's algorithm, they do not search
through the entire space, while our solvers do even when they use just one Gaussian elimination. Apart from
these, our GID framework clearly shows how each ISD algorithm except for Prange's can be used as an SD or LWC
solver. Experimental results show a very good behavior of the GID solvers. The domain of easy weights can be
reached by a very few iterations and even enlarged.

TinyTurbo: Efficient Turbo Decoders on Edge
Ashwin S Hebbar (University of Illinois at Urbana-Champaign, USA); Rajesh K Mishra and Sravan Kumar
Ankireddy (University of Texas at Austin, USA); Ashok Makkuva (University of Illinois at Urbana-Champaign, USA); Hyeji Kim (University of Texas at Austin, USA); Pramod Viswanath (University of Illinois at
Urbana-Champaign, USA)
In this paper, we design a state-of-the-art decoder for Turbo codes called TINYTURBO. TINYTURBO has complexity comparable to the classical max-log-MAP algorithm but has much better reliability than the existing baselines
and performs close to the MAP algorithm. We show that TINYTURBO exhibits strong robustness on variety of
practical channels of interest, such as EPA, EVA, included in the LTE standards. We also show that TINYTURBO
strongly generalizes across different rate, block lengths, and trellises. We verify the reliability and efficiency of
TINYTURBO via over-the-air experiments.

B.15: Network Coding III
Room: U6
A Linear Physical-Layer Network Coding Based Multiple Access Approach [virtual]
Qiuzhuo Chen, Fangtao Yu and Tao Yang (Beihang University, China); Jingge Zhu (University of Melbourne, Australia); Rong Ke Liu (Beihang University, China)
This paper studies a linear physical-layer network coding multiple access (LPNC-MA) scheme that is capable of
achieving any rate-tuples in the MAC capacity region without receiver-iterations or time-sharing. We propose to
utilize q-ary irregular repeat accumulate (IRA) codes over finite integer fields/rings and q-PAM as the underlying
coded-modulation. The receiver sequentially computes M network coded (NC) message sequences, where the
previously computed message sequence is used as side information in computing subsequent ones. All users'
messages are then recovered by solving the computed M NC messages via the inverse of the NC coefficient matrix. A joint nested code construction and EXIT chart based code optimization method is developed, yielding nearcapacity performance (within 1.1 dB the capacity limit for three users). For fading MAC, we propose a pragmatic
method for identifying the network coding coefficient matrix that maximizes the mutual information. Numerical
results demonstrate that the frame error rate (FER) of LPNC-MA is within a fraction of dB the outage probability
of fading MAC capacity. For a relatively large number of users, it is shown that LPNC-MA remarkably outperforms
NOMA-SIC and IDMA in the high spectral efficiency regime, while avoiding the big-loop receiver iteration.

Endurance Network Coding for Multi-Hop Wireless Communications [virtual]
Zhuolin Bian, Wangmei Guo and Minhan Tian (Xidian University, China)
Aiming at the popular wireless multi-hop network, this paper proposes a simple and practical endurance network
coding scheme which can reach the capacity of wireless multi-hop network. In this scheme, the source node
encodes a group of packets to be sent, the intermediate node expands and forwards the received coded packets
by using a causal systematic lower-triangular-like recoding matrix, and the receiver node judges a whole group
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of packets received and sends feedback to the sender according to whether it is decodable. These three operations have some advantages: 1) Increase the probability of first transmission and reducing the number of retransmission; 2) The flow transmission and expansion on intermediate nodes ensure low latency and improve reliability respectively; 3) Feedback can further increase reliability and throughput. Through analysis and simulation
results, we prove that the proposed scheme can achieve a better compromise between throughput and packet
delay. Furthermore, the transmission scheme can be compatible with a variety of existing coding methods to
ensure the above performance of throughput and delay while maintaining their respective advantages.

Base Station-Assisted Cooperative Network Coding for Cellular Systems With Link Constraints
Suayb S. Arslan (MEF University, Turkey); Massoud Pourmandi (Boğaziçi University, Turkey); Elif Haytaoglu (Pamukkale University, Turkey)
We consider a novel distributed data storage/caching scenario in a cellular network, where multiple nodes may
fail/depart simultaneously. To meet reliability, we allow cooperative regeneration of lost nodes with the help of
base stations allocated in a set of hierarchical layers. Due to this layered structure, a symbol download from each
base station has a different cost, while the link capacities between the nodes of the cellular system and the base
stations are also constrained. Under such a setting, we formulate the fundamental trade-off with closed form
expressions between repair bandwidth cost and the storage space per node. Particularly, the minimum storage
as well as bandwidth cost points are formulated. Finally, we provide an explicit optimal code construction for the
minimum storage regeneration point for a special set of system parameters.

C.15: Private Information Retrieval II
Room: U7
Improved Weakly Private Information Retrieval Codes
Chengyuan Qian, Ruida Zhou, Chao Tian and Tie Liu (Texas A&M University, USA)
We study the problem of weakly private information retrieval (W-PIR), where a user wishes to retrieve a desired
message from N non-colluding servers in a way that the privacy leakage regarding the desired message's identity
is less than or equal to a threshold. We propose a new code construction which significantly improves upon the
best known result in the literature, based on the following critical observation. In previous constructions, for the
extreme case of minimum download, the retrieval pattern is to download the message directly from N−1 servers;
however this causes leakage to all these N−1 servers, and a better retrieval pattern for this extreme case is to
download the message directly from a single server. The proposed code construction allows a natural transition
to such a pattern, and for both the maximal leakage metric and the mutual information leakage metric, significant
improvements can be obtained. We provide explicit solutions, in contrast to a previous work by Lin et al., where
only numerical solutions were obtained.

The Linear Capacity of Single-Server Individually-Private Information Retrieval With Side Information
Anoosheh Heidarzadeh and Alex Sprintson (Texas A&M University, USA)
This paper considers the problem of single-server Individually-Private Information Retrieval with side information
(IPIR). In this problem, there is a remote server that stores a dataset of K messages, and there is a user that
initially knows M of these messages, and wants to retrieve D other messages belonging to the dataset. The goal
of the user is to retrieve the D desired messages by downloading the minimum amount of information from the
server while revealing no information about whether an individual message is one of the D desired messages. In
this work, we focus on linear IPIR schemes, i.e., the IPIR schemes in which the user downloads only linear combinations of the original messages from the server. We prove a converse bound on the download rate of any
linear IPIR scheme for all (K, D, M), and show the achievability of this bound for all (K, D, M) satisfying a certain
divisibility condition. Our results characterize the linear capacity of IPIR, which is defined as the maximum achievable download rate over all linear IPIR schemes, for a wide range of values of (K, D, M).

Private Information Retrieval From Colluding and Byzantine Servers With Binary Reed-Muller Codes
Perttu Saarela, Matteo Allaix, Ragnar Freij-Hollanti and Camilla Hollanti (Aalto University, Finland)
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In this work, a flexible and robust private information retrieval (PIR) scheme based on binary non-maximum distance separable (non-MDS) codes is considered. This combines previous works on PIR schemes based on transitive non-MDS codes on one hand, and PIR from MDS-coded Byzantine and non-responsive servers on the other
hand. More specifically, a PIR scheme employing binary Reed-Muller (RM) codes tolerant to colluding, Byzantine,
and non-responsive servers is constructed, and bounds for the achievable rates are derived under certain conditions. The construction of such schemes turns out to be much more involved than for MDS codes. Namely, the
binary query vectors have to be selected with great care to hit the desired information sets, which is technically
challenging as will be shown.

E.15: Privacy VI
Room: U356
Distributed Information Bottleneck for a Primitive Gaussian Diamond Channel w. Rayleigh Fading
Hao Xu and Kai Kit Wong (University College London, United Kingdom); Giuseppe Caire (Technische
Universität Berlin, Germany); Shlomo (Shitz) Shamai (Technion, Israel)
This paper considers the distributed information bottleneck (D-IB) problem for a primitive Gaussian diamond
channel with two relays and Rayleigh fading. Due to the bottleneck constraint, it is impossible for the relays to
inform the destination node of the perfect channel state information (CSI) in each realization. To evaluate the
bottleneck rate, we provide an upper bound by assuming that the destination node knows the CSI and the relays
can cooperate with each other, and also three achievable schemes with simple symbol-by-symbol relay processing and compression. Numerical results show that the lower bounds obtained by the proposed achievable
schemes can come close to the upper bound on a wide range of relevant system parameters.

An Adaptive Composition Theorem for Maximal Leakage
Ibrahim Issa (American University of Beirut, Lebanon); Aaron Wagner (Cornell University, USA)
Given a binary random variable X representing sensitive information and n noisy observations Y1, Y2, ..., Yn available to an adversary, we analyze the maximal leakage L(X→Yn) in the following setting modeling adaptive attacks.
At each stage i, the adversary may choose an action to interact with the system containing X to obtain Y i. The
action may depend on previous realizations of the observations, but the leakage at each stage is limited. We
derive an adaptive composition theorem wherein L(X→Yn) is bounded in terms of the leakage of each stage.
Furthermore, we show that the bound is achieved for L(X→Zn) where Z1, Z2, ..., Zn are conditionally independent
given X and each Zi corresponds to the output of a binary erasure channel with the appropriate parameter; moreover, X-Zn-Yn can be coupled as a Markov chain for any feasible Yn. As a corollary of this result and the asymptotic
analysis of composition by Wu et al., we show that the binary erasure channel maximizes the Chernoff information between the “rows” of binary-input channels given a maximal leakage constraint. On the other hand, we
show that the binary symmetric channel minimizes the Chernoff information for a given maximal leakage constraint.

Distributed Attribute-Based Private Access Control
Amir Masoud Jafarpisheh and Mahtab Mirmohseni (Sharif University of Technology, Iran); Mohammad
Ali Maddah-Ali (Nokia Bell Labs, USA)
In attribute-based access control, users with certain verified attributes will gain access to some particular data.
Concerning with privacy of the users' attributes, we study the problem of distributed attribute based private
access control (DAPAC) with multiple authorities, where each authority will learn and verify only one of the attributes.
To investigate its fundamental limits, we introduce an information theoretic DAPAC framework, with N ∈ ℕ,
N ≥ 2, replicated non-colluding servers (authorities) and some users. Each user has an attribute vector v* =
(v1*, …, vN*) of dimension N and is eligible to retrieve a message Wv*, available in all servers. Each server n ∈ [N]
is able to only observe and verify the n'th attribute of a user. In response, it sends a function of its data to the
user. The system must satisfy the following conditions: (1) Correctness: the user with attribute vector v* is able
to retrieve his intended message Wv* from the servers' response, (2) Data Secrecy: the user will not learn anything
about the other messages, (3) Attribute Privacy: each Server n learns nothing beyond attribute n of the user. The
capacity of the DAPAC is defined as the ratio of the file size and the aggregated size of the responses, maximized
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over all feasible schemes. We obtain a lower bound on the capacity of this problem by proposing an achievable
algorithm with rate 1/(2K), where K is the size of the alphabet of each attribute.

Privacy Limits in Power-Law Bipartite Networks Under Active Fingerprinting Attacks
Mahshad Shariatnasab, Farhad Shirani and Zahid Anwar (North Dakota State University, USA)
This work considers necessary conditions for privacy guarantees under active fingerprinting attacks in power-law
bipartite networks. The scenario arises naturally in social network analysis, tracking user mobility in wireless
networks, and forensics applications, among others. A stochastic growing network generation model — called
the popularity-based model — is investigated, where the bipartite network is generated iteratively, and in each
iteration, vertices attract new edges based on their assigned popularity values. It is shown that using the appropriate choice of initial popularity values, the node degree distribution follows a power-law distribution with arbitrary parameter α > 2, i.e. fraction of nodes with degree d is proportional to d-α. An active fingerprinting
deanonymization attack strategy called the augmented information threshold attack strategy (A-ITS) is proposed
which uses the attacker's knowledge of the node degree distribution along with the concept of information values for deanonymization. Sufficient conditions for the success of the A-ITS, based on network parameters, are
derived. It is shown through simulations that the proposed attack significantly outperforms the state-of-the-art
attack strategies.

I.15: Multiple Access I
Room: U3
Coded Categorization in Massive Random Access
Ryan Song, Kareem M. Attiah and Wei Yu (University of Toronto, Canada)
This paper considers a massive random access scenario in which a small set of k users out of a large number of n
potential users are active at any given time, and a central base-station wishes to send a common message to the
active users in order to label them into a finite number of categories. Specifically, given c possible categories, the
base-station wishes to send label ℓ to a set of kℓ users, where ℓ ∈ {1, ..., c} and Σℓ=1c kℓ = k. Assuming that
n, k1, ..., kc are fixed, we ask: what is the minimum rate of the common message that the base-station needs to
send so that the correct label is received at each of the k active users? This paper shows that instead of a conventional scheme of listing the indices of the users followed by their labels, which requires a common message
rate of k (log n + H(k1/k, …, kc/k)) bits, it is possible to construct a fixed-length common message code with a rate
of just k H(k1/k, …, kc/k) bits plus a term that scales in n as O(log log n) for fixed k1, ..., kc, where H(⋅) is the entropy
function. If a variable-length code is permitted, the minimum common message rate is characterized as
k H(k1/k, ..., kc/k) + O(1) bits, with no dependence on n. Finally, if k1, ..., kc deviate from the values for which the
common message is designed, an additional cost per user equal to a KL divergence term would be incurred.

Improved Bounds for the Many-User MAC
Suhas S Kowshik (MIT, USA)
Many-user MAC is an important model for understanding energy efficiency of massive random access in 5G and
beyond. Introduced in Polyanskiy'2017 for the AWGN channel, subsequent works have provided improved
bounds on the asymptotic minimum energy-per-bit required to achieve a target per-user error at a given user
density and payload, going beyond the AWGN setting. The best known rigorous bounds use spatially coupled
codes along with the optimal AMP algorithm. But these bounds are infeasible to compute beyond a few (around
10) bits of payload. In this paper, we provide new achievability bounds for the many-user AWGN and quasi-static
Rayleigh fading MACs using the spatially coupled codebook design along with a scalar AMP algorithm. The obtained bounds are computable even up to 100 bits and outperform the previous ones at this payload.

Unsourced Random Access With a Massive MIMO Receiver Using Multiple Stages of Orthogonal Pilots
Tolga M. Duman and Mohammad Javad Ahmadi (Bilkent University, Turkey)
We study the problem of unsourced random access (URA) over Rayleigh block-fading channels with a receiver
equipped with multiple antennas. We employ multiple stages of orthogonal pilots, each of which is randomly
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picked from a codebook. In the proposed scheme, each user encodes its message using a polar code and appends
it to the selected pilot sequences to construct its transmitted signal. Accordingly, the received signal consists of
superposition of the users' signals each composed of multiple pilot parts and a polar coded part. We use an
iterative approach for decoding the transmitted messages along with a suitable successive interference cancellation scheme. Performance of the proposed scheme is illustrated via extensive set of simulation results which
show that it significantly outperforms the existing approaches for URA over multi-input multi-output fading channels.

Energy Efficiency Analysis of a Feedback-Aided IRSA Scheme
Javad Haghighat and Tolga M. Duman (Bilkent University, Turkey)
Irregular Repetition Slotted ALOHA (IRSA) achieves load thresholds very close to 1 at the expense of reduced
energy efficiency compared to its competitor, Coded Slotted ALOHA (CSA). The efficiency is related to the expected number of transmitted replicas, and is upper-bounded by 0.5 in the case of IRSA. In this paper, we present
a feedback-aided IRSA scheme, analyze its efficiency, and show that utilizing a very limited feedback will considerably improve the efficiency of the IRSA. Remarkably, the feedback-aided scheme enables IRSA to achieve efficiencies greater than 0.5 and in some cases perform very close to the more complex CSA schemes.

J.15: Information Measures I
Room: U8
Partial Information Decomposition via Deficiency for Multivariate Gaussians
Praveen Venkatesh (Allen Institute & University of Washington, Seattle, USA); Gabriel Schamberg (MIT,
USA)
Bivariate partial information decompositions (PIDs) characterize how the information in a “message” random
variable is decomposed between two “constituent” random variables in terms of unique, redundant and synergistic information components. These components are a function of the joint distribution of the three variables,
and are typically defined using an optimization over the space of all possible joint distributions. This makes it
computationally challenging to compute PIDs in practice and restricts their use to low-dimensional random vectors. To ease this burden, we consider the case of jointly Gaussian random vectors in this paper. This case was
previously examined by Barrett, who showed that certain operationally well-motivated PIDs reduce to a closed
form expression for scalar messages. Here, we show that Barrett's result does not extend to vector messages in
general, and characterize the set of multivariate Gaussian distributions that reduce to closed-form. Then, for all
other multivariate Gaussian distributions, we propose a convex optimization framework for approximately computing a specific PID definition based on the statistical concept of deficiency. Using simplifying assumptions specific to the Gaussian case, we provide an efficient algorithm to approximately compute the bivariate PID for
multivariate Gaussian variables with tens or even hundreds of dimensions. We also theoretically and empirically
justify the goodness of this approximation.

Optimizing Estimated Directed Information Over Discrete Alphabets
Dor Tsur and Ziv Aharoni (Ben-Gurion University of the Negev, Israel); Ziv Goldfeld (Cornell University,
USA); Haim H Permuter (Ben-Gurion University of the Negev, Israel)
Directed information (DI) is a fundamental measure for the study and analysis of sequential stochastic models.
In particular, when optimized over the input distribution, it characterizes the capacity of general communication
channels. However, existing optimization methods for discrete input alphabets assume full knowledge of the
channel model, and are therefore not applicable when only samples are available. We derive a new method that
overcomes this limitation and enables optimizing DI over unknown channels. To that end, we formulate the
problem as a Markov decision process and leverage reinforcement learning techniques to optimize a deep generative model of the channel input probability mass function (PMF). Combining our optimizer with the DI neural
estimator, we obtain an end-to-end estimation-optimization scheme which is applied for estimating the capacity
of various discrete channels with memory. We provide empirical results that demonstrate the utility of the proposed framework and further show how to use the optimized PMF generator to obtain theoretical bounds on
the feedback capacity for unifilar finite state channels.
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On Sibson's Alpha-Mutual Information
Amedeo R Esposito (EPFL, Switzerland); Adrien Vandenbroucque (Entropica Labs, Switzerland); Michael Gastpar (EPFL, Switzerland)
We explore a family of information measures that stems from Renyi's α-Divergences with α < 0. In particular, we
extend the definition of Sibson's α-Mutual Information to negative values of α and show several properties of
these objects. Moreover, we highlight how this family of information measures is related to functional inequalities that can be employed in a variety of fields, including lower-bounds on the Risk in Bayesian Estimation Procedures.

On Finite-Time Mutual Information [virtual]
Jieao Zhu, Zijian Zhang, Zhongzhichao Wan and Linglong Dai (Tsinghua University, China)
Shannon-Hartley theorem can accurately calculate the channel capacity when the signal observation time is infinite. However, the calculation of finite-time mutual information, which remains unknown, is essential for guiding the design of practical communication systems. In this paper, we investigate the mutual information between
two correlated Gaussian processes within a finite-time observation window. We first derive the finite-time mutual information by providing a limit expression. Then we numerically compute the mutual information within a
single finite-time window. We reveal that the number of bits transmitted per second within the finite-time window can exceed the mutual information averaged over the entire time axis, which is called the exceed-average
phenomenon. Furthermore, we derive a finite-time mutual information formula under a typical signal autocorrelation case by utilizing the Mercer expansion of trace class operators, and reveal the connection between the
finite-time mutual information problem and the operator theory. Finally, we analytically prove the existence of
the exceed-average phenomenon in this typical case, and demonstrate its compatibility with the Shannon capacity.

Friday, July 1 11:40 - 13:00
A.16: Coding Theory, Decoding IV
Room: U5
Ternary Message Passing Decoding of RS-SPC Product Codes [virtual]
Mingyang Zhu, Ming Jiang and Chunming Zhao (Southeast University, China)
This paper presents a ternary message passing (TMP) decoding algorithm for product codes constructed from
binary image Reed-Solomon (RS) codes and single-parity-check (SPC) codes. All exchanged messages among component decoders in TMP decoding take value from a ternary alphabet {-1, 0, +1}, which gives a potential for
designing fast decoders. In particular, intersymbol interference (ISI) channels are considered due to their applications in many high-speed systems. Moreover, we propose the density evolution (DE) analysis for RS-SPC product codes over AWGN and ISI channels. The DE analyses and simulation results show RS-SPC product codes under
TMP decoding performs well in various channels.

Look-Ahead Bit-Flipping Decoding of MDPC Code
Haruhiko Kaneko (Tokyo Institute of Technology, Japan)
This paper presents a modified bit-flipping (BF) decoding algorithm for moderate-density parity-check code using
a property of the number of unsatisfied parity checks (NUPCs) in uncorrected error positions. The proposed BF
algorithm selects candidate flipping positions using the current NUPC, and then selects one flipping position
based on a sum of NUPCs in suspicious positions after tentative flipping of each candidate position. The block
error rate (BLER) is evaluated by computer simulation, and the results show that the presented BF algorithm
gives lower BLERs compared to existing decoding algorithms.

A Semi Linear State Space Model for Error Floor Estimation of LDPC Codes Over the AWGN Channel
[virtual]
Ali Farsiabi and Amir Banihashemi (Carleton University, Canada)
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In this paper, we propose a novel state-space model to represent the behavior of sum-product algorithm (SPA)
in the vicinity of a trapping set (TS) of a low-density parity-check (LDPC) code over the additive white Gaussian
noise (AWGN) channel in the error floor region. The proposed model takes into account the non-linear behavior
of SPA and dynamically adjusts the operating point of the model in accordance to the statistical properties of TS
messages. This is in contrast to the existing linear state-space models which linearly approximate such behavior
at around the operating point of zero. Simulation results are provided to demonstrate the higher accuracy of the
proposed model in estimating the error floor of LDPC codes compared to the linear state-space model.

C.16: Adversarial Systems
Room: U7
Adversarial Torn-Paper Codes
Eitan Yaakobi and Daniella Bar-Lev (Technion, Israel); Yonatan Yehezkeally (Technical University of Munich, Germany); Sagi Marcovich (Technion, Israel)
This paper studies the adversarial torn-paper channel. This problem is motivated by applications in DNA data
storage where the DNA strands that carry the information may break into smaller pieces that are received out of
order. Our model extends the previously researched probabilistic setting to the worst-case. We develop code
constructions for any parameters of the channel for which non-vanishing asymptotic rate is possible and show
that our constructions achieve optimal asymptotic rate while allowing for efficient encoding and decoding. Finally, we extend our results to related settings included multi-strand storage, presence of substitution errors, or
incomplete coverage.

Reed Solomon Codes Against Adversarial Insertions and Deletions
Roni Con, Amir Shpilka and Itzhak Tamo (Tel Aviv University, Israel)
In this work, we study the performance of Reed–Solomon codes against adversarial insertion-deletion (insdel)
errors. We prove that over fields of size nO(k) there are [n, k] Reed-Solomon codes that can decode from n-2k+1
insdel errors and hence attain the half-Singleton bound. We also give a deterministic construction of such codes
over much larger fields (of size nk^O(k)). Nevertheless, for k = O(log n /log log n) our construction runs in polynomial
time. For the special case k = 2, which received a lot of attention in the literature, we construct an [n, 2] ReedSolomon code over a field of size O(n4) that can decode from n-3 insdel errors. Earlier constructions required an
exponential field size. Lastly, we prove that any such construction requires a field of size Ω(n3).

Asymptotic Nash Equilibrium for the Sequential Adversarial Hypothesis Testing Game
Jiachun Pan, Yonglong Li and Vincent Y. F. Tan (National University of Singapore, Singapore)
In this paper, we formulate the sequential binary hypothesis testing problem in which an adversary is active
under both hypotheses. This problem is formulated as a sequential adversarial hypothesis testing game played
between the decision maker and the adversary and it is a zero-sum and strategic one. The goal of the decision
maker is to minimize the expectation of stopping time to make the test more efficient, while the adversary's goal
is to maximize it. We obtain the pair of strategies under which the asymptotic Nash equilibrium of the game is
attained.

Improved Adversarial Robustness by Hardened Prediction [virtual]
Qihang Liang and Chung Chan (City University of Hong Kong, Hong Kong)
We find a way to harden the decision of a neural network. Combining such a hardening effect with another
adversarial training method would further improve its adversarial robustness. By perturbing the logits favoring
the class with which the model has lower confidence, the model is encouraged to make a harder decision. This
significantly improves a model's robustness against gradient-based adversarial attacks. The simplicity of our
method makes it very easy to be deployed on existing adversarial training schemes with almost no computational
overhead. The experimental results show that a model trained with TRADES benefits greatly from hardening. It
shows a greatly improved robustness against the PGD attack while retaining similar performance against decision-based attacks. How the hardening effect effectively defends the models from gradient-based attacks is
worth further investigation.
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F.16: Quantum VII
Room: U358
Equivalence of Quantum Single Insertion and Single Deletion Error-Correctabilities, and Construction
of Codes and Decoders
Taro Shibayama and Manabu Hagiwara (Chiba University, Japan)
This article contributes to an unsolved quantum information theory problem: the equivalence between insertion
error-correctability and deletion error-correctability. The solution is provided in the single-error under the assumption of the purity of quantum codeword states. Furthermore, the decoder for insertion error is constructed
for a class of deletion codes.

Learning Quantum Graph States With Product Measurements
Yingkai Ouyang and Marco Tomamichel (National University of Singapore, Singapore)
We consider the problem of learning N identical copies of an unknown n-qubit quantum graph state with product
measurements. These graph states have corresponding graphs where every vertex has exactly d neighboring
vertices. Here, we detail an explicit algorithm that uses product measurements on multiple identical copies of
such graph states to learn them. When n >> d and when the number of copies N satisfies the lower bound
N ≥ Ω(d log(n/ε)) + Ω(d2 log n), this algorithm correctly learns the graph state with probability at least 1 - ε. From
channel coding theory, we find that for arbitrary measurements on graph states, any learning algorithm uses at
least Ω(d log(n d)) copies. We also supply corresponding bounds on N when every graph state encounters identical and independent depolarizing errors on each qubit.

Stabilizer Codes and Symbol-Pair Metric are Related
Vatsal Pramod Jha (Indian Institute of Technology Kanpur, India); Udaya Parampalli (University of Melbourne, Australia); Abhay Kumar Singh (Indian Institute of Technology Dhanbad, India)
In [Calderbank, Rains, Shor, Sloane, “Quantum error correction via codes over GF(4),” T-IT 44(4), 1998], the relation between stabilizer codes and binary codes over the symplectic inner product and symplectic weight was
established. In the current work, we present a relation between the symplectic weight and symbol-pair weight
and use it to construct stabilizer codes of length n from binary codes of length n defined over the symbol-pair
metric and Euclidean inner product. In particular, we use certain length n binary LCD codes over the symbol-pair
metric to obtain stabilizer codes of length n. We also present the Modified CSS construction which outperforms
the CSS construction in the given setup.

Multi-Party Quantum Purity Distillation With Bounded Classical Communication
Touheed Anwar Atif and S. Sandeep Pradhan (University of Michigan, USA)
We consider the task of distilling local purity from a noisy quantum state ρABC, wherein we provide a protocol for
three parties, Alice, Bob and Charlie, to distill local purity (at a rate P) from many independent copies of a given
quantum state ρABC. The three parties have access to their respective subsystems of ρABC, and are only allowed
to use local unitary operations. In addition, Alice and Bob can communicate with Charlie using a one-way multiple-access dephasing channel of link rates R1 and R2, respectively. The objective of the protocol is to minimize
the usage of the dephasing channel (in terms of rates R1 and R2) while maximizing the asymptotic purity that can
be jointly distilled from ρABC. To achieve this, we employ ideas from distributed measurement compression protocols, and in turn, characterize a set of sufficient conditions on (P, R 1, R2) in terms of quantum information
theoretic quantities such that P amount of purity can be distilled using rates R 1 and R2.

G.16: Testing and Estimation
Room: U4
Sparse Group Quantitative PCR Testing by Belief Propagation [virtual]
Yoshiki Hara and Kenta Kasai (Tokyo Institute of Technology, Japan)
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In a standard group test setup, the result of each pooled test is either positive or negative. Polymerase chain
reaction (PCR) is a method of making billions of copies of DNA from a small amount of DNA sample. Recently, the
COVID-19 pandemic has dramatically impacted public health worldwide. Massive population PCR testing allows
the isolation of infected individuals and the pandemic control. Quantitative PCR (q-PCR) test provides more information about infected samples than the standard group test. In this paper, we model the q-PCR and demonstrate group q-PCR testing with sparse test matrices and by belief propagation.

Asymptotically Optimal Multistage Tests for IID Data
Yiming Xing and Georgios Fellouris (University of Illinois at Urbana-Champaign, USA)
The problem of testing two simple hypotheses about the distribution of iid random elements is considered. In
particular, the focus is on multistage tests that control the two error probabilities below arbitrary, user-specified
levels. A novel multistage test is proposed, analyzed, and shown to achieve the optimal expected sample size
under both hypotheses, in the class of all sequential tests with the same error control, to a first-order approximation as the two target error probabilities go to zero at arbitrary rates. The proposed test is compared, both
theoretically and numerically, with a multistage test that enjoys the same asymptotic optimality property under
one of the two hypotheses, while performing much worse under the other.

A Data-Driven Missing Mass Estimation Framework
Amichai Painsky (Tel Aviv University, Israel)
Consider a finite sample from an unknown distribution over a countable alphabet. The missing mass refers to the
probability of symbols that do not appear in the sample. Missing mass estimation is a fundamental problem in
statistics, information theory and related fields, which dates back to the early work of Laplace, and the more
recent seminal contribution of Good and Turing. Most popular missing mass estimation schemes are universal,
in the sense that they perform well for every possible distribution. Interestingly, the worst-case distribution, for
which these schemes perform the worst, is known to be uniform. On the other hand, real-world distributions are
typically heavy-tailed. This means that currently known methods may be over-pessimistic, in many cases of interest. In this work we suggest a data-dependent estimation scheme to address this caveat. Specifically, we infer
a subset of distributions from the sample, and control the worst-case performance only over that subset. Our
suggested scheme demonstrates a significant improvement compared to alternative methods.

H.16: Fundamentals of Machine Learning IV
Room: U1
Adaptive Worker Grouping for Communication-Efficient and Straggler-Tolerant Distributed SGD
Feng Zhu (Fudan University, China); Jingjing Zhang and Osvaldo Simeone (King's College London, United
Kingdom); Xin Wang (Fudan University, China)
Wall-clock convergence time and communication load are key performance metrics for the distributed implementation of stochastic gradient descent (SGD) in parameter server settings. Communication-adaptive distributed Adam (CADA) has been recently proposed as a way to reduce communication load via the adaptive selection
of workers. CADA is subject to performance degradation in terms of wall-clock convergence time in the presence
of stragglers. This paper proposes a novel scheme named grouping-based CADA (G-CADA) that retains the advantages of CADA in reducing the communication load, while increasing the robustness to stragglers at the cost
of additional storage at the workers. G-CADA partitions the workers into groups of workers that are assigned the
same data shards. Groups are scheduled adaptively at each iteration, and the server only waits for the fastest
worker in each selected group. We provide analysis and experimental results to elaborate the significant gains
on the wall-clock time, as well as communication load and computation load, of G-CADA over other benchmark
schemes.

On Fisher Information Matrix for Simple Neural Networks With Softplus Activation
Masazumi Iida, Yoshinari Takeishi and Junichi Takeuchi (Kyushu University, Japan)
Fisher information of simple neural networks with the softplus activation function is argued. We show that, under
certain conditions, FIMs of simple models have the similar interesting spectral structure as the one shown by
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Takeishi et al (2021) for networks with ReLU. This work helps us to understand why the FIM has such the structure.

On Algebraic Constructions of Neural Networks With Small Weights
Kordag Mehmet Kilic, Jin Sima and Jehoshua Bruck (California Institute of Technology, USA)
Neural gates compute functions based on weighted sums of the input variables. The expressive power of neural
gates (number of distinct functions it can compute) depends on the weight sizes and, in general, large weights
(exponential in the number of inputs) are required. Studying the trade-offs among the weight sizes, circuit size
and depth is a well-studied topic both in circuit complexity theory and the practice of neural computation. We
propose a new approach for studying these complexity trade-offs by considering a related algebraic framework.
Specifically, given a single linear equation with arbitrary coefficients, we would like to express it using a system
of linear equations with smaller (even constant) coefficients. The techniques we developed are based on Siegel's
Lemma for the bounds, anti-concentration inequalities for the existential results and extensions of Sylvester-type
Hadamard matrices for the constructions.
We explicitly construct a constant weight, optimal size matrix to compute the EQUALITY function (checking if two
integers expressed in binary are equal). Computing EQUALITY with a single linear equation requires exponentially
large weights. In addition, we prove the existence of the best-known weight size (linear) matrices to compute
the COMPARISON function (comparing between two integers expressed in binary). In the context of the circuit
complexity theory, our results improve the upper bounds on the weight sizes for the best-known circuit sizes for
EQUALITY and COMPARISON.

On Multiple and Hierarchical Universality
Yaniv Fogel and Meir Feder (Tel Aviv University, Israel)
Universal coding, prediction and learning usually consider the case where the data generating mechanism is unknown or non-existent, and the goal of the universal scheme is to compete with the best hypothesis from a given
hypothesis class, either on the average or in a worst-case scenario. Multiple universality considers the case where
the hypothesis class is also unknown: there are several hypothesis classes with possibly different complexities.
In hierarchical universality, the simpler classes are nested within more complex classes. The main challenge is to
correctly define the universality problem. We propose several possible definitions and derive their minmax optimal solutions. Interestingly, the proposed solutions can be used to obtain Elias codes for universal representation of the integers. We also utilize this approach for variable-memory Markov models and propose a 3-part code
that (slightly) outperforms the celebrated context-tree weighting algorithm.

I.16: Multiple Access II
Room: U3
Irregular Repetition Slotted ALOHA in an Information-Theoretic Setting
Enrico Paolini and Lorenzo Valentini (University of Bologna, Italy); Velio Tralli (University of Ferrara,
Italy); Marco Chiani (University of Bologna, Italy)
An information-theoretic approach to irregular repetition slotted ALOHA (IRSA) is proposed. In contrast with
previous works, in which IRSA analysis is conducted only based on quantities that are typical of collision models
such as the traffic, the new approach also captures more fundamental quantities. Specifically, a suitable codebook construction for the adder channel model is adopted to establish a link with successive interference cancellation over the multi-packet reception channel. This perspective allows proving achievability and converse
results for the average sum rate of IRSA multiple access schemes.

Coding for Sensing: An Improved Scheme for Integrated Sensing and Communication Over MACs
Mehrasa Ahmadipour and Michele A Wigger (Telecom Paris, France); Mari Kobayashi (CentraleSupelec, France)
A memoryless state-dependent multiple-access channel (MAC) is considered, where two transmitters wish to
convey messages to a single receiver while simultaneously sensing (estimating) the respective states via generalized feedbacks. For this channel, an improved inner bound is provided on the fundamental rate-distortions
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tradeoff which characterizes the communication rates the transmitters can achieve while simultaneously ensuring that their state-estimates satisfy desired distortion criteria. The new inner bound is based on a scheme where
each transmitter codes over the generalized feedback so as to improve the state estimation at the other transmitter. This is in contrast to the schemes proposed for point-to-point and broadcast channels where coding is
used only for the transmission of messages and the optimal estimators operate on a symbol-by-symbol basis on
the sequences of channel inputs and feedback outputs.

Bounds on the Capacity of the Multiple Access Diamond Channel With Cooperating Base-Stations
Michael Dikshtein (Technion, Israel); Shirin Saeedi Bidokhti (University of Pennsylvania, USA); Shlomo
(Shitz) Shamai (Technion, Israel)
A diamond network is considered in which the source is connected via backhaul noiseless links to multiple conferencing relays, and the relays communicate with a single user over a multiple access channel (MAC). We propose coding techniques along with lower and upper bounds on the capacity. Our achievability uses a common
cloud coding strategy which is based on the achievability scheme of Wand, Wigger and Zaidi (2018) and extends
it beyond two relays. Our upper bounds generalize the method proposed by the Bidokhti and Kramer for the two
relay diamond network without cooperation (2016) and lead to new bounds for the multiple relay setting. Specializing our upper bounds for the two relay scenario (with cooperation), we provide new bounds and improve
on the state of the art.

Continuous-Time Noisy Average Consensus System as Gaussian Multiple Access Channel
Tadashi Wadayama and Ayano Nakai-Kasai (Nagoya Institute of Technology, Japan)
A continuous-time average consensus system is a linear dynamical system defined over a graph. Each node has
its own state value, and it evolves according to a simultaneous linear differential equation where a node is allowed to interact with neighboring nodes. An average consensus process eventually converges to the state where
all the state values are identical to the average of the initial state values. We first formulate {the noisy average
consensus system} by using stochastic differential equations (SDE). This enables us to use the Euler-Maruyama
method, which is a numerical method to solve the SDEs. Error analysis on the Euler-Maruyama method provides
the mean squared error (MSE) formula on the noisy average consensus systems. We finally show several bounds
on the achievable sum-rate for the MAC realized by noisy average consensus systems.

Iterative Water-Filling Power and Subcarrier Allocation for Multicarrier Non-Orthogonal Multiple
Access Uplink [virtual]
Chin Choy Chai and Xiao-Ping Zhang (Ryerson University, Canada)
Novel closed form formulae of iterative optimal power control and allocation, and a criterion for optimal subcarrier allocation are derived for uplink of multicarrier non-orthogonal multiple access (MC-NOMA) systems. Our
new formulae provide intuitive insights on how to optimally allocate subcarriers and power to MC-NOMA (and
as a special case, MC-OMA) users. In particular, the novel water-filling power allocation formulae provide a mean
to iteratively compute optimal power allocation for a general NOMA cluster size. Convergence of the iterative
algorithm and sum rate performance of MC-NOMA system are presented and compared with MC-OMA system.

J.16: Information Measures II
Room: U8
Shared Information for a Markov Chain on a Tree
Sagnik Bhattacharya and Prakash Narayan (University of Maryland, USA)
Shared information is a measure of mutual dependence among m ≥ 2 jointly distributed discrete random variables. For a Markov chain on a tree with a given joint distribution, we give a new proof of an explicit characterization of shared information. When the joint distribution is not known, we exploit the special form of this characterization to provide a multiarmed bandit algorithm for estimating shared information, and analyze its error performance.
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Finite Littlestone Dimension Implies Finite Information Complexity
Aditya Pradeep, Ido Nachum and Michael Gastpar (EPFL, Switzerland)
We prove that every online learnable class of functions of Littlestone dimension d admits a learning algorithm
with finite information complexity. Towards this end, we use the notion of a globally stable algorithm. Generally,
the information complexity of such a globally stable algorithm is large yet finite, roughly doubly exponential ind.
We also show there is room for improvement; for a canonical online learnable class, indicator functions of affine
subspaces of dimension d, the information complexity can be upper bounded linearly in d.

Augustin Information Measures on Fading Channels Under Certain Symmetry Hypothesis
Furkan Yıldız and Baris Nakiboglu (Middle East Technical University, Turkey)
On fast-fading discrete memoryless channels (DMCs) with channel state information at the receiver a necessary
and sufficient condition is determined for the tilted channel associated with an input distribution to be the product of a tilted channel state distribution and the tilted channel associated with the same input distribution on
the non-fading DMC for the given channel state. On fading channels for which constituent channels associated
with different channel states share a common Augustin capacity achieving input distribution aforementioned
necessary and sufficient condition is shown to hold and a parametric form for the sphere packing exponent (SPE)
is obtained in terms of the tilted channel state distribution and the tilted channel of the non-fading DMC for the
given channel state. The SPE of fast-fading binary erasure and binary symmetric channels with channel state
information at the receiver are analyzed as examples.

The Generalized Degrees-Of-Freedom of the Asymmetric Interference Channel With Delayed CSIT
[virtual]
Tong Zhang and Yufan Zhuang (Southern University of Science and Technology, China); Yinfei Xu
(Southeast University, China)
In this paper, we investigate the generalized degrees-of-freedom (GDoF) of the asymmetric interference channel
with delayed channel state information at the transmitter (CSIT), where each transmitter has two antennas, each
receiver has one antenna, and the strength for each interfering link can vary. The optimal sum-GDoF is characterized by matched converse and achievability proof. Through our results, we also reveal that in our antenna
setting, the symmetric GDoF lower bound in [Mohanty et. al, T-IT 2019] can be elevated, and the symmetric GDoF
upper bound in [Mohanty et. al, T-IT 2019] is tight in fact.

Friday, July 1 14:30 - 15:50
A.17: Coding Theory III
Room: U5
Improved Semidefinite Programming Bounds for Binary Codes by Split Distance Enumerations
Pin-Chieh Tseng and Ching-Yi Lai (National Yang Ming Chiao Tung University, Taiwan); Wei-Hsuan Yu
(National Central University, Taiwan)
We study the maximum size of a binary code A(n, d) with code length n and minimum distance d. Schrijver studied the Terwilliger algebra of the Hamming scheme and proposed a semidefinite program to upper bound A(n,
d). We derive additional semidefinite constraints based on a split Terwilliger algebra so that Schrijver's semidefinite programming bounds on A(n, d) can be improved. In particular, we show that A(19, 4) ≤ 13087.

Norm-Trace-Lifted Codes Over Binary Fields
Gretchen Matthews and Aidan Murphy (Virginia Tech, USA)
In this paper, we introduce codes for erasure recovery from norm-trace codes over binary fields. These normtrace-lifted codes are codes with locality and high availability based on the norm-trace curve over the field 𝔽2^r.
While they are inspired by Hermitian-lifted codes, norm-trace-lifted codes are easier to define and provide
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some potential advantages in terms of locality, meaning the number of symbols required to recover another, or
alphabet size.

Lower Bounds for Multiple Packing
Yihan Zhang (IST Austria, Austria); Shashank Vatedka (Indian Inst. of Technology Hyderabad, India)
We study the problem of high-dimensional multiple packing in Euclidean space. Multiple packing is a natural
generalization of sphere packing and is defined as follows. Let P, N > 0 and L ∈ ℤ≥2. A multiple packing is a set C
of points in Bn(0, √{nP}) such that any point in ℝn lies in the intersection of at most L-1 balls of radius √{nN}
around points in C. In this paper, we derive two lower bounds on the largest possible density of a multiple packing. These bounds are obtained through a stronger notion called average-radius multiple packing. Specifically,
we exactly pin down the asymptotics of (expurgated) Gaussian codes and (expurgated) spherical codes under
average-radius multiple packing. To this end, we apply tools from high-dimensional geometry and large deviation
theory. The bound for spherical codes matches the previous best known bound which was obtained for the
standard (weaker) notion of multiple packing through a curious connection with error exponents. The bound for
Gaussian codes suggests that they are strictly inferior to spherical codes.

Using One Redundant Bit to Construct Two-Dimensional Almost-Balanced Codes
Thanh Tuan Nguyen and Kui Cai (Singapore University of Technology and Design, Singapore); Han Mao
Kiah (Nanyang Technological University, Singapore); Kees A. Schouhamer Immink (Turing Machines
Inc., The Netherlands); Yeow Meng Chee (National University of Singapore, Singapore)
In this work, given n, ε > 0, two efficient encoding (decoding) methods are presented for mapping arbitrary data
to (from) n × n binary arrays in which the weight of every row and every column is within [(1/2 - ε) n, (1/2 + ε) n],
which is referred to as the ε-balanced constraint. The first method combines the divide and conquer algorithm
and a modification of the Knuth's balancing technique, resulting a redundancy of Θ(n) bits. On the other hand,
for sufficiently large values of n, the second method uses the sequence replacement technique, which costs only
1 redundant bit. The latter method reduces significantly the redundancy of the best known encoder for twodimensional p-bounded weight constrained codes from n + 3 bits to a single bit.

B.17: Coding for Communications
Room: U6
Efficient Capacity-Achieving Codes for General Repeat Channels
Francisco Pernice, Ray Li and Mary Wootters (Stanford University, USA)
Given a probability distribution D over the non-negative integers, a D-repeat channel acts on an input symbol by
repeating it a number of times distributed as D. For example, the binary deletion channel (D = Bernoulli) and the
Poisson repeat channel (D = Poisson) are special cases. We say a D-repeat channel is square-integrable if D has
finite first and second moments. In this paper, we construct explicit codes for all square-integrable D-repeat
channels with rate arbitrarily close to the capacity, that are encodable and decodable in linear and quasi-linear
time, respectively. We also consider possible extensions to the repeat channel model, and illustrate how our
construction can be extended to an even broader class of channels capturing insertions, deletions, and substitutions.
Our work offers an alternative, simplified, and more general construction to the recent work of Rubinstein
(arXiv:2111.00261), who attains similar results to ours in the cases of the deletion channel and the Poisson repeat
channel. It also slightly improves the runtime and decoding failure probability of the polar codes constructions
of Tal et al. (ISIT 2019) and of Pfister and Tal (arXiv:2102.02155) for the deletion channel and certain insertion/deletion/substitution channels. Our techniques follow closely the approaches of Guruswami and Li (IEEEToIT 2019)
and Con and Shpilka (IEEEToIT 2020); what sets apart our work is that we show that a capacity-achieving code
can be assumed to have an “approximate balance” in the frequency of zeros and ones of all sufficiently long
substrings of all codewords. This allows us to attain near-capacity-achieving codes in a general setting. We consider this “approximate balance” result to be of independent interest, as it can be cast in much greater generality
than repeat channels.
A full version of this paper is available at https://arxiv.org/abs/2201.12746.
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Weighted Parity-Check Codes for Channels With State and Asymmetric Channels [virtual]
Chih Wei Ling, Yanxiao Liu and Cheuk Ting Li (The Chinese University of Hong Kong, Hong Kong)
In this paper, we introduce a new class of codes, called weighted parity-check codes, where each parity-check
bit has a weight that indicates its likelihood to be one (instead of fixing each parity-check bit to be zero). It is
applicable to a wide range of settings, e.g. asymmetric channels, channels with state and/or cost constraints, and
the Wyner-Ziv problem, and can provably achieve the capacity. For the channel with state (Gelfand-Pinsker) setting, the proposed coding scheme has two advantages compared to the nested linear code. First, it achieves the
capacity of any channel with state (e.g. asymmetric channels). Second, simulation results show that the proposed
code achieves a smaller error rate compared to the nested linear code.

Converting a 1×K Static Rayleigh Channel to K Parallel AWGN Using Media-Based Modulation
Ehsan Seifi (Ciena & University of Waterloo, Canada); Amir K. Khandani (University of Waterloo, Canada)
The idea of Media-based Modulation (MBM), is based on embedding information in the variations of the transmission media (channel states). MBM relies on a single transmit antenna placed within a closure surrounded by
walls that each acts as an ON-OFF mirror. An ON-wall would pass the incident wave, and an OFF-wall would
reflect it back towards the interior of the RF closure. As a result, the wave from the transmit antenna bounces
back and forth within the RF closure, and in the process propagates outside from ON-walls. Transmit antenna
sends a single (pulse-shaped) tone. For an RF closure with w RF walls, this system creates a set of 2 w select-able
states for the end-to-end channel, each state representing an index of an MBM constellation point. The RF signal,
upon propagating in the rich scattering environment to reach the receiver, results in an independent complex
channel gain to each receive antenna. Each channel gain (to a receive antenna) specifies a complex coordinate
for the corresponding MBM constellation point. This results in coordinates of different MBM constellation points
being independent of each other, with values that follow an independent identically distributed (i.i.d.) complex
Gaussian density. This property, in a 1 by K MBM, mimics the random code-book generation for signaling over K
parallel Additive White Gaussian Noise (AWGN) channels. Relying on this property, it is previously shown that
the capacity of a 1 by K MBM system with one unit of transmit energy and additive Gaussian noise of variance
sigma2 over each receive antenna is equal to K times the capacity of an AWGN with a Signal-to-Noise-Ratio of snr
= 1/sigma2. The current article provides an alternative proof based on a novel formulation that brings to light
several interesting features of MBM. It is shown that the capacity in a 1 by K MBM, as a random variable defined
over the sample space of MBM constellation of cardinality M, follows a normal distribution with a mean of K
log(1+snr) and variance of (K/M)(snr/(1+snr))2 → 0 as the M grows to infinity. This entails, in contrast to legacy
MIMO where the singularity of the channel matrix governs the outage probability, in MBM the outage is determined by the realized energy of the MBM constellation. For any multiplexing gain r < K, the outage probability
decreases exponentially fast as the number of points increases. In other words, the realized energy concentrates
around its statistical average of snr, and the mutual information tends to K log(1+snr).

Reduction of Delay for Delayed Bit-Interleaved Coded Modulation
Gou Hosoya (Waseda University, Japan)
This study focuses on delayed bit-interleaved coded modulation (DBICM) for a two-dimensional signal constellation and shows that the capacity of DBICM is identical to the coded modulation capacity with less delay than
before. An appropriate bit-labeling scheme based on Gray labeling for each signal point is also considered to
prevent the performance degradation of DBICM. The results of the numerical calculations and simulations indicate that the proposed method improves the performance.

C.17: MDS Codes and Distributed Storage IV
Room: U7
Constructing MSR Codes With Subpacketization 2n/3 for k+1 Helper Nodes [virtual]
Guodong Li, Ningning Wang and Sihuang Hu (Shandong University, China); Min Ye (Tsinghua University,
China)
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Wang et al. (IEEE Transactions on Information Theory, vol. 62, no. 8, 2016) proposed an explicit construction of
an (n=k+2, k) Minimum Storage Regenerating (MSR) code with 2 parity nodes and subpacketization 2k/3. The
number of helper nodes for this code is d=k+1=n-1, and this code has the smallest subpacketization among all
the existing explicit constructions of MSR codes with the same (n, k) and d. In this paper, we present a new
construction of MSR codes for a wider range of parameters. More precisely, we still fix d=k+1, but we allow the
code length n to be any integer satisfying n ≥ k+2. The field size of our code is linear in n, and the subpacketization
of our code is 2n/3. This value is slightly larger than the subpacketization of the construction by Wang et al. because their code construction only guarantees optimal repair for all the systematic nodes while our code construction guarantees optimal repair for all nodes.

Optimal and Almost Optimal Cyclic (r,δ)-LRCs With Large Code Lengths [virtual]
Jing Qiu (Naikai University, China); Weijun Fang (Tsinghua University, China); Fang-Wei Fu (Nankai University, China)
There has been a lot of works about constructing optimal LRCs via cyclic codes because of their elegant algebraic
structure and efficient encoding procedure. Recently, Fang et al. firstly constructed two classes of q-ary cyclic
Singleton-optimal 2-LRCs with length n > q+1 and minimum distance d = 6. In this paper, we generalize the constructions to the (r,δ)-LRCs. Specifically, we obtain two classes of optimal cyclic (2,δ)-LRCs with length
n = (δ+1)(q+1)/2t and minimum distance 2δ+2, two classes of almost optimal cyclic (2,δ)-LRCs with length
n = (δ+1)(q+1)/2t and minimum distance 2δ+1, where t is a non-negative integer.

Towards Efficient Repair and Coding of Binary MDS Array Codes With Small Sub-Packetization
[virtual]
Hanxu Hou (Huawei Technology Co., Ltd., Hong Kong); Yunghsiang S. Han (University of Electronic Science and Technology of China, China); Bo Bai and Gong Zhang (Huawei Technologies Co., Ltd., China)
Large-scale high code-rate maximum distance separable (MDS) codes are critical and important in distributed
storage systems that can provide high fault tolerance with extremely small storage redundancy. Repair access
(defined as the total amount of symbols accessed in repairing one single-node failure) is a key metric of designing
MDS codes. In large-scale MDS codes, one single-node failure can be recovered by connecting a large number of
helper nodes. However, one or more helper nodes may be busy and can not send symbols during the repair
process. In this paper, we define the total amount of symbols accessed in repairing one single-node failure with
one or more busy nodes as the repair access with busy-node. We then propose a class of MDS array codes over
a well-designed binary cyclic ring that is with small sub-packetization, small repair access, small repair access
with busy-node, and small encoding complexity.

D.17: Sparsity
Room: U9
Sketching Sparse Low-Rank Matrices With Near-Optimal Sample- and Time-Complexity
Xiaoqi Liu and Ramji Venkataramanan (University of Cambridge, United Kingdom)
We consider the problem of recovering an n × n low-rank matrix with k-sparse singular vectors from a small
number of linear measurements (sketch). We propose a sketching scheme and a recovery algorithm that can
reconstruct the matrix with high probability, with a sample complexity and running time that both depend only
on k and not on the ambient dimension n. Our sketching operator, based on a scheme for compressed sensing
by Li et al. and Bakshi et al., uses a combination of a sparse parity check matrix and a partial DFT matrix. Our main
contribution is the design and analysis of a two-stage iterative algorithm to recover the singular vectors from the
sketch by exploiting the simultaneously sparse and low-rank structure of the matrix. The theoretical results are
validated by numerical simulations.

Estimating Sparse Distributions Under Joint Communication and Privacy Constraints
Surin Ahn, Wei-Ning Chen and Ayfer Özgür (Stanford University, USA)
We consider the problem of estimating a d-dimensional, s-sparse discrete distribution from independent samples
subject to a joint b-bit communication constraint and ε-local differential privacy constraint. As an intermediate
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step, we introduce the Privatized Random Hashing (PRH) scheme, which concatenates a hashing-based quantization strategy with the randomized response privacy mechanism. Despite its simplicity, PRH turns out to achieve
the order-optimal minimax estimation error and sample complexity in the standard (non-sparse) estimation setting, for all communication and privacy regimes. We then address the sparse case by developing a two-stage,
non-interactive estimation scheme based on PRH in which the first half of samples are used to localize the unknown support of the distribution, and the remaining samples are used to obtain precise estimates of the individual probabilities. Using this scheme, we characterize the minimax sample complexity of the sparse case up to
logarithmic factors, unifying existing results in the literature that considered communication and privacy constraints separately.

Efficient and Robust Classification for Sparse Attacks
Mark Beliaev (University of California, Santa Barbara, USA); Payam Delgosha (University of Illinois at
Urbana Champaign, USA); Hamed Hassani (University of Pennsylvania, USA); Ramtin Pedarsani (University of California, Santa Barbara, USA)
In the past two decades we have seen the popularity of neural networks increase in conjunction with their classification accuracy. Parallel to this, we have also witnessed how fragile the very same prediction models are: tiny
perturbations to the inputs can cause misclassification errors throughout entire datasets. In this paper, we consider perturbations bounded by the ℓ0-norm, which have been shown as effective attacks in the domains of
image-recognition, natural language processing, and malware-detection. To this end, we propose a novel defense method that consists of “truncation” and “adversarial training”. We then theoretically study the Gaussian
mixture setting and prove the asymptotic optimality of our proposed classifier. Motivated by the insights we
obtain, we extend these components to neural network classifiers. We conduct numerical experiments in the
domain of computer vision using the MNIST and CIFAR datasets, demonstrating significant improvement for the
robust classification error of neural networks.

Graph-Assisted Matrix Completion in a Multi-Clustered Graph Model
Geewon Suh and Changho Suh (KAIST, Korea (South))
We consider a matrix completion problem that exploits social graph as side information. We develop a computationally efficient algorithm that achieves the optimal sample complexity for the entire regime of graph information under the multiple cluster setting (to be detailed). The key idea is to incorporate a switching mechanism
which selects the information employed in the first clustering step, between the following two types: graph &
matrix ratings. Our experimental results on both synthetic and real data corroborate our theoretical result as
well as demonstrate that our algorithm outperforms prior algorithms that leverage graph side information.

H.17: Statistics and Machine Learning IV
Room: U1
On Meta-Bound for Lower Bounds of Bayes Risk
Shota Saito (Gunma University, Japan)
For the problem of parameter estimation in a Bayesian setting, information-theoretic lower bounds of the Bayes
risk have been investigated. Previous studies have proven the lower bound of the Bayes risk in a different manner
and characterized the lower bound via different quantities such as the mutual information, Sibson's α-mutual
information, and Csiszár's f-informativity. In this paper, we introduce an inequality called a “meta-bound for
lower bounds of the Bayes risk” and show that the previous results can be derived from this bound.

No Rose for MLE: Inadmissibility of MLE for Evaluation Aggregation Under Levels of Expertise
Charvi Rastogi, Ivan Stelmakh, Nihar B Shah and Sivaraman Balakrishnan (Carnegie Mellon University,
USA)
A number of applications including crowdsourced labeling and peer review require aggregation of labels or evaluations sourced from multiple evaluators. There is often additional information available pertaining to the evaluators' expertise. A natural approach for aggregation is to consider the widely studied Dawid-Skene model (or
its extensions incorporating evaluators' expertise), and employ the standard maximum likelihood estimator
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(MLE). While MLE is in general widely used in practice and enjoys a number of appealing theoretical guarantees,
in this work we provide a negative result for the MLE. Specifically, we prove that the MLE is asymptotically inadmissible for a special case of evaluation aggregation with expertise level information. We show this by constructing an alternative estimator that we show is significantly better than the MLE in certain parameter regimes and
at least as good elsewhere. Finally, simulations reveal that our findings may hold in more general conditions than
what we theoretically analyze.

On the Fundamental Limits of Exact Inference in Structured Prediction
Hanbyul Lee, Kevin Bello and Jean Honorio (Purdue University, USA)
Inference in structured prediction is naturally modeled with a graph, where the goal is to recover the unknown
true label for each node given noisy observations corresponding to nodes and edges. The focus of this paper is
on the fundamental limits of exact recovery irrespective of computational efficiency, assuming the generative
process proposed by Globerson et al. (2015). Analyzing the fundamental limits is crucial for algorithm evaluation
and development. In this regard, we establish the information-theoretic limit bounds and show that there exists
a gap between the limits and the performance of the existent tractable method (Bello and Honorio, 2019), implying the need for further development of algorithms for exact inference. The fundamental limit we suggest
applies to general connected graphs and involves graphical metrics such as the Cheeger constant and the maximum degree. Finally, we reveal that the sufficient and necessary conditions derived from the limit bounds are
tight up to a logarithmic factor for a wide range of graphs.

Geometry of the Minimum Volume Confidence Sets [virtual]
Heguang Lin, Matthew Malloy, Daniel Pimentel-Alarcón and Mengze Li (University of Wisconsin-Madison, USA)
Computation of confidence sets is central to data science and machine learning, serving as the workhorse of A/B
testing and underpinning the operation and analysis of reinforcement learning algorithms. This paper studies the
geometry of the minimum-volume confidence sets for the multinomial parameter. When used in place of more
standard confidence sets and intervals based on bounds and asymptotic approximation, learning algorithms can
exhibit improved sample complexity. Prior work showed the minimum-volume confidence sets are the level-sets
of a discontinuous function defined by an exact p-value. While the confidence sets are optimal in that they have
minimum average volume, computation of membership of a single point in the set is challenging for problems of
modest size. Since the confidence sets are level-sets of discontinuous functions, little is apparent about their
geometry. This paper studies the geometry of minimum volume confidence sets by enumerating and covering
the continuous regions of the exact p-value function. This addresses a fundamental question in A/B testing: given
two multinomial outcomes, how can one determine if their corresponding minimum volume confidence sets are
disjoint? We answer this question in a restricted setting.

I.17: Age of Information III
Room: U3
Decentralized Updates Scheduling for Data Freshness in Mobile Edge Computing [virtual]
Junyi He, Di Zhang and Shumeng Liu (Beijing Jiaotong University, China); Yuezhi Zhou and Yaoxue Zhang
(Tsinghua University, China)
Age of information (AoI) has been proposed to quantify data freshness. In some real-time applications such as
surveillance systems, real-time analytics on source updates requires intensive computation resources and incurs
high energy consumption. By providing computing resources at the network edge, mobile edge computing (MEC)
can reduce update processing time and improve data freshness. In this paper, we investigate how to schedule
computation-intensive updates from multiple sources in IoT networks with MEC to maintain data freshness.
Since the central algorithms may not apply due to the high computational complexity, we design an efficient
decentralized scheduling algorithm for self-organized IoT networks. We provide a game-theoretic analysis and
prove the existence of pure Nash equilibrium. An efficient and fully decentralized algorithm is proposed to compute the equilibrium. We also provide the approximation ratio of the proposed algorithm. In particular, for the
homogeneous source model, we show that the approximation ratio is at most 2.5. Extensive evaluation results
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show that the proposed decentralized algorithm is computationally efficient and closely approximates the centralized optimum in various settings.

How Useful is Delayed Feedback in AoI Minimization - A Study on Systems With Queues in Both
Forward and Backward Directions
Chih-Chun Wang (Purdue University, USA)
One canonical example of Age-Of-Information (AoI) minimization is the update-through-queues models. Existing
results fall into two categories: The open-loop setting for which the sender is oblivious of the actual packet departure time, versus the closed-loop setting for which the decision is based on instantaneous Acknowledgement
(ACK). Neither setting perfectly reflects modern networked systems, which almost always rely on feedback that
experiences some delay. Motivated by this observation, this work subjects the ACK traffic to an independent
queue so that the closed-loop decision is made based on delayed feedback. Near-optimal schedulers have been
devised, which smoothly transition from the instantaneous-ACK to the open-loop schemes depending on how
long the feedback delay is. The results thus quantify the benefits of delayed feedback for AoI minimization in the
update-through-queues systems.

Age Distribution in Arbitrary Preemptive Memoryless Networks
Rajai Nasser (ETH Zürich, Switzerland); Ibrahim Issa and Ibrahim Abou-Faycal (American University of
Beirut, Lebanon)
We study the probability distribution of age of information (AoI) in arbitrary networks with memoryless service
times. A source node generates packets following a Poisson process, and then the packets are forwarded across
the network in such a way that newer updates preempt older ones. This model is equivalent to gossip networks
that were recently studied by Yates, and for which he obtained a recursive formula allowing the computation for
the average AoI. In this paper, we obtain a very simple characterization of the stationary distribution of AoI at
every node in the network. This allows for the computation of the average of an arbitrary function of the age,
such as the age-violation probabilities. Furthermore, we show how our simple characterization can yield substantial reductions in the computation time of average AoIs in some structured networks. Finally, we describe
how it can yield faster and more accurate Monte Carlo simulations estimating the average AoI, or the average of
an arbitrary function of the age.

J.17: Capacity, Error Exponents and Reliability III
Room: U8
Reliability Function for Streaming Over a DMC With Feedback
Nian Guo and Victoria Kostina (California Institute of Technology, USA)
Conventionally, posterior matching is investigated in channel coding and block encoding contexts – the source
symbols are equiprobably distributed and are entirely known by the encoder before the transmission. In this
paper, we consider a streaming source, whose symbols progressively arrive at the encoder at a sequence of
deterministic times. We derive the joint source-channel coding (JSCC) reliability function for streaming over a
discrete memoryless channel (DMC) with feedback under regularity conditions. We propose a novel instantaneous encoding phase that operates during the symbol arriving period and that achieves the JSCC reliability function
for streaming when followed by a block code that achieves the JSCC reliability function for a classical source
whose symbols are fully accessible before the transmission. The instantaneous encoding phase partitions the
evolving message alphabet into groups whose priors are close to the capacity-achieving distribution, and randomizes the group indices to ensure that the transmitted group index has the capacity-achieving distribution.
Surprisingly, the JSCC reliability function for streaming is equal to that for a fully accessible source, implying that
the knowledge of the entire symbol sequence before the transmission offers no advantage in terms of the reliability function. For equiprobably distributed source symbols, we design a log-linear complexity algorithm for the
instantaneous encoding phase.

Typical Random Coding Exponent for Finite-State Channels
Giuseppe Cocco (Universitat Pompeu Fabra, Spain); Albert Guillén i Fàbregas (ICREA and Universitat
Pompeu Fabra & University of Cambridge, Spain); Josep Font-Segura (Universitat Pompeu Fabra, Spain)
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We derive a lower bound on the typical random-coding (TRC) exponent of pairwise-independent codeword ensembles used over a finite-state channel (FSC) at rates below capacity. Under some conditions, we also show
that the probability of selecting a code from the ensemble with an error exponent larger than our lower bound
tends to one as the codeword length tends to infinity. Our result, presented here for the FSC, also applies to
compound channels.

A Simple Coding Scheme Attaining Positive Information Velocity
Yan Hao Ling and Jonathan Scarlett (National University of Singapore, Singapore)
In this paper, we study the problem of relaying a single bit of information across a series of binary symmetric
channels, and the associated trade-off between the number of hops m, the transmission time n, and the error
probability. We introduce a simple, efficient, and deterministic protocol that attains positive information velocity
(i.e., a non-vanishing ratio m/n and small error probability) and is significantly simpler than existing protocols
that do so. In addition, we characterize the optimal low-noise and high-noise scaling laws of the information
velocity, and we adapt our 1-bit protocol to transmit k bits over m hops with O(m+k) transmission time.

Proactive Resilience in 1-2-1 Networks
Mine Gokce Dogan (University of California, Los Angeles, USA); Martina Cardone (University of Minnesota, USA); Christina Fragouli (University of California, Los Angeles, USA)
Millimeter Wave (mmWave) (and beyond) is expected to play an increasingly important role in our wireless infrastructure by expanding the available spectrum and enabling multi-gigabit services. Despite the promising aspects of mmWave communication, mmWave links are highly sensitive to blockage. In this paper, we develop
proactive transmission mechanisms that suitably distribute the traffic across multiple paths in the mmWave network, with the two-fold objective of ensuring resilience against link blockages and achieve high end-to-end
packet rate delivery. We present examples of resilience-capacity trade-off curves and show that operating overlapping paths in the mmWave network may be necessary to achieve the worst-case and the average capacities
as well as providing additional benefits, such as decreasing the variance of the achieved rate.

Friday, July 1 16:20 - 17:40
A.18: Lattice Codes
Room: U5
On the Secrecy Gain of Formally Unimodular Construction A4 Lattices
Maiara Francine Bollauf and Hsuan-Yin Lin (Simula UiB, Norway); Øyvind Ytrehus (University of Bergen,
Norway)
Lattice coding for the Gaussian wiretap channel is considered, where the goal is to ensure reliable communication
between two authorized parties while preventing an eavesdropper from learning the transmitted messages. Recently, a measure called secrecy gain was proposed as a design criterion to quantify the secrecy-goodness of the
applied lattice code. In this paper, the theta series of the so-called formally unimodular lattices obtained by Construction A4 from codes over ℤ4 is derived, and we provide a universal approach to determine their secrecy gains.
Initial results indicate that Construction A4 lattices can achieve a higher secrecy gain than the best-known formally unimodular lattices from the literature. Furthermore, one new code construction of formally self-dual
ℤ4-linear codes is presented.

Lower Bound on the Error Rate of Genie-Aided Lattice Decoding
Jiajie Xue and Brian Kurkoski (Japan Advanced Institute of Science and Technology, Japan)
A genie-aided decoder for finite dimensional lattice codes is considered. The decoder may exhaustively search
through all possible scaling factors through real number space. We show that this decoder can achieve lower
word error rate (WER) than the one-shot decoder using an MMSE scaling factor. A lower bound on the WER for
the decoder is found by considering the covering sphere of the lattice Voronoi region. The proposed decoder and
the bound are valid for both power constrained lattice codes and unconstrained lattices. If the genie is applied
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at the decoder, E8 lattice code has 0.5 dB gain and BW16 lattice code has 0.4 dB gain at WER of 10 -4 compared
with the one-shot decoder using MMSE scaling factor. A method for estimating the WER of the decoder is provided by considering the effective sphere of the lattice Voronoi region, which shows an accurate estimate for E8
and BW16 lattice codes. In the case of per-dimension power P goes to infinity, an asymptotic expression of the
bound is given in a closed form. A practical implementation of a simplified decoder is given by considering CRCembedded n=128 polar code lattice.

Lattices From Linear Codes: Source and Channel Networks
Farhad Shirani (North Dakota State University, USA); S. Sandeep Pradhan (University of Michigan, USA)
The paper addresses the fundamental information theoretic limits — in terms of achievable rates and distortions
— in a broad class of multiterminal communication scenarios with general continuous-valued sources and channels. A general framework is presented which involves fine discretization of the source and channel variables
followed by communication over the resulting discretized network. In order to evaluate fundamental performance limits under the proposed discretization process, convergence results for information measures are provided. The framework is used to study the distributed source coding in source coding, as well as the computation
over multiple access channels in channel coding. In each case, a communication scheme is presented, the resulting achievable region is derived, and the region is evaluated for Gaussian sources and channels.

B.18: Index Coding
Room: U6
Very Pliable Index Coding [virtual]
Lawrence Ong (University of Newcastle, Australia); Badri N Vellambi (University of Cincinnati, USA)
In the pliable variant of index coding, receivers are allowed to decode any new message not known a priori.
Optimal code design for this variant involves identifying each receiver's choice of a new message that minimises
the overall transmission rate. This paper proposes a formulation that further relaxes the decoding requirements
of pliable index coding by allowing receivers to decode different new messages depending on message realisations. Such relaxation is shown to offer no rate benefit when linear codes are used, but can achieve strictly better
rates in general. Scenarios are demonstrated for which the transmission rates are better when the message size
is finite than when it is asymptotically large. This is in stark contrast to traditional communication setups.

On the Optimality of Linear Index Coding Over the Fields With Characteristic Three
Arman Sharififar, Parastoo Sadeghi and Neda Aboutorab (University of New South Wales, Australia)
It has been known that the insufficiency of linear coding in achieving the optimal rate of the general index coding
problem is rooted in its rate's dependency on the field size. However, this dependency has been described only
through the two well-known matroid instances, namely the Fano and non-Fano matroids, which, in turn, limits
its scope only to the fields with characteristic two. In this paper, we extend this scope to demonstrate the reliance
of linear coding rate on fields with characteristic three. By constructing two index coding instances of size 29, we
prove that for the first instance, linear coding is optimal only over the fields with characteristic three, and for the
second instance, linear coding over any field with characteristic three can never be optimal. Another main contribution of this paper is to reduce the key constraints on the space of the linear coding for each index coding
instance of size 29 into a matroid instance with the ground set of size 9, whose linear representability is dependent on the fields with characteristic three. The proofs and discussions provided in this paper through using these
two relatively small matroid instances will shed light on the underlying reason causing the linear coding to become insufficient for the general index coding problem.

Information Leakage in Index Coding With Sensitive and Non-Sensitive Messages
Yucheng Liu and Lawrence Ong (University of Newcastle, Australia); Phee Lep Yeoh (University of Sydney, Australia); Parastoo Sadeghi (University of New South Wales, Australia); Joerg Kliewer (New Jersey
Institute of Technology, USA); Sarah J Johnson (University of Newcastle, Australia)
Information leakage to a guessing adversary in index coding is studied, where some messages in the system are
sensitive and others are not. The non-sensitive messages can be used by the server like secret keys to mitigate
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leakage of the sensitive messages to the adversary. We construct a deterministic linear coding scheme, developed from the rank minimization method based on fitting matrices (Bar-Yossef et al. 2011). The linear scheme
leads to a novel upper bound on the optimal information leakage rate, which is proved to be tight over all deterministic scalar linear codes. We also derive a converse result from a graph-theoretic perspective, which holds in
general over all deterministic and stochastic coding schemes.

C.18: MDS Codes and Distributed Storage V
Room: U7
Bandwidth Cost of Code Conversions in the Split Regime
Francisco Maturana and Rashmi Vinayak (Carnegie Mellon University, USA)
Distributed storage systems must store large amounts of data over long periods of time. To avoid data loss due
to device failures, an [n, k] erasure code is used to encode k data symbols into a codeword of n symbols that are
stored across different devices. However, device failure rates change throughout the life of the data, and tuning
n and k according to these changes has been shown to save significant storage space. Code conversion is the
process of converting multiple codewords of an initial [nI, kI] code into codewords of a final [nF, kF] code that
decode to the same set of data symbols. In this paper, we study conversion bandwidth, defined as the total
amount of data transferred between nodes during conversion. In particular, we consider the case where the
initial and final codes are MDS and a single initial codeword is split into several final codewords (kI = λF kF for
integer λF ≥ 2), called the split regime. We derive lower bounds on the conversion bandwidth in the split regime
and propose constructions that significantly reduce conversion bandwidth and are optimal for certain parameters.

Update and Repair Efficient Storage Codes With Availability via Finite Projective Planes
Junming Ke and Ago-Erik Riet (University of Tartu, Estonia)
Update performance is a common concern in modern distributed storage systems. In this work, we construct
explicit update-efficient codes via finite projective planes, also having efficient local repair with availability, and
a short description. We compare to other existing solutions, including block codes from convolutional codes.
We analyze the repair behavior of the codes via analogy with decoding of LDPC codes over an erasure channel,
and the performance of the distributed storage system based on the codes involving updates and repairs.

Quantifying the Cost of Privately Storing Data in Distributed Storage Systems
Remi A Chou (Wichita State University, USA)
Consider a user who wishes to store a file in multiple servers such that at least t servers are needed to reconstruct
the files, and z colluding servers cannot learn any information about the file. Unlike traditional models, where
perfectly secure channels are assumed to be available at no cost between the user and each server, we assume
that the user can only send data to the servers via public channels, and that the user and each server share an
individual secret key with length n. For a given n, we determine the maximal length of the file that the user can
store, and thus quantify the necessary cost to store a file with a certain length, in terms of the length of the secret
that the user needs to share with the servers. Additionally, for this maximal file length, we determine (i) the
optimal amount of local randomness needed at the user, (ii) the optimal amount of public communication from
the user to the servers, and (iii) the optimal amount of storage requirement at the servers.

D.18: Compressive Sensing
Room: U9
Universal 1-Bit Compressive Sensing for Bounded Dynamic Range Signals
Sidhant Bansal (National University of Singapore, Singapore); Anamay Chaturvedi (Northeastern University, USA); Jonathan Scarlett and Arnab Bhattacharyya (National Univ. of Singapore, Singapore)
A universal 1-bit compressive sensing (CS) scheme consists of a measurement matrix A such that for all signals x
belonging to a particular class, x can be approximately recovered from sign(Ax). 1-bit CS models extreme
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quantization effects where only one bit of information is revealed per measurement. We focus on universal support recovery for 1-bit CS in the case of sparse signals with bounded dynamic range. Specifically, a vector x ∈ ℝn
is said to have sparsity k if it has at most k nonzero entries, and dynamic range R if the ratio between its largest
and smallest nonzero entries is at most R in magnitude. Our main result shows that if the entries of the measurement matrix Ax are i.i.d. Gaussians, then the number of measurements needs to be Ω~(R k3/2) to recover the
support of k-sparse signals with dynamic range R using 1-bit CS. This contrasts with the known lower bound of
Ω~(k2 log n) for the number of measurements to recover the support of arbitrary k-sparse signals. In broad scaling
regimes of interest, our lower bounds match upper bounds implicit in prior works up to logarithmic factors.

Fast Low Rank Column-Wise Compressive Sensing [virtual]
Seyedehsara Nayer and Namrata Vaswani (Iowa State University, USA)
We study the following “Low Rank column-wise Compressive Sensing (LRcCS)” problem: recover an n x q rank-r
matrix, X = [x1, x2, ..., xq], with r << min(n, q), from yk := Ak xk, k ∈ [q], when yk is an m-length vector with m < n.
The matrices Ak are known and mutually independent for different k. Even though many other LR recovery problems have been extensively studied, this problem has received little attention. We introduce a novel gradient
descent (GD) based solution called altGDmin, and show that, if all entries of all A k's are i.i.d. Gaussian, and if the
right singular vectors of X satisfy the incoherence assumption, then ε-accurate recovery of X* is possible with mq
> C (n+q) r2 log(1/ε) total scalar samples and O(mqnr log(1/ε)) time. Compared to existing work, to our best
knowledge, this is the fastest solution and, for ε < 1/√r, it also has the best sample complexity.

Data-Time Tradeoffs for Optimal k-Thresholding Algorithms in Compressed Sensing [virtual]
Jialiang Xu and Xu Zhang (Chinese Academy of Sciences, China)
Optimal k-thresholding algorithms are a class of sparse signal recovery algorithms that overcome the shortcomings of traditional hard thresholding algorithms caused by the oscillation of the residual function. In this paper,
a novel convergence analysis for optimal k-thresholding algorithms is established, which reveals the data-time
tradeoffs of these algorithms. Both the analysis and numerical results demonstrate that when the number of
measurements is small, the algorithms cannot converge; when the number of measurements is suitably large,
the number of iterations required for successful recovery has a negative correlation with the number of measurements, and the algorithms can achieve linear convergence. Furthermore, the main theorems indicate that the
number of measurements required for successful recovery is on the order of k log(n/k), where n is the dimension
of the target signal.

H.18: Hypothesis Testing
Room: U1
Simple Binary Hypothesis Testing Under Communication Constraints
Ankit Pensia (University of Wisconsin-Madison, USA); Varun Jog and Po-Ling Loh (University of Cambridge, United Kingdom)
We study simple binary hypothesis testing under communication constraints, a.k.a. “decentralized detection”.
Here, each sample is mapped to a message from a finite set of messages via a channel before being revealed to
a statistician. In the absence of communication constraints, it is well known that the sample complexity is characterized by the Hellinger distance between the distributions. We show that the sample complexity of hypothesis
testing under communication constraints is at most a logarithmic factor larger than in the unconstrained setting,
and demonstrate that distributions exist in which this characterization is tight. We also provide a polynomialtime algorithm which achieves the aforementioned sample complexity. Our proofs rely on a new reverse data
processing inequality and a reverse Markov's inequality, which may be of independent interest.

Asymptotics for Outlier Hypothesis Testing [virtual]
Lin Zhou (Beihang University, China); Yun Wei (Duke University, USA); Alfred Hero III (University of
Michigan, USA)
We revisit the outlier hypothesis testing framework of Li et al. (T-IT 2014) and derive fundamental limits for the
optimal test. In outlier hypothesis testing, one is given multiple observed sequences, where most sequences are
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generated i.i.d. from a nominal distribution. The task is to discern the set of outlying sequences that are generated according to anomalous distributions. The nominal and anomalous distributions are unknown. We consider
the case of multiple outliers where the number of outliers is unknown and each outlier can follow a different
anomalous distribution. Under this setting, we study the tradeoff among the probabilities of misclassification
error, false alarm and false reject. Specifically, we propose a threshold-based test that ensures exponential decay
of misclassification error and false alarm probabilities. We study two constraints on the false reject probability,
with one constraint being that it is a non-vanishing constant and the other being that it has an exponential decay
rate. For both cases, we characterize bounds on the false reject probability, as a function of the threshold, for
each tuple of nominal and anomalous distributions. Finally, we demonstrate the asymptotic optimality of our
test under the generalized Neyman-Pearson criterion.

Robust Hypothesis Testing With Kernel Uncertainty Sets [virtual]
Zhongchang Sun and Shaofeng Zou (University at Buffalo, USA)
In this paper, the robust hypothesis testing problem is investigated, where under the null and the alternative
hypotheses, the distributions are assumed to be in some uncertainty sets. The uncertainty sets are constructed
in a data-driven manner, i.e., they are centered around empirical distributions. The distance between kernel
mean embeddings of distributions in the reproducing kernel Hilbert space is used as the distance metric of uncertainty sets. The Bayesian setting is studied, where the goal is to minimize the worst-case error probability. An
optimal test is firstly obtained for the case with a finite alphabet. For the case with an infinite alphabet, a tractable approximation is proposed to quantify the worst-case error probability, and a kernel smoothing method is
further applied to design test that generalizes to unseen samples. A heuristic robust kernel test is also proposed
and proved to be exponentially consistent. Numerical results are provided to demonstrate the performance of
the proposed tests.

A Data-Driven Approach to Robust Hypothesis Testing Using Sinkhorn Uncertainty Sets
Jie Wang and Yao Xie (Georgia Institute of Technology, USA)
Hypothesis testing for small-sample scenarios is a practically important problem. In this paper, we investigate
the robust hypothesis testing problem in a data-driven manner, where we seek the worst-case detector over
distributional uncertainty sets centered around the empirical distribution from samples using Sinkhorn distance.
Compared with the Wasserstein robust test, the corresponding least favorable distributions are supported beyond the training samples, which provides a more flexible detector. Various numerical experiments are conducted on both synthetic and real data are performed to validate the competitive performances of our proposed
method.

I.18: Joint Coding, Communication and Processing
Room: U3
On Joint Communication and Channel Discrimination
Han Wu and Hamdi Joudeh (Eindhoven University of Technology, The Netherlands)
We consider a basic communication and sensing setup comprising a transmitter, a receiver and a sensor. The
transmitter sends an encoded sequence to the receiver through a discrete memoryless channel, and the receiver
is interested in decoding the sequence. On the other hand, the sensor picks up a noisy version of the transmitted
sequence through one of two possible discrete memoryless channels. The sensor knows the transmitted sequence and wishes to discriminate between the two possible channels, i.e. to identify the channel that has generated the output given the input. We study the trade-off between communication and sensing in the asymptotic
regime, captured in terms of the coding rate to the receiver against the discrimination error exponent at the
sensor. We characterize the optimal rate exponent trade-off for general discrete memoryless channels with an
input cost constraint.

Joint Coding for Discrete Sources and Finite-State Noiseless Channels
Ken-ichi Iwata (University of Fukui, Japan); Hirosuke Yamamoto (University of Tokyo, Japan)
We propose a joint coding scheme using multiple code tables to efficiently transmit a sequence of messages of
a discrete memoryless source (DMS) through a finite-state noiseless channel with unequal costs of code letters,
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including a noiseless (d, k)-constrained channel as a particular case. This paper presents a methodology for code
design based on two methods. The first method, integer programming, is used to optimize a prefix-free code at
each channel state when codeword costs are unequal and vary with each state. The second method is an iterative
optimization that minimizes the average cost of the joint coding scheme using multiple code tables. The proposed
coding scheme achieves the optimal average cost in the class of joint coding scheme using multiple code tables
of prefix-free codes for a given pair of DMS and finite-state channel.

Joint Beamforming and Trajectory Optimizations for Statistical Delay and Error-Rate Bounded QoS
in UAV/IRS-Based 6G Wireless Networks Using FBC [virtual]
Xi Zhang and Jingqing Wang (Texas A&M University, USA); H. Vincent Poor (Princeton University, USA)
In order to support the unprecedented scenarios with extremely diverse and challenging delay and error-rate
bounded quality-of-services (QoS) requirements for ultra-reliable and low latency communications (URLLC), a
number of 6G promising techniques, including unmanned-aerial-vehicle (UAV), intelligent reflecting surface (IRS),
finite blocklength coding (FBC), etc., have been developed over 6G wireless networks. In addition, to implement
over-the-air intelligent reflection and enlarge wireless service region, integrating UAV with IRS provides a promising means to significantly enhance line-of-sight (LOS) coverage due to the relatively high altitude and 3D mobility of the UAVs. However, it is very challenging to characterize system models and guarantee statistical delay
and error rate bounded QoS requirements in such complicated and dynamic UAV/IRS-based wireless network
environments while supporting URLLC. To overcome these difficulties, in this paper we propose joint passive IRS
beamforming and UAV trajectory optimization schemes to support statistical delay and error-rate bounded QoS
provisioning for URLLC over UAV/IRS-based 6G wireless networks using FBC. First, we develop UAV/IRS-based 3D
wireless channel models in the finite blocklength regime. Second, we formulate and solve the FBC-based -effective energy-efficiency maximization problem by jointly optimizing power allocation, passive IRS beamforming,
and UAV trajectory for our developed schemes. Finally, the obtained simulation results validate and evaluate our
proposed schemes over UAV/IRS-based 6G wireless networks.

J.18: Guessing
Room: U8
A Unified Framework for Problems on Guessing, Source Coding, and Tasks Partitioning [virtual]
Ashok Kumar M. and Albert Sunny (Indian Institute of Technology Palakkad, India); Ashish Thakre and
Ashisha Kumar (Indian Institute of Technology Indore, India); Dinesh Manohar Gandhinathan (Robert
Bosch Engineering and Business Solutions Ltd., India)
We formulate a general framework for which Campbell's source coding, Arikan's guessing, Huleihel et al.'s memorry-less guessing, Bunte and Lapidoth's tasks partitioning problems are specific ones. We then use this framework to show an equivalence among these problems.

Universal Randomized Guessing Subject to Distortion
Asaf Cohen (Ben-Gurion University of the Negev, Israel); Neri Merhav (Technion, Israel)
Consider the problem of guessing a sequence subject to a distortion constraint. Specifically, assume the following
game between Alice and Bob: Alice has a sequence x of length n. Bob wishes to guess x, yet he is satisfied with
finding any sequence x^ which is within a given distortion D from x. Thus, he successively submits queries to
Alice, until receiving an affirmative answer, stating that his guess was within the required distortion. Finding
guessing strategies which minimize the number of guesses and analyzing its properties has applications in information security, source and channel coding. Guessing subject to a distortion constraint is especially useful when
considering biometrically-secured systems, where the “password” which protects the data is not a single, fixed
vector but rather a ball of feature vectors centered at some x, and any feature vector within the ball results in
acceptance. We formally define the guessing problem under distortion in four different setups: memoryless
sources, guessing through a noisy channel, sources with memory, and individual sequences. We suggest a randomized guessing strategy which is asymptotically optimal for all setups and is five-fold universal, as it is independent of the source statistics, the channel, the moment to be optimized, the distortion measure and the distortion level.
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Improved Bounds on the Moments of Guessing Cost
Suayb S. Arslan (MEF University, Turkey); Elif Haytaoglu (Pamukkale University, Turkey)
Guessing a random variable with finite or countably infinite support in which each selection leads to a positive
cost value has recently been studied within the context of “guessing cost”. In those studies, similar to standard
guesswork, upper and lower bounds for the rho-th moment of guessing cost are described in terms of the known
measure Rényi's entropy. In this study, we non-trivially improve the known bounds using previous techniques
along with new notions such as balancing cost. We have demonstrated that the novel lower bound proposed in
this work, achieves 5.84%, 18.47% higher values than that of the known lower bound for rho=1 and rho=5, respectively. As for the upper bound, the novel upper bound provides 10.93%, 5.54% lower values than that of the
previously presented bounds for rho=1 and rho=5, respectively.
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